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The 2024 Linux Storage, Filesystem, Memory-Management, and BPF Summit



           By Jonathan Corbet
May 15, 2024
           

LSFMM+BPF


The Linux Storage, Filesystem, Memory-Management, and BPF Summit is an
annual, invitation-only event where about 140 developers gather to address
core-kernel problems.  The 2024 event was
held May 13 to 15 in Salt Lake City, Utah.  As usual, LWN was
there to report on the discussions that were held.

Below are the reports on the summit sessions that we attended:



Joint storage, filesystem, and memory-management sessions





	 The state of the page: how the
     transition to folios is going and what remains to be done.

	 The interaction between memory reclaim and
     RCU: the reclaim process can be accelerated by using the
     read-copy-update mechanism to avoid locking, but there are still some
     problems to work out.


	 Large folios, swap, and FS-Cache: a
discussion on swapping for folios larger than a single page and whether it
makes sense to combine swapping with the FS-Cache network filesystem cache,
since they have some overlapping needs.


	 A new swap abstraction layer for the
     kernel: redesigning the swap layer for better performance,
     especially with large folios.

	 Large-folio support for shmem and
     tmpfs: improving the kernel's shared-memory mechanisms with large
     folios.


	 Famfs: a filesystem interface to shareable
memory: discussion on whether the famfs filesystem for memory shared
between hosts should be a kernel or a FUSE filesystem.







Joint storage and filesystem sessions




	 Supporting larger block sizes in
filesystems: another discussion of what needs to be done for filesystems
in order to support block sizes larger than 4KB.


	 Atomic writes without tears: a
discussion on how to support buffered I/O writes of 16KB with protection
against torn (partial) writes.


	 Filesystems and iomap: conversions of
various filesystems to use iomap are ongoing; what are the remaining
problems that need to be solved?


	 Measuring and improving buffered I/O:
a "pathological" test result showed buffered I/O performance being far
behind that of direct
I/O; the underlying problems and possible solutions  were discussed.


	 Rust for filesystems: adding Rust
abstractions for the VFS layer is proceeding, though there are still
obstacles that need to be resolved, which was the topic of the discussion.







Filesystem track sessions




	 New APIs for filesystems: a discussion
on new APIs needed for filesystems, particularly newer filesystems that
have subvolumes and snapshots.


	Handling the NFS change attribute: file
timestamps do not have the granularity needed for
NFS-client-cache-invalidation purposes; the session was yet another discussion on ways to
fix that problem.


	Removing GFP_NOFS: the
GFP_NOFS flag should be replaced by using the scoped-allocation
API, but that conversion has not made all that much progress, what can be
done to change that?


	 Dropping the page cache for filesystems: a
discussion of providing an API to drop the page cache for a specific
filesystem; a full solution is really possible, but there are ways to get
most of the way there.


	Finishing the conversion to the "new" mount
API: many kernel filesystems have still not converted to use the mount
API that came in Linux 5.2 in 2019; the discussion considered some of the
remaining issues to be resolved to finish the job.


	Mount notifications: a discussion on
adding a feature to allow user space to track mount and unmount activity.


	A new API for tree-in-dcache
filesystems: filesystems that store their entire tree in the
directory-entry cache have proliferated, without handling the edge cases well; a new
API would try to clean up some of those problems.


	Improving pseudo filesystems: problems
abound in pseudo (or virtual) filesystems, in part because there is a lack
of guidance available for kernel developers who want to create one;  what
can be done to improve that?


	Hierarchical storage management, fanotify,
FUSE, and more: a discussion on implementing HSM using fanotify or FUSE
and some problems encountered, especially with regard to executing from
files that are not local.


	Changing the filesystem-maintenance model
: a discussion on ways to prevent filesystem bugs that should be caught
earlier from reaching the mainline, by changing how filesystem testing is
done.


	Filesystem testing for stable kernels:
a discussion on the amount of testing that needs to be done for XFS patches
heading toward the stable kernels.


	Handling filesystem interruptibility:
filesystems expecting non-interruptibility can be surprised when code they
call takes locks or mutexes interruptibly (or killably); what can be done
to fix that?


	Tracing the source of filesystem
errors: trying to find a way to provide more information on where a filesystem
error is coming from; the same error code can be returned for many
different error conditions, which makes debugging difficult.







Memory-management track sessions


The following sessions were held in the refrigerated room set aside for the
memory-management developers:




	 An update and future plans for DAMON:
     DAMON and DAMOS provide a toolkit for the control of memory-reclaim
     policies from user space.  DAMON author SeongJae Park updated the
     group on recent developments in this subsystem and talked about where
     it is going next.

	 Extending the mempolicy interface for
     heterogeneous systems: the kernel's memory-policy API has not kept
     pace with hardware changes; how can that be fixed?

	 Better support for locally attached
     memory tiering: CXL memory holds out the promise of significant
     cost savings, but only if the kernel can manage it properly.

	 What's next for the SLUB allocator:
     the current and future status of the kernel's one remaining object
     allocator.

	 Facing down mapcount madness; managing
     the mapping count of pages is trickier than it seems, but the
     situation is being improved.

	 Dynamically sizing the kernel stack:
     kernel stacks are simultaneously too small and too big; making their
     size variable would solve that problem.

	 Memory-allocation profiling for the
     kernel: a once-contentious discussion on this new feature
     refocuses on future improvements.

	 Another try for address-space
     isolation: mitigations for hardware vulnerabilities have cost us a
     lot of performance; address-space isolation offers protection against
     present and future vulnerabilities while giving us that performance
     back. 

	 Faster page faults with RCU-protected VMA
     walks: the faster way to search through the VMA tree.

	 Toward the unification of hugetlbfs:
     the hugetlbfs subsystem is arguably an outmoded way of accessing huge
     pages that imposes costs on memory-management maintenance.  Coalescing
     it into the core will help, but it will not be an easy job.

	 Merging msharefs: this proposal to
     allow the sharing of page tables between processes has been under
     consideration for some time; what is needed to get it upstream?

	 Documenting page flags by committee:
     an attempt at large-scale collaborative authoring.

	 Two sessions on CXL memory: Compute
     Express Link is promoted as a boon to data-center computing; two
     sessions looked at how the kernel can support this functionality.

	 The path to deprecating SPARSEMEM:
     the kernel has several ways of representing physical memory; one of
     them may be on its way out.

	 The twilight of the version-1 memory
     controller: the version-1 control-group API was superseded years
     ago, but users of the old memory-controller interface still exist.
     How can they be convinced to move on so that this old code can be
     removed? 

	 Allocator optimizations for transparent
     huge pages: proposed memory-management changes to improve the
     chances of successfully allocating huge pages.

	 Two talks on multi-size transparent huge
     page performance: multi-size THPs are seen as a performance
     benefit, but how much does the system really gain from them?

	 The next steps for the maple tree:
     upcoming features planned for this relatively new kernel data
     structure. 

	 Fleshing out memory descriptors: a
     first view into what the memory-descriptor future might look like.

	 The state of the memory-management
     community in 2024: the traditional session with Andrew Morton to
     discuss how memory-management development is going.

	 Measuring memory fragmentation: an
     attempt to find a way to measure how badly memory has been fragmented.





BPF track sessions




	 A plan to make BPF kfuncs polymorphic:
    a proposal that would allow kfuncs to use different implementations depending
    on where and how they are called.

	 Virtual machine scheduling with BPF: a talk
    about solving the "double scheduling" problem for virtual machines.

	 What's scheduled for sched_ext: sched_ext has
    come a long way in the past year. What's changed, and what is still needed for the
    work to be meaningfully complete?

	 Recent improvements to BPF's struct_ops mechanism:
    BPF continues to evolve support for more generic kernel interfaces.

	 LLVM improvements for BPF verification: what can
    compiler developers do to ensure their compilers produce verifiable code?

	 Supporting BPF in GCC: GCC can now compile a lot of
    BPF code. What did it take, and where is the project going next?

	 Standardizing the BPF ISA: The IETF BPF working group
    is nearly done standardizing a BPF ISA specification.

	 An instruction-level BPF memory model: BPF doesn't have
    a memory model yet; what are important properties for whichever it adopts?

	 Comparing BPF performance between implementations:
    there is a benchmark suite which runs on both Windows and Linux that can be used to make
    comparisons.

	 Modernizing BPF for the next ten years: what is needed for
    BPF to continue to grow?

	 Securing BPF programs before and after verification: BPF is
    in a unique position in terms of kernel security; what more can be done to ensure it remains
    secure?

	 Simplifying the BPF verifier: the BPF verifier is a complex
    piece of software; Shung-Hsi Yu has a proposal for making it more efficient, capable, and simpler.

	 Static keys for BPF: the kernel uses static keys to provide
    an efficient way to dynamically enable seldom-used code paths; can BPF do the same?

	 BPF tracing performance: two changes that make using
    BPF for tracing more performant.

	 Capturing stack traces asynchronously with BPF: a proposed
    change to the stack-capture API could make it much more useful.

	 Updates to pahole: Poke-a-hole has grown far beyond its
    original parameters; now, it is being used to produce BTF debugging information for the kernel.





Group photo
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Support


Once again, we thank the Linux Foundation, LWN's travel sponsor, for
supporting our travel to this event.

(https://lwn.net/Articles/973683/)
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The advent of the folio structure to
describe groups of pages has been one of the most fundamental
transformations within the kernel in recent years.  Since the folio
transition affects many subsystems, it is fitting that the subject was
covered at the beginning of the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit in a joint session of the
storage, filesystem, and memory-management tracks.  Matthew Wilcox used the
session to review the work that has been done in this area and to discuss
what comes next.

The first step of this transition, he began, was moving much of the
information traditionally stored in the kernel's page structure
into folios instead, then converting users of struct page to use
the new structure.  The
initial goal was to provide a type-safe representation for compound pages, but the scope has expanded
greatly since then.  That has led to a bit of ambiguity: what, exactly, is
a folio in current kernels?  For now, a folio is still defined as "the
first page of a compound page".
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By the end of the next phase, the plan is for struct page
to shrink down to a single, eight-byte memory descriptor, the bottom few
bits of which describe what type of page is being described.  The
descriptor itself will be specific to the page type; slab pages will have
different descriptors than anonymous folios or pages full of page-table
entries, for example.


Among other motivations, a key objective behind the move to descriptors is
reducing the size of the memory map — the large array of page
structures describing every physical page in the system.  Currently, the
memory-map overhead is, at 1.6% of the memory it describes, too high.  On
systems where virtualization is used, the memory map is also found in
guests, doubling the memory consumed by the memory-map.  By moving to
descriptors, that overhead can be reduced to 0.2% of memory, which can save
multiple gigabytes of memory on larger systems.


Getting there, though, requires moving more information into the
folio structure.  Along the way, concepts like the pin count for a
page can be clarified, cleaning up some longstanding problems in the
memory-management subsystem.  This move will, naturally, increase the size
of the folio structure, to a point where it will be larger than
struct page.  The advantage, though, is that only one
folio structure is needed for all of the base pages that make up
the folio.  For two-page folios, the total memory use is about the same;
for folios of four pages or more, the usage is reduced.  If the kernel is
caching the contents of a 1GB file, it currently needs
60MB 16MB of page structures.  If that caching is
done entirely with base pages, that overhead will increase to 23MB in the
future.  But, if four-page folios are used instead, it drops to 9MB total.


Some types of descriptors, including those for slab pages and page-table entries, have already been
introduced.  The page-table descriptors are quite a bit smaller than
folios, since there are a number of fields that are not needed.  For
example, these pages cannot be mapped into user space, so there is no need
for a mapping count.


Wilcox put up a plot showing how many times struct page and
struct folio are mentioned in the kernel since 2021.  On the order
of 30% of the page mentions have gone away over that time.  He
emphasized that the end goal is not to get rid of struct page
entirely; it will always have its uses.  Pages are, for example, the
granularity with which memory is mapped into user space.


Since last year's update, quite a lot of
work has happened within the memory-management subsystem.  Many kernel
subsystems have been converted to folios.  There is also now a reliable way
to determine whether a folio is part of hugetlbfs, the absence of which
turned out to be a bit of a surprising problem.  The adoption of large anonymous folios has been a welcome
improvement.


The virtual filesystem layer has also seen a lot of folio-related work.
The sendpage() callback has been removed in favor of a better API.
The fs-verity
subsystem now supports large folios.  The conversion of the buffer cache is proceeding, but has run into a
surprise:  Wilcox had proceeded with the assumption that buffer heads are
always attached to folios, but it turns out that the ext4 filesystem
allocates slab memory and attaches that instead.  That usage isn't
wrong, Wilcox said, but he is "about to make it wrong" and does not want to
introduce bugs in the process.


Avoiding problems will require leaving some information in struct
page that might have otherwise come out.  In general, he said, he
would not have taken this direction with buffer heads had he known where
it would lead, but he does not want to back it out now.  All is well for
now, he said; the ext4 code is careful not to call any functions on
non-folio-backed buffer heads that might bring the system down.  But there
is nothing preventing that from happening in the future, and that is a bit
frightening.


The virtual filesystem layer is now allocating and using large folios
through the entire write path; this has led to a large performance
improvement.  Wilcox has also added an internal function, folio_end_read(),
that he seemed rather proud of.  It sets the up-to-date bit, clears the
lock bit, checks for others waiting on the folio, and serves as a memory
barrier — all with a single instruction on x86 systems.  Various other
helpers have been added and callbacks updated.  There is also a new
writeback iterator that replaces the old callback-based interface; among
other things, this helps to recover some of the performance that was taken
away by Spectre mitigations.
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With regard to individual filesystems, many have been converted to folios
over the last year.  Filesystems as a whole are being moved away from the
writepage() API; it was seen as harmful, so no folio version was
created.  The bcachefs filesystem can now handle large folios — something
that almost no other filesystems can do.  The old NTFS
filesystem was removed rather than being converted.  The "netfs" layer has
been created to support network filesystems.  Wilcox put up a chart showing
the status of many filesystems, showing that a lot of work remained to be
done for most.  "XFS is green", he told the assembled developers, "your
filesystem could be green too".


The next step for folios is to move the mapping and index fields out of
struct page.  These fields could create trouble in the filesystems
that do not yet support large folios, which is almost all of them.  Rather
than risk introducing bugs when those filesystems are converted, it is
better to get those fields out of the way now.  A number of page flags are
also being moved; flags like PageDirty and PageReferenced
refer to the folio as a whole rather than to individual pages within it,
and thus should be kept there.  There are plans to replace the
write_begin() and write_end() address-space operations,
which still use bare pages.


Beyond that, there is still the task of converting a lot of filesystems,
many of which are "pseudo-maintained" at best.  The hugetlbfs subsystem
needs to be modernized.  The shmem and tmpfs in-memory filesystems should
be enhanced to use intermediate-size large folios.  There is also a desire
to eliminate all higher-order memory allocations that do not use
compound pages, and thus cannot be immediately changed over to folios; the
crypto layer has a lot of those allocations.


Then, there is the "phyr" concept.  A phyr
is meant to refer to a physical range of pages, and is "what needs
to happen to the block layer".  That will allow block I/O operations to
work directly on physical pages, eliminating the need for the memory map to
cover all of physical memory.


It seems that there will be a need for a khugepaged kernel thread
that will collapse mid-size folios into larger ones.  Other types of memory
need to have special-purpose memory descriptors created for them.  Then
there is the KMSAN
kernel-memory sanitizer, which hasn't really even been thought about.
KMSAN adds its own special bits to struct page, a usage that will
need to be rethought for the folio-based future.


An important task is adding large-folio support to more filesystems.  In
the conversions that Wilcox has done, he has avoided adding that support
except in the case of XFS.  It is not an easy job and needs expertise in
the specific filesystem type.  But, as the overhead for single-page folios
grows, the need to use larger folios will grow with it.  Large folios also
help to reduce the size of the memory-management subsystem's LRU list,
making reclaim more efficient.


Ted Ts'o asked how important this conversion is for little-used filesystems;
does VFAT need to be converted?  Wilcox answered that it should be done for
any filesystem where somebody cares about performance.  Dave Chinner added
that any filesystem that works on an NVMe solid-state device will need
large folios to perform well.  Wilcox closed by saying that switching to
large folios makes compiling the kernel 5% faster, and is also needed to
support other desired features, so the developers in the room should want
to do the conversion sooner rather than later.

(https://lwn.net/Articles/973565/)
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The 2024 Linux
Storage, Filesystem, Memory-Management and BPF Summit was a development
conference, where discussion was prioritized and presentations with a lot
of slides were discouraged.  Paul McKenney seemingly flouted this
convention in a joint session of the storage, filesystem, and
memory-management tracks where he presented about 50 slides — in five
minutes, twice.  The subject was the use of the read-copy-update (RCU)
mechanism in the memory-reclaim process, and whether changes to RCU would
be needed for that purpose.

Readers who are unfamiliar with RCU may want to have a look at this article for a refresher.


After the slide deluge (for which it was not possible to take effective
notes without severe keyboard damage), McKenney got to his real point:
before making complicated changes to the RCU subsystem (which does not lack
complexity already), a real problem with the current code will need to be
demonstrated.  The concern seems to be that RCU is simply too slow in
getting around to freeing memory, causing the system to go into an
out-of-memory state.  What can be done about that?
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The question of whether RCU can keep up with the work presented to it is,
he said, dependent on the workload.  There can be a few reasons why it
would fail; perhaps the grace periods (the delay before RCU callbacks can
be run) are too infrequent, or there may be readers holding the RCU lock
for too long.  Kent Overstreet tried to give some background for the
current topic, which is a spin-off from a lengthy
pre-conference discussion on buffered-I/O performance.  The buffered
read path is fast now, he said, but it can be made faster by using RCU.
But that means using RCU to free page-cache pages, which is a critical
cleanup path in the kernel.


McKenney suggested that, as an experiment, developers could try just
forcing page-free operations through RCU for no particular reason, just to
see if anything breaks.  Josef Bacik said that, while there are places
where RCU can be improved, this use case is pushing for a solution to a
problem that is not RCU's fault.  Writeback from page-cache pages can take
a long time; page reclaim is an unpredictable process in general.


Overstreet agreed that reclaim is a hard problem, and that a lot of
different developers have responsibility for parts of it.  He is a
filesystem developer who finds himself having to solve reclaim problems,
but the kernel lacks the sort of introspection that would help him to see
where the problems are.  Thus, he said, there is a need for a wider
discussion about the interactions around the reclaim problem.


James Bottomley asked whether it was appropriate to use RCU in this way;
perhaps there is a need to invent a new mechanism instead?  McKenney
answered that, instead, developers could use a different flavor of RCU,
such as sleepable RCU.  Steven Rostedt
asked whether a new RCU flavor aimed at the reclaim problem is needed, but
McKenney said he did not think that was the case.


It was this far into the session before Dave Chinner got up to ask what the
problem to be solved was.  The short answer is "making the buffer cache
faster".  Matthew Wilcox said that taking folio references for small
reads is simply too expensive; RCU can be used instead to keep pages around
while data is copied from them without the need to take a reference.
McKenney suggested that perhaps hazard pointers
could be used for this purpose.  That would allow the immediate freeing of
any object that is not currently referenced; RCU, instead, must wait for
all readers to complete their work.


Bottomley said that the reference-count problem comes down to the cost of
converting cache lines to exclusive access.  If there is not actually a lot
of contention for those reference counts, perhaps a different solution is
called for.  Overstreet answered that, even in the no-contention case, the
reference-counting overhead is a problem; Wilcox suggested that Bottomley
was underestimating the number of places in the kernel that take
references. 


McKenney tried to direct the conversation toward an understanding of the
performance problem; Overstreet answered that better numbers are needed.
He would like to be able to track just how much memory is waiting in the
RCU system to be freed.  McKenney answered that, while kvfree_call_rcu()
is aware of the size of the memory block it has been asked to free, it is
used infrequently.  Most memory is freed using call_rcu(),
and that function has no idea of how much memory it will eventually free
(or whether it is freeing memory at all).  There is also no per-subsystem
accounting in RCU.  Hannes Reinecke said that he would like to see
subsystem-level accounting, along with the ability to force a grace period
for a specific subsystem.  The problem there, as somebody pointed out, is
that the ability to free a specific range of memory may depend on other
subsystems, and there is no way to know for sure.


Chinner said that this is a problem of tracking objects in flight.  It is
possible to count slab objects, since they know which
slab they belong to and their size; it's just a matter of adding the
tracking.  Calls to kfree_rcu()
could recognize slab objects and account for them.  McKenney said that he
would like to see kfree_rcu() merged into the slab allocator; slab
maintainer Vlastimil Babka said that he had plans to do exactly that.  Now
that the SLOB allocator has been removed, he said, kernel code can pass any
memory pointer to kfree() (and thus kfree_rcu()) and the
right thing will happen.


As this somewhat inconclusive session came to a close, McKenney said that
there were two problems to be solved.  If the system is loaded with memory
demands, how are those to be accounted for?  And, for memory freed with
call_rcu(), more information will need to be provided somehow.
Overstreet got in the last word by saying that, if a kernel subsystem is
using call_rcu(), the duty of performing the accounting is also
there.  kfree_rcu() should be used instead whenever possible.

(https://lwn.net/Articles/974487/)
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David Howells wanted to discuss swap handling in light of multi-page folios
in a combined storage, filesystem, and memory-management session at
the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit.  Swapping has always been
done with a one-to-one mapping of memory pages to swap slots, he said, but
swapping multi-page folios breaks that assumption.  He wondered if it would
make sense to use filesystem techniques to track swapped-out folios.




Traditional swap is divided into page-sized segments, Howells began, and, up
until recently, memory was divided the same way.  When the kernel wanted to swap
something out, it found a free segment and put the contents of the page
there; the reverse of that was done when it needed to swap the page back
in.  But, with folios,
there might be two pages, 2MB of pages, or even 2GB of pages joined
together that need to be swapped out as a unit.
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The locations where those pages get stored on disk need to be recorded;
there may not be a contiguous region in the swap space to hold the full
folio due to fragmentation. To him, it looks like reinventing a filesystem;
"we don't want to do that, we've already got a whole bunch of filesystems".
He wondered if there could be a filesystem mechanism added where a block of
data, such as a 2MB folio, can be stored with a specific key.  That key
can be used to retrieve the block or to cancel it, if it is no longer of interest.




He maintains FS-Cache,
which is a local disk cache for network filesystems, that has similar
needs; it stores blocks from remote files in a local on-disk cache.  So
there are two separate caches that have many of the same properties; does
it make sense to combine them?  They could share the same pool of reserved
disk space and FS-Cache could fill up the entire space if it needs to; swap
can always get the space that it needs because FS-Cache is a true cache, so
any of its entries can simply be removed.




Howells noted that Chris Li's session on a swap
abstraction, which would have a
different take on changes to the swap layer,  was coming up in the next
summit slot.  Howells asked for attendees'
thoughts on the idea of merging FS-Cache and swap.  Jeff Layton was
concerned that the current FS-Cache uses cachefilesd,
which may allocate memory; using that mechanism for swapping could lead to
a deadlock.  Howells said that if the two were combined, cachefilesd would
no longer be used. That functionality would move into the kernel so that it
could track both swap and FS-Cache entries; the new code would not allocate memory to
do so.




James Bottomley said that filesystems could already provide what Howells was
looking for with a generic extent map and some form of pre-allocation.  He
suggested that the block layer did not need to be involved at all; "if
that's the solution, can we go on to the next session?"  As might be
guessed, there was more to work out than that; Howells said that an
interface was still needed, but "I don't know if anyone has any particular
insight" on it.  He noted that Kent Overstreet had thoughts of providing it
from bcachefs.






What had been described is a kind of object storage, Jan Kara said.  He
agreed that it was basically a filesystem question; it is nearly trivial to
expose an API like what is needed, but there are a lot of constraints to be
worked out.  The FS-Cache piece is easy, but fitting swap into that is much
harder; he remembers how difficult it was to get swap-over-NFS working, so
making this combined cache work reliably in close-to-out-of-memory
conditions "needs some serious thought".  For that, patches are more
important than discussion, because of all of the little details that need to
be handled.




Li asked about using zram as a
backing device and thought that a separate kind of swap-handling would be
needed in that case. Kara said that the point of zram is to compress the
data, but the filesystem can do that compression instead.  But Li said that
filesystem compression is done on a per-file basis, so the whole file would
have to be decompressed to access some of its blocks.  Overstreet said that
"the right way to do compression is per extent". 




The information about swapped blocks is stored in memory, Dave Chinner
said, so it simply goes away if the system crashes.  There is no need for
persistence of that information, but he wondered if that was also true for
FS-Cache.  Howells agreed that the data did not need to persist if the
system crashed.  That means the existing swap-file support mostly takes
care of what is needed, Chinner said; all that needs to be added is support
for a variable-length block size to deal with various folio sizes.  The
metadata can be stored in memory, since it does not need to
persist, and can use the B-tree code from, say, XFS or bcachefs to manage
the extents; it is efficient and easy to do, he said.




But Howells said that the FS-Cache did need to persist, though not across
crashes; when the system is rebooted, the contents of FS-Cache should
persist.  That invalidates the idea of using swap files as the basis of the
feature, Chinner said, "you need an actual filesystem at that point".
Bottomley wondered what was stored in FS-Cache that can be destroyed in a 
crash, but must be preserved on a reboot.  Howells said that the FS-Cache data is
valuable, so he would prefer not to get rid of it, but it is a real cache
so the files could be recreated if needed—at a fairly high cost.




So the question then becomes "how valuable is FS-Cache persistence?", Bottomley said.  Howells said that it is "very valuable" and
that there are many customers that use it.  Layton added that some of those
customers are doing big rendering jobs with huge files; "the last thing
they want to do when it comes up is throw away their cache because then it
will slam their server" to retrieve the files.




The key that would be used for the FS-Cache files is based on several
pieces of data that identifies the remote file being stored, but Howells
had not mentioned anything about the key for swap data, Matthew Wilcox
said.  In today's swap code in the memory-management layer, much of the
pain is that there are "these sort-of address spaces, not exactly address
spaces" that are used to allocate space in; that is done with a data
structure that is not good for allocation, using locks that don't really
scale, he said. "It's all a bit ... awful."




Wilcox wondered if Howells had a proposal for what the key for the swap
items would be or if he was looking to the memory-management community to
come up with one.  Howells said that he had assumed it would be based on
the host inode number and a page offset within it, but realized that would not cover
anonymous memory.  Wilcox thought that maybe the VMA structure could be
used, but Kara noted that those can be split and merged, which would
invalidate the key.




Li said that the swap offset, which is an index into the array of swap
slots, is what is used at swap-out time and what gets stored in the swap
entry, so it should be used as the key.  But he was concerned about the
amount of overhead that would be consumed if, for example, an inode was
allocated for each swap slot.  Wilcox said that it was important to
move away from swap offsets and slots, since that is what causes the "real
scalability problems in the swap subsystem".




There will be a need for some kind of mapping layer to map the page-based
swap offset (because the least-recently-used (LRU) list is maintained on a
page basis) to some internal file, inode, or something else.  Wilcox said that
he is thinking that the struct anon_vma
used for anonymous memory areas could be used; it "looks and feels to me an
awful lot like an 
inode", though it is not an exact fit.  When you add reflinks, which are copy-on-write links to
files, into the mix, an anon_vma is even more like an inode, he
said.




Adding something that is "akin to the page cache in each
anon_vma structure", if done properly, could also solve "all of
the problems that we have around caching reflinked files".  Many sessions
at LSFMM over the last ten years have had complaints about the lack of
page-sharing in the page cache between files that are reflinked, Wilcox
said; "if we make both of these problems the same problem, maybe that will
be the final impetus we need to get this problem fixed".




Li and Wilcox went back and forth some about how that would look, what
would need to be stored in the swap entry, and where the swap entry would
be stored.  No real conclusions were reached and Li said that he would like
to see a more concrete proposal.  To that end, Howells wondered if it would
make sense to convert tmpfs to use FS-Cache instead of the swap system;
Wilcox thought that would be a big improvement for tmpfs.  At that point,
the session ran out of time; we will have to wait and see what, if any,
patches emerge.




A YouTube video
of the session is available.


(https://lwn.net/Articles/982887/)
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Swapping may be a memory-management technique at its core, but its
implementation also involves the kernel's filesystem and storage layers.
So it is not surprising that a session on the kernel's swap abstraction
layer, led by Chris Li at the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, was held jointly by all
three of those tracks.  Li has some ambitious ideas for an improved
subsystem, but getting to a workable implementation may not be easy.

Li started by looking at the current swap state maintained by the kernel to
get a sense for what needs to be kept in a new implementation.  The key
datum is the swap offset — the location in the swap file where any further
information about a swapped-out page can be found.  Any other information
is optional within the kernel.  This
scattering of information is flexible, but can also be a source of pain, he
said.
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The current swap design is memory-efficient, but complex.  It
could be improved at the cost of using more memory — getting worse in order
to get better.  David Hildenbrand said that all of the resources
needed by the swap layer are preallocated, since trying to allocate memory
when the system needs to swap is failure-prone.  That preallocation is why
minimizing the overhead is so important; if a way could be found to do less
preallocation, overhead would be less of a concern.  It would be nice to
consume less memory when swap is not being used, but it is not good to have
to allocate memory when swapping is necessary.


Li agreed that systems often do not swap; any preallocated memory is simply
wasted in that case.  On the other hand, high memory consumption by the
swap layer also hurts
when a lot of swapping is happening.


He proposed — initially — to add one byte to each swap
entry; that would be used to hold some flags.  The full swap map (used to
track the usage of space in the swap device) would not
be preallocated, but would be grown as needed.  The problem with adding a
single byte, though, is that it would turn a four-byte entry into five
bytes, which will create alignment problems.  So, instead, the entry should
grow by four bytes, which would allow the addition of pointers.  But, then,
if eight bytes are added, more things become possible, including dynamic
allocation of the swap-entry structure.  Its size could vary, as has been
proposed for memory descriptors.  Compound
swap entries could share this descriptor, which would, in the end, more
than pay back the cost of those extra eight bytes.


Support for directly swapping multi-size transparent huge pages (mTHPs) has been
added to the mm-unstable tree, he said.  Swapping 64KB mTHPs to zram
devices significantly improves the compression ratio and saves nearly
two-thirds of the CPU time needed when swapping single pages.  But, as
usual, there is a cost, in the form of increasing fragmentation in the back
end.  As time passes, the ability to allocate mTHP-sized chunks degrades,
to the point that it becomes unusable after five hours, even with less than
half of swap space in use.


The problem lies in how swap clusters are handled, he said.  The cluster
size is set equal to the full THP size (typically 2MB).  Any single-page
allocation will be taken from the first cluster on the per-CPU list,
leading to a partially empty cluster that cannot be used to swap even mTHP-sized
chunks, which are smaller than the full THP size; he is not sure why.
Clearly there is a need for a better allocator.  In the short term, his
plan is to make note of the half-empty swap clusters and allocate mTHP-size
chunks from there.  The longer-term plan is to create a buddy allocator for
swap entries.


But, he said, a better allocator is not enough.  Since the swap layer does
not control the lifecycle of swap entries, fragmentation can still happen.
A malicious user could selectively free memory, leading to a situation where
a lot of swap space is available, but none of it can be allocated.  The
solution to this problem is non-contiguous swap entries, managed by way of
a compound swap structure.  The head entry would contain the order of the
structure, which would suffice for the simple case.  The more complex case
would be handled by dropping the alignment requirement for swap space, and
allowing it to not be contiguous.


Li noted that this would be an invasive change.  Matthew Wilcox agreed,
warning Li that he was setting himself up for "a world of pain".  This plan
is, Wilcox said, a reinvention of the filesystem, and the tragic results of a
memory-management developer trying to design filesystems are well known.
He suggested that Li find a filesystem developer to work with if is truly
necessary to follow this path.


Jan Kara said that existing filesystem designs are not suited to this task,
since they are not written with the goal of minimizing memory overhead.
But, he said, managing that kind of complexity will have its cost.  He
suggested that an easier solution might be to set a minimum size for
swapped-out data as a way of reducing fragmentation.  Large ranges of
anonymous memory tend not to be used, he said, so it should be possible to
swap it out in bigger chunks, reducing both overhead and fragmentation.


At the end of the session, Hildenbrand said that this plan was introducing
too much complexity.  Instead, he said, the swap-in and swap-out
granularity should be decoupled from each other.  If swap-space
fragmentation is an issue, folios should just be split prior to swapping
out.  Folios could be reassembled at swap-in time.  Li answered that his
current design allows for partial inward swapping; it is not necessary to
bring in an entire folio.


The next step, as always, will be to wait for patches to show up
implementing some of these ideas.

(https://lwn.net/Articles/974587/)

[bookmark: 974630]
Large-folio support for shmem and tmpfs



           By Jonathan Corbet
May 24, 2024
           

LSFMM+BPF


The kernel contains a pair of related filesystems that, among other things,
can be used for shared-memory applications; shmem is an internal mechanism
used within the kernel, while the tmpfs filesystem is mounted and
accessible from user space.  As is the case elsewhere in the kernel, these
subsystems would benefit from the addition of large-folio support.  During
a joint storage, filesystem, and memory-management session at the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, Daniel Gomez talked about
the work he is doing to add that support.

Gomez started by saying that he had posted
a patch series for shmem and tmpfs.  It will cause a large folio to be
allocated in response to a sufficiently large write()
or fallocate()
call; variable sizes, up to the PMD size (2MB on x86) are supported.  The patch
implements block-level up-to-date tracking, which is needed to make the
SEEK_DATA and SEEK_HOLE lseek()
options work properly.  Baolin Wang has also posted a
patch set adding multi-size transparent huge page (mTHP) support to
shmem.
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David Hildenbrand said that the biggest challenge in this work may be that
many systems are configured to run without swap space.  The shmem subsystem
works in a weird space that is sometimes like anonymous memory, and
sometimes like the page cache; that can lead to situations where the system
is unable to reclaim memory.  Using large folios in shmem, he said, could
lead to the kernel wasting its scarce huge pages in mappings where they
will not actually be used.


Returning to his presentation, Gomez said that his current work only
applies to the write() and fallocate() paths.  But there
is also a need to update the read() path.  That can be managed by
allocating huge pages depending on the size of the read request, but it is
also worth considering whether readahead should be taken into account here.
Then, there is the swap path; large folios are not currently enabled there,
so they will be split if targeted by reclaim.  With better up-to-date
tracking, though, the swap path can perhaps be improved as well.  Finally,
he is also looking at the splice()
path; currently, if a large folio is fed to splice(), it will be
split into base pages.


When making significant changes to a heavily used subsystem like this, one
needs to be worried about creating regressions.  Gomez said that he has a
set of machines running kdevops tests, and the 0day
robot has been testing his work as well.  He is not sure what
performance testing is being run; he did say that tmpfs is being
outperformed by the XFS filesystem, and large-folio support makes the
problem worse.  The cause is currently a mystery.  Hildenbrand said that,
if the use of large folios is causing the memory-management subsystem to
perform compaction, that could kill any performance benefit that would
otherwise accrue.


Gomez concluded by saying that, in the future, he plans to work on
extending the swap code to handle large folios.  He needs better ways to
stress the swap path, and would appreciate hearing from anybody who can
suggest good tests.

(https://lwn.net/Articles/974630/)
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At the 2024 Linux
Storage, Filesystem, Memory Management, and BPF Summit, John Groves led
a session on famfs, which is a filesystem he has developed that uses the
kernel's direct-access (DAX)
mechanism to access memory that is shareable between hosts.  The discussion
was aimed at whether a different approach should be taken and, in
particular, whether FUSE should be used instead of implementing as an
in-kernel filesystem.  As noted in the thread about his
proposal for an LSFMM+BPF session, and the mailing-list discussions on the first and second
version of his patch set, there is some skepticism that a new in-kernel
filesystem is warranted for the use case.



Background



Groves said that he works for a memory vendor that is trying to enable the
use of shareable memory; the "fam" stands for "fabric-attached memory".
The way to think about that, he said, "is taking what MAP_SHARED
does on a single host and making it possible to scale that out with shared
memory". That would allow processes on multiple hosts to map the same
shareable memory.  The memory would presumably be Compute Express
Link (CXL) memory, but nothing in famfs is CXL-specific, he said, famfs
just uses DAX and DAX devices that are shared.
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He gave a quick introduction to shareable memory; it is memory that more
than one host can see, but it does not make sense to attach it as system
RAM, because system RAM gets zeroed when it is brought online.  So
shareable memory will be available in the form of shared DAX devices. 
A shared DAX device is a low-level abstraction that few software
applications know how to use.  But lots of applications know how to use
memory-mapped files with mmap()
and the MAP_SHARED flag, so the idea is to enable those applications to use
shareable memory.  Prior shareable-memory implementations have generally
added new abstractions to support this kind of memory, but applications
tend not to adopt them.




Famfs is "a filesystem but it's really memory not storage"; it uses DAX
devices but presumes they are not persistent.  It is effectively an
allocator where the allocations look like files, but it is not a
general-purpose allocator; for example, it uses 2MB granularity and
enforces huge-page alignment.




The metadata of the files is handled by famfs in a way that allows the
allocations to be shared between systems.  He "cribbed a lot of code" from
XFS, which is a filesystem that uses the fsdax mode, especially for the
read, write, and mmap() paths.  Famfs has a superblock and the
file metadata is stored in an append-only log of the allocation and
file-creation operations; the rest of the memory is referenced by files
once they have been allocated and created.  All of the files have a
preallocated size, so there is no allocation done at write time.  "We are
not trying to be a filesystem, except that the filesystem is where the
mmap() interface is."




The first version of the patch set could either use a character
/dev/dax device (devdax) or a block-based
persistent-memory (pmem) device (fsdax), but he dropped the pmem interface for
version 2.  Using a DAX device requires adding iomap support for it, so
some of the preliminary patches in his series do so.  Devdax handles the
reads, writes, and page faults, requiring an upcall to user space for
mapping the file offset to an offset on the DAX device.



Why device DAX?



Jan Kara asked why the DAX device could not be exposed as a pmem device,
which is what filesystems currently target.  The difference is between
using a character device, which is what CXL exposes, and a block device,
which is what pmem devices are, Groves said.  Kara said that he wondered because the
filesystems that currently support DAX do so via the pmem interfaces; famfs
needed to replicate a bunch of code to work with character devices.  Groves
said that there was not all that much code that was needed to make it work;
in addition, pmem devices can be converted to DAX, but the reverse is not true.






Over the years, there has been some discussion about whether it makes sense
to be able to run a filesystem using the character-device interface, Groves
said.  Dan Williams said that the same question came up when the original
work on pmem was being done; it is not really a block device, but a
byte-addressable memory range.  "Block devices come with baggage that don't
make sense for a memory device."  The reason that devdax came about was to
essentially throw away the pieces that did not make sense for a memory
range.




Kara said that he did not see a problem with filesystems going straight to
devdax, rather than using pmem, but the existing DAX filesystems do not do
that.  Groves said that his patches would provide a path to change that,
but Williams was surprised that might be on the table.  Kara said that it
would not be, initially, but that maintaining two sets of infrastructure
did not make long-term sense.  He would like to see some convergence so
that all of the DAX filesystems used the same infrastructure, though he did
not have a strong opinion on which (devdax- or pmem-based) should be used.
There is already some precedent for filesystems that attach to character
devices, he said, such as the MTD filesystems.




Groves said that the code in question is "quite small"; famfs is around
1000 lines of kernel code.  It mostly consists of inode operations that are
"very ramfs-like".  The files are special, since they have the DAX flag set
and their metadata is cached so that page faults can be handled, but that is
mostly done in user space, which performs the space allocation, log-append, and
log-play operations.  The log-play operation reads the log and creates the files that
it says should exist, but that information is ephemeral metadata in memory,
which is never written to storage because there is nothing to write inodes
back to.



FUSE?



There are a number of companies testing famfs with various use cases.  The
main one is to "wrangle large data frames into a memory-efficient,
mmap-able format" for programs like Apache Arrow. Those files are put into
famfs so that a "distributed futures orchestrator" like Ray can allow multiple
jobs to consume the data in a distributed way.  The customers already know
how to do that using files, so they do not even need to know that these
files are special.  For those use cases, there is generally no need for
cache coherency between the systems because the data is written once when
it is created  and then used read-only
after that.
So a question that comes up is: since user space is doing most of the work,
could famfs be implemented using FUSE?




Groves said that he did a talk (YouTube video) about
famfs at the 2023 Linux
Plumbers Conference.  He has been working on it for around a year at
this point.  Beyond the kernel-space code, which is small as mentioned,
there are also around 5000 lines of user-space code.  But Amir
Goldstein said that he did not like the lines-of-code metric; the problem
is in maintaining duplicate code. That new code has likely missed some
"subtle corner cases" that are not reflected in the counts.  It should
instead be looked at from the perspective of what functionality is missing
in FUSE or virtiofs.




Groves acknowledged that concern and said that there are two key
requirements for famfs; the current code is already meeting them.  It must
run at full memory speed, which means that page faults must be handled from
in-kernel cached metadata.  It also must distribute metadata in a way that
can be shared; users want to dump large datasets into famfs, such as data
frames or indexes that can be searched after mapping the file.  Currently,
famfs does not even support delete, though that could be added in a limited
way, but it does
not reallocate any of the space in the filesystem.




He is no FUSE expert, he said, but had some exchanges with Miklos Szeredi
about virtiofs and its use of FUSE; as far as Groves can tell, virtiofs
does not fit for famfs.  He believes that FUSE could be used directly for
famfs, but the 1000 lines of code would just move from famfs to FUSE,
effectively. FUSE would need to allow famfs to cache an extent list; right
now, a famfs instance uses a single DAX device but he foresees that
changing eventually, so that a famfs could span more than one device.




Goldstein said that virtiofs just maps memory from the guest to the host
and simply provides an interface to do that.  Over the remote audio
interface, Szeredi said that he did not think it would be difficult to add
what famfs needed to FUSE; it is a special kind of FUSE
passthrough for the famfs files.  Adding the support for extents would be
useful for other use cases too. Williams asked if it would be able to work
with multiple hosts accessing the shared memory and Szeredi said that it
could.  It probably
does not matter if it is FUSE or famfs that is used to
implement it, Groves said, but famfs is always going to need to process its own metadata.




James Bottomley asked if most of the sharing is handled by DAX, with famfs
just being a thin layer on top of that.  Williams said that DAX is just a
memory range, and that all of the properties of "how it is shared and
whether it is shared would come from famfs".  It provides a way to have
shared metadata, Groves said, "and I punted on most of the hard problems".
The metadata is all managed in user space, which is why people are talking
about FUSE for famfs, Bottomley said.  If there are just a few interfaces
that need to be added to FUSE, that's probably the easier path.  Groves is
not opposed to using FUSE, though he is "slightly dubious" that the two are
actually all that similar.




Kara said that he did not know how feasible it was to use FUSE, that was
best left to Goldstein and Szeredi, but he was concerned that famfs was
heading down the well-trod path of starting with something simple that will
only get more complicated due to feature creep.  First it might be adding
deletion, then users will ask for hole punching, and so on; this seems to
always happen to the "simple" filesystems that are proposed.  If it gets
merged, it will not be so simple in five years.




The second thing that worries Kara is what the testing picture looks like
for a filesystem that is mostly implemented in user space.  When filesystem
interfaces change, that will affect famfs, so it will need to be tested,
but its setup is all done in user space, which is non-standard for kernel
filesystems. He would like to see "a good story of how other filesystem
developers can work" with famfs.  The advantage of FUSE is that the other
filesystem maintainers do not have to worry unless they are changing the
FUSE interfaces directly.  This makes him lean toward seeing famfs as a
FUSE filesystem.




Groves said that it is pretty straightforward to test famfs, though it does
require setting up a DAX device, which can be done with a kernel
command-line option.  The shared part is a bit more tricky, but can be
tested using multiple virtual machines; he has real shared memory in his
lab but still does a lot of testing with virtual machines.  Goldstein noted
that the session had run out of time, but suggested that Groves use the
existing subsystems and if he encounters problems in doing so that he bring
them up on the mailing lists.




A
YouTube video of
the session is available.
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In a 
combined storage and filesystem session at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit, Luis Chamberlain led a
discussion on filesystem support for block sizes larger than the usual 4KB
page size, 
which followed up on  discussion from last year.  While the
session was meant to look at the intersection of larger block sizes
with atomic block writes  that avoid torn
(partial) writes (which was also discussed last year), it mostly focused on the
filesystem side.  Over time, the
block sizes offered by storage devices have risen from the original
512 bytes; Chamberlain
wanted to discuss filesystem support for block sizes larger than 4KB.
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Chamberlain started by saying that he wanted to gauge the interest of filesystem
developers in adding large-block support to their filesystems; in order to
do so, a filesystem needs to be able to support large folios.  The next
obvious targets for this work are bcachefs and EROFS.  Matthew Wilcox said that the
large-folio support for EROFS is mostly done at this point, though there are a
few places where it still uses struct page, for decompression in
particular.   For supporting large block sizes, EROFS is ready, he said,
but the full folio-conversion job is not yet complete.




Adding this support will require a lot of testing, Chamberlain said; beyond
that, 
fstests has some baked-in assumptions about block size that need to be
fixed.  Some of those problems were found when testing with page sizes
larger than 4KB, so they have been fixed at this point, but others may be
lurking. He warned that filesystems with their own test suites may also
have those kinds of assumptions.




Damien Le Moal said that zonefs
developers are also interested in adding support for large block sizes.
There are no fstests for zonefs, which Chamberlain suggested would be a
useful addition to the suite.  But Wilcox noted that zonefs uses iomap, so there
is probably little work that needs to be done.  It is mostly a matter of
making a few calls to tell iomap that zonefs wants to use large folios.  Le
Moal said that large-folio support was being actively worked on for zonefs
and was close to being ready.




Iomap only handles the data path, Jan Kara pointed out, not the
metadata path, which will still need more work for large blocks.
Chamberlain agreed that was an outstanding problem.  He wondered if
filesystem developers even wanted to tackle it, because if they did not,
there was not much point in going down the large-block path.




Josef Bacik said that Btrfs is backward from other filesystems; by default
it uses 16KB 
blocks  for metadata, so it is the data path that needs converting.  The
plan is for Btrfs to switch to using iomap, 
then to turn on support for large folios "and pray".  At that point,
though, Btrfs should be able to use larger blocks.  The iomap conversion is
in progress, with direct I/O working now; buffered I/O is next.
The support for the metadata follows what XFS has done, Bacik said.




That
led Dave Chinner to suggest that the XFS buffer-cache code be turned into a
library that other filesystems can also use.  Iomap came out of a similar
process.
Chamberlain wondered what other filesystems could benefit.  Chinner said
that any filesystem that uses the (deprecated) buffer
heads API; the XFS buffer cache can support up to 64KB block sizes and
already uses large folios.  It could be pulled out of XFS, as it is already
fairly generic; it is a wrapper around the page and slab allocators that
provides compound buffers, which are made up of multiple discontiguous
blocks but treated as a single contiguous buffer.
Filesystems like ext4 that use buffer heads could be
adapted to use this buffer cache in a fairly straightforward way.




Neal Gompa thanked the developers working on making it easier to support
larger block sizes in more filesystems, in part because he works on
different distributions. He has encountered lots of problems trying to use
filesystems that were created on distributions that use a different page size
or block size on other distributions that made different choices.  But, the
terms he used for larger groups of pages, a superblock or superpage, were not
popular; James Bottomley said that "superblock" was confusing because of its
long-established use for filesystems, while Wilcox
pointed out that a superpage should simply be called a folio.




Ritesh Harjani asked about the benefits of supporting larger block sizes in
filesystems, apart from the portability considerations.  Chamberlain said
that the hardware vendors are driving the move to larger blocks, but that
he wanted to stick with the software side.  He thinks larger blocks will
help reduce file fragmentation, but deferred to the filesystem developers
in the room.




Darrick Wong said that he would actually like to get rid of discontiguous
buffers 
for XFS because they are difficult to work with and to test, since they
"cause all sorts of weird bugs to show up" in fstests.  His advice to the
other filesystem developers is: "try not to do that". It is not truly
desirable to have metadata scattered in memory that way anyway.




He has some patches for fs-verity
support for XFS 
"stuck in the three-mile freight train of everything that's in my
development tree that's blocking traffic all over the city".  As part of
that, he found a need for a buffer cache, so he reused some of the XFS
code for it. That work could be used as the
basis of a new library for filesystem metadata handling as Chinner had
suggested. 
He is trying to figure out how to integrate ("staple") that work onto the jbd2
journal layer; doing that would mean that ext4 could use it, but that
also requires porting OCFS2 to use the
new buffer cache.
Since he believes no one actually uses OCFS2, perhaps the filesystem could
just be deprecated instead.




Before even setting up iomap, though, there needs to be a mechanism to read
from the disk, Hannes Reinecke said.  Chamberlain suggested using iomap to
read that data, but Reinecke insisted that it cannot read the data for the
superblock, from which iomap can be configured.  That requires buffer
heads.  But Chamberlain said that block-device operations can be used
to retrieve the needed superblock data, thus buffer heads were not
required.  He agreed that more discussion on that was needed, however.


(https://lwn.net/Articles/974219/)
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John Garry and Ted Ts'o led a discussion about supporting atomic writes for buffered
I/O, without any torn (or partial) writes to the device, at the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit.  It is something of a
continuation of a discussion at last year's
summit. The goal is to help PostgreSQL, which writes its data using
16KB buffered I/O; it currently has to do a lot of extra work to ensure
that its data is safe on disk.  A promise of non-torn, 16KB buffered writes
would allow the database 
to avoid doing double writes.
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Garry began by going over the problem being solved; databases generally
write their data in chunks larger than the block size of the block device
(which is generally the same as the page size of the system, 4KB).  MySQL
and PostgreSQL both use larger chunks, up to 16KB. They need to ensure
the persistence of these chunks, in full,  in order to maintain an
uncorrupted database. 
MySQL uses direct I/O, which is generally able to ensure that 16KB is
either fully written, or not written at all, on today's storage hardware.




The kernel does not guarantee atomic 16KB writes, even for direct I/O,
however.  So Garry has come up with a patch
set for supporting atomic block writes (as well as one to add
the feature to XFS).   Later in the session he said that there is
ongoing work to support the feature in ext4; he has also posted an RFC
patch set for buffered atomic writes. 




In his patches, there is
a new RWF_ATOMIC flag for pwritev2()
that requests torn-write protection for the write, he said; there is a
corresponding flag for io_uring as well.  The RWF_SYNC
flag is still needed to guarantee persistence, though. The statx()
system call can be used to query some new fields to determine the minimum
and maximum atomic sizes supported, as well as the maximum number of atomic
segments allowed for a given write operation.  All of those values are
dependent on the underlying filesystem, block-layer, and storage-device
limitations.




In order to make a call using RWF_ATOMIC, the total length must be a
power of two, between the minimum and maximum, be "naturally aligned", and
the write must
have an iov_count no more than the maximum number of segments.
Damien Le Moal asked whether this feature required hardware support in
order to ensure persistence with RWF_SYNC; Garry
said that it did.
Hannes Reinecke asked what was meant by "naturally aligned offset"; Garry said
that it means aligning an 8KB write on an 8KB boundary, 16KB on 16KB, and
so on. 



Hardware



Both SCSI and NVMe support torn-write protection, Garry continued, but they
do it differently.  NVMe implicitly does atomic writes; there is no
dedicated command to request them.  Devices have a limit and if the write
is less than that, and does not cross the device-specific atomic-write
boundary, if any, it will be written atomically.  
SCSI has a separate command and more constraints; unlike NVMe, though,
atomic writes that do not meet the requirements are rejected.
Reinecke asked whether it made sense to merge BIOs in an atomic-write
request; Garry said that they will not be merged if the combination cannot
be done as an atomic write. 




The XFS support adds a new FORCEALIGN inode flag that can be set
via an ioctl()
command, which forces
the file to be aligned on certain boundaries.  That can be used to ensure that
file extents are 16KB-aligned, for example,  on a per-inode basis.
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Ts'o said that the cloud vendors are already advertising torn-write
protection for MySQL; they are using ext4 with particular settings on
devices that can provide that protection. But there are "lots of sharp
edges"; 
the vendors have to audit the code paths and hope that a kernel update does not break them in some
way, since the kernel makes no guarantees.  The feature can provide a 60-100%
improvement in database performance, he said, because MySQL can avoid doing
a double write, which makes it attractive.




He said that the database developers want write requests that are only ever torn
at 16KB boundaries.  With the atomic-write support, kernel
developers are trying to do better than that, but it is important to ensure
that the huge performance gain does not get diminished or lost in the
process.  For example, the database might send a contiguous 256KB write,
but the only 
thing the developers are looking for is to know if the I/O fails for some
reason and that the failure can only happen at 16KB boundaries.  It is
important to remember that the database developers want "untorn writes";
guaranteeing more with atomic writes is fine, Ts'o said, as long as it comes
for free.




Dave Chinner said that XFS added atomic writes ten years ago, which doubled
MySQL performance, so the effects of this kind of change have been known
for a long time.  Garry said that the term "atomic" is used for the
feature, because that is what the hardware vendors call it, but that it is
providing the "untorn writes" that database developers want.  Matthew Wilcox
noted that NVMe is specified to have 16KB tear boundaries; he wondered if
the SCSI vendors could be convinced into doing something similar.  But
Martin Petersen wanted to know what problems there were with the current
SCSI semantics; there are differences with NVMe, but he is unsure why they
are a problem.  It turned out that the currently proposed implementation
for atomic writes does not need to use everything that SCSI
provides, so it is not clear whether there are any actual deficiencies.



Buffered I/O



Ts'o said that the buffered I/O piece is where this all gets interesting.
The proposed API works great for direct I/O, because right after the call
to pwritev2(), the I/O is actually done to the device.  For
buffered I/O, that is not the case, since everything is going through the
page cache, which means that the write may not actually happen for "30
seconds or until user space calls fdatasync()".
The reason for caring about buffered I/O is because PostgreSQL uses it;
depending on who you talk to, it will be three to six years before
the database can switch to using direct I/O.




Part of the problem is that using the proposed API means keeping track of
which writes were done using the atomic flag.  If a 64KB write is done,
then a 16KB write, both with the flag, they need to be tracked separately.
There has also been talk of a hybrid mode, he said, where a
non-atomic-aware application can also write to the file in a non-aligned
way such that "things don't blow up".  The problem has become
over-constrained; pwritev2() is fine for direct I/O, but does not
really fit with what the database developers are asking for in the buffered
I/O case.




There are multiple ways to create an interface for buffered I/O, Ts'o said.
It could be an inode-based write granularity, set with something like the
XFS FORCEALIGN flag, an ioctl()
command, or fcntl()
operation.  Then there is a question of whether to stick with the
pwritev2() interface, which is more powerful than what is needed,
or, perhaps, to require that the application using buffered I/O only do
atomic writes at the granularity specified.
That would mean that the
kernel does not have to track various in-flight atomic-write sizes.
Another way to do that might be to require that the size of the folio used
for the write specifies the granularity.  




An attendee said that with buffered I/O, there is no way for the
application to get an error if the write fails.  Ts'o said that any error
would come when fdatasync() is called, which the attendee called
"buffered in name only".  But Ts'o said that it is how PostgreSQL works
today; it does multiple buffered writes, then calls fdatasync() to
make that data persistent and to detect if there are any problems.  The
developers understand that model and it is the documented POSIX interface.




Jan Kara suggested that instead of tracking different sizes of atomic
writes, a single size could be tracked; if another write comes in with a
different size, the earlier writes could be flushed out.  In his RFC, Garry
said, the granularity was effectively set by the FORCEALIGN
size. 




There was some discussion of the SCSI semantics with respect to whether
reads were synchronized with writes, and whether that means an atomic read
operation is also needed.  The answer seemed to be that no atomic read was needed.  But, because SCSI
has separate write commands for atomic versus non-atomic, there does need
to be some kind of indication from user space about the kind of I/O it
expects.  That could be done with a flag on the inode or folio.




Chinner suggested that the page-cache code could interpret these flags and
implement writethrough for writes of that sort.  It could be implemented
using the direct I/O code, so that those kinds of writes are not truly
buffered.  But Garry said that the tricky piece is handling a mixture of
atomic and non-atomic writes on the same folio.




The only reason an application would be using atomic writes, though, is for
performance, Chinner said.  Trying to support both types of writes,
including non-aligned writes, does not make any sense.  It comes down to a
question of whether it is an error to mix the two types of writing for the
same file, Ts'o said, or if there is a call to pwritev2() with the
wrong alignment; there is a need to clearly define what the semantics are.




Kara asked about the impact of these changes on the database code.  Ts'o
said that he believes the PostgreSQL developers are looking forward to a
solution, so 
they are willing to make the required changes when the time comes.  They
are likely to backport those changes to earlier versions of PostgreSQL as
well.  Wilcox said that probably did not matter, because the older versions
of PostgreSQL are running on neolithic kernels.  Ts'o said that is not
necessarily the case since some customers are willing to upgrade their
kernel, but require sticking with the older database system.




The discussion trailed off at that point so any further progress will
presumably come
on the mailing list.
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The iomap
block-mapping abstraction is being used by more filesystems, in part
because of its support for large folios.  But there are some challenges in
adopting iomap, which was the topic of a discussion led by Ritesh Harjani
in a combined storage and filesystem session at the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit.  One of the main trouble
spots is how to handle metadata, which is not an area that iomap has been aimed
at.




Iomap has become a VFS abstraction for mapping logical offset ranges to the
physical extents for files, Harjani began. It provides an iterator model
that is filesystem-centric, rather than page-cache-centric, with regard to
mapping the byte offset of a file to its blocks on the storage device.  It
also abstracts common page-cache operations and supports mapping from folios (and
large folios).
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Managing the "dirty" flags for individual blocks was not possible
with large folios, because there was only a single bit to track that state
for the entire folio.  Per-block tracking of that state has been added,
so that only those blocks that are actually dirty need to be handled during
writeback.  That provides a significant savings by avoiding the write amplification
that happened during writeback without the tracking, he said, which means
that iomap scales much better than before. 




Harjani then talked about the upstream status of various pieces.  Ext4 and Btrfs
both switched to using iomap for direct I/O, in Linux 5.5 and 5.8,
respectively.  The 6.6 kernel added large-folio support and per-block dirty
tracking to iomap, as well as iomap for ext2 direct I/O.  In 6.9, the
multi-block mapping optimization for iomap was added; it allows specifying a range of
dirty blocks for writeback.




There are various things in progress as well.
Ext2 buffered-I/O
iomap-conversion patches are in-process at this point, while  the ext4
buffered-I/O conversion, for filesystems mounted with default options, is being
worked on.  There is work going on to optimize access to filesystems that have
indirect block mappings.  Getting iomap documentation into the kernel tree
was discussed at last year's summit, but
has not yet happened; he has a documentation patch that is out for review,
so that problem should be solved relatively soon.




There are a number of things that are motivating filesystem developers to
make the switch to iomap.  Support for buffered atomic writes in iomap is
in the works, as well as support for block sizes larger than the system's
page size.  Beyond that, Matthew Wilcox noted that if developers switch
their filesystem, "I will stop bugging you about large-folio support"; XFS
uses iomap and no longer deals with pages at all. "Folios, pages, you don't
care anymore if you use iomap."




There is a long list of filesystems that have at least some support for
iomap, Harjani said, based on a search for "FS_IOMAP" in the
fs tree.  He did the same search for "LEGACY_DIRECT_IO" to
show filesystems that have no support for iomap and wondered what the plan
in the filesystem community was for those.  Al Viro said that the
LEGACY_DIRECT_IO search was not really the right way to look at the
problem, because it artificially splits filesystems that are not that
different from each other.  There are several filesystems on the list that
could directly benefit from the work that has been done on ext2, for
example, but only if someone actually cares enough about them to do it.  He
may look into adapting the ext2 work for minixfs.




Amir Goldstein wondered who was going to test any changes to the legacy
filesystems, many of which do not have any tests—or even a way to create a
filesystem (mkfs).  Harjani said that he thought the person doing
the conversion
would work with the maintainer, but Goldstein said that some of the
maintainers do not really have the time to work on things of that
sort.  It goes back to the problem of unmaintained filesystems in the kernel, which
has been a recurring topic at the summit over the years.




In his conversion of ext2, Harjani found that the directory-handling code
uses the page cache directly.  Iomap does not export an API that is similar
to the byte-oriented API that ext2 currently uses.  Perhaps iomap can
export an API that can be used for that.




There is no support for metadata I/O at all in iomap.  One possible solution is to
lift the buffer-cache code from XFS, as was discussed in the large-block-size session earlier in the day.
Another solution would be to do some "surgery" on the buffer-head
API. That would require adding ways to read metadata blocks, track
metadata buffers that are not attached to an inode, and to track buffers
for journaling them before doing I/O to the filesystem.  He wondered which
approach made more sense.




Iomap was never intended for metadata use, Dave Chinner said, as a bit of
background.  It was only ever used for the data path in XFS, which is where
iomap came from.  He is not sure that trying to use iomap for metadata is
the right approach; metadata handling is typically filesystem-specific,
such as for journaling.  He thinks that looking at a replacement for buffer
heads would be the right mechanism for metadata handling.  Harjani thought
that iomap had features that made it attractive to use for metadata;
Chinner was somewhat skeptical but thought it probably could be done.




For ext2, the metadata is the directory contents, Viro said; the indirect
blocks are another kind of metadata for the filesystem, but Harjani said he
was focused on the directory contents.  Viro suggested treating a directory as
much like a regular file as possible; it would be strange to use iomap for
files, but not for directories, because they are close to the same thing.




Wilcox said that unifying the page cache and buffer cache, and using the
page cache for directories, was a mistake.  He thinks there should be a
separate buffer cache for the directory information; the page cache keeps a
"lot of metadata about metadata" that is unneeded.  For example, you do not
need a map_count for a directory, because it cannot be mapped using mmap().




What is really needed is a buffer cache that is not just an alias into the
page cache, which is something that he thinks
XFS developer Darrick Wong has already done.  Viro said that historically
using the same layer for file data and metadata, such as the page cache, has
been the norm, possibly going all the way back to Multics.  Wilcox said that
the page cache exists, in part, to ensure that
writes and mmap() do not interfere with each other, which is not a
problem for directories.




In conclusion, Harjani said that he would pursue the iomap approach for metadata to see
where that goes for ext2.  He would also like to see the buffer-head interface
get stripped down to what is essential and be renamed to fs_buf or
something along those lines.
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There are two types of file I/O on Linux, buffered I/O, which goes through
the page cache, and direct I/O, which goes directly to the storage device.
The performance of buffered I/O was reported to be a lot worse than direct
I/O, especially for one specific test, in Luis Chamberlain's 
topic
proposal for a session at the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit.
The proposal resulted in a lengthy mailing-list discussion, 
which also came up in Paul McKenney's RCU session the next
day; Chamberlain led a 
combined storage and filesystem session to discuss those results with an
eye toward improving buffered I/O performance.



Testing goals



He began by outlining his goals with the testing, which were to
measure the limits of the 
page cache and to find ways that page-cache performance could be improved.
In order to improve the performance, it needs to be measured; in
particular, there needs to be a way to avoid introducing performance
regressions as part of the work.  He has done a lot of testing of the page
cache, but there is a need to try to distinguish between normal and
pathological use cases.




Based on the tests that he has done, and a suggestion for a "normal" test
case from Chris Mason, he wondered if it seemed reasonable to try to
achieve throughput parity between buffered and direct I/O on a six-drive,
RAID 0 configuration.  Dave Chinner said "absolutely not"; he does not
think it is possible to get parity between the two types of I/O in that
configuration. Chamberlain suggested that the summit would be a good place
to work out what the right tools, tests, and configurations would be to try
to measure and improve page-cache performance (thus, buffered I/O
performance). 




The pathological test case that he presented in the topic proposal is the
one that got the most attention.  On a well-resourced system, he reported
86GB/s writes for direct I/O and only 7GB/s writes using buffered I/O.
That is a huge difference; he wondered whether it was acceptable or is
something that should be investigated and, perhaps, fixed.




Chamberlain said that there were some other outcomes from the thread.
Matthew Wilcox reported
a problem with 64-byte random reads, which resulted in a patch
from Linus Torvalds; Kent Overstreet did
some preliminary testing and found that it provided a 25% performance
improvement.  Torvalds was not
interested in pushing the patch any further, but Chamberlain said he is
testing it some more to see that it does not crash.




He described a few other things that came up in the thread, some
of which were addressed with patches.  But the results from the
pathological case seem to 
be unexpected; what should be done about that?




These kinds of discussions are always about tradeoffs, Ted Ts'o said; you
trade some amount of safety, which you may not care about depending on the
workload, for improvement on a microbenchmark.  There may or may not be
user-space applications that actually care about the operations measured in
the microbenchmark, as well.  For example, he does not know of any
real-world application that needs to be able to do 64-byte random reads.




It takes work to determine if these things make a difference to real-world
applications, he continued, and more work to ensure that whatever changes
are being considered do not break other applications and make things worse.
There is a philosophical question that needs to be answered about whether
it even makes sense to spend the time to investigate any given problem.




He
contrasted the problems being discussed with the torn-write problem, which has a clear and
obvious benefit for database performance if it gets solved; whether that is
also true about providing
high-performance for 64-byte I/O is unclear to him.  In the absence of a
customer, "is it worth it?"
But Wilcox said that the 64-byte-read problem came from a real (and large)
Linux-using customer. 




Ts'o's point is valid, Chamberlain said, but his goal in the session was
not to come 
up with areas to address; he wanted to raise some of the questions that
arose from his testing.



Not unexpected



Chinner said that the numbers from the pathological test were not
unexpected.  Part of the problem is that buffered I/O has a single
writeback thread per filesystem, so that I/O cannot go any faster than
that.  The
writeback thread is CPU-bound; "it is not that the page cache is slow, it
is cleaning the page cache that's slow", he said.  There are hacks to get
around that limitation somewhat, but what needs to be looked at is some way
to parallelize cleaning the page cache.  That could be multiple writeback
threads, using writethrough instead, or some other mechanism; the
architecture of the page cache is not scalable for the cleanup part.
Writethrough means that writes go into the page cache, but are also written
to storage immediately.




Chamberlain wondered if there was general agreement with Chinner in the room.
Wilcox said that he did not disagree, but that how the scaling is to be done is
an interesting question.  For example, a single huge file that needs
writeback to be done in multiple places will be harder to scale than
dealing with multiple small or medium-size files that need writeback.




Chinner said that much of the CPU time in writeback is spent scanning the
page cache looking for pages that need to be written, which does not really
change based on the size of the files.  There are some filesystem-specific
considerations as well, but a pure-overwrite workload will have higher
writeback rates because the amount of scanning needed is less; at that
point it runs 
into contention for the LRU lock.  Adding more threads into that mix will
not help at all and may make things worse.




One of the workloads that Chinner runs frequently simulates an untar
operation with lots of files, each of which gets created, 4KB is written to
it,
and it gets closed.
XFS gets stuck at around 50K files/s (roughly 200MB/s) on a device that can
normally handle 7-8GB/s; the limitation is the single writeback thread.
The rate goes way up (to 600K files/s or 2.4GB/s) if he does a flush when
the file is closed, which simulates a writethrough mechanism.  The
writeback problem for this workload is trivially parallelizable, but that
is not always true.  The key problem is how to get the data out of the page
cache and to the disk as efficiently as possible.




Jan Kara said that it would be difficult to add more writeback threads because there
are assumptions that there is only one at various levels.  He and Chinner
discussed ways to do so, though it sounds like there would be quite a bit
of work.  Part of the reason it has not really been investigated,
perhaps, is that SSDs are so fast that there is less of a push to optimize
these kinds of things, Ts'o said.  Getting a, say, 20% benefit on an
untar-and-build workload, which already runs quickly, is not all that
compelling. 




There may be opportunities to simply turn off writeback on certain classes
of devices, since writethrough performs so much better on high-end SSDs,
Ts'o said.  Chamberlain wondered if switching to writethrough would help
solve the buffered I/O atomic-write problem; Chinner said that it could.
With that, the session ran out of time, though there was talk of picking it
back up at BoF session later in the summit.
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At the
2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit, Wedson Almeida Filho and
Kent Overstreet led a combined storage and filesystem session on using Rust
for Linux filesystems. Back in December 2023, Almeida had posted
an RFC patch set with
some Rust abstractions for filesystems, which resulted in some disagreement over the approach.  On the
same mid-May day as the session, he posted
a second version of the RFC patches, which he wanted to discuss along with
other Rust-related topics.



Goals



After updating attendees on the status of his patches, Almeida listed some
of the goals of the Rust-for-Linux
project, which are embodied in the filesystem abstractions that he is proposing.  The first is to express more of the requirements using Rust's
type system in order to catch more mistakes at compile time.  In addition,
the project's developers want to automate some tasks, such as cleaning up
resources, in ways that are not easily
available to C code. The overall idea is to have a more productive
filesystem-development experience, with less time spent on debugging
problems that the compiler could find, and with fewer memory-related
vulnerabilities overall.
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Overstreet said that he had been a part of too many two-week bug hunts and
has been trying to find ways to avoid those kinds of problems for bcachefs.
The Rust language provides a lot more than what he can do in C; it
eliminates undefined behavior and provides facilities to see what is happening
inside the code. "You can't debug, if you can't see what's going on."  He
believes that kernel development "will get a whole lot easier over the
coming decades" due to using Rust.  It will be possible to prove the
correctness of code written in Rust, which will mean that bugs that can derail
feature development will be much less common.




From his slides,
Almeida showed an example of how the Rust type system can eliminate certain
kinds of errors.  He noted that the iget_locked()
function in current kernels has a complicated set of requirements.  Callers
must check to see if the return value is null and, if it is not, then the
contents of the returned struct inode
need to be checked to see if it is a new or existing inode. If it is new,
it needs to be initialized before it can be used; if that fails, iget_failed()
needs to be called, he said.




There was some discussion of the finer points of what callers of
iget_locked() need to do, with Al Viro disagreeing with some of
what Almeida had on his slide.  That went back and forth, with Overstreet
observing that it was exactly that kind of discussion/argument that could
be avoided by encapsulating the rules into the Rust types and abstractions;
the compiler will know the right thing to do.






Overstreet noted that Christian
Brauner and Alice Ryhl have helped to improve the abstractions a great deal
since the first posting; in particular, there are things he has learned
about reference counts based on how they are being handled by the Rust
code. "This is going to make all our lives so much easier", Overstreet said.




Almeida put up a slide with the equivalent of iget_locked() in
Rust, which was called get_or_create_inode().  The important part
is the return type, he said; as with C, callers must check for failure, but
the success case is much different.  If it is successful, the caller either
receives a regular reference-counted inode to use (which has its reference
count automatically decremented when the inode object is no longer
referenced) or it receives  
a new inode, which will 
automatically call the equivalent of iget_failed() if it is never initialized.  If
it is ever initialized (which can only be done once), it becomes a regular
inode with the automatic 
reference-count decrement.  All of that is enforced through the type system.




Viro seemed somewhat skeptical of how that would work in practice.  He wondered
where in the source code those constraints would be defined.  Almeida said
that the whole idea is to determine what the constraints are from Viro and
other filesystem developers, then to create types and abstractions that can
enforce them.



Disconnect



Dave Chinner asked about the disconnect between the names in the C API and
the Rust API, which means that developers cannot look at the C code and
know what the equivalent Rust call would be.  He said that the same names
should be used or it would all be completely unfamiliar to the existing
development community.  In addition, when the C code changes, the Rust code
needs to follow along, but who is going to do that work?  Almeida agreed
that it was something that needs to be discussed.




As far as the renamed functions goes, he is not opposed to switching the
names to match the C API, but does not think iget_locked() is a
particularly good name.  It might make sense to take the opportunity to
create better names. 




There was some more discussion of the example, with Viro saying that it was
not a good choice because iget_locked() is a library function,
rather than a member function of the superblock object.  Almeida said that
there was no reason get_or_create_inode() could not be turned into
a library function; his example was simply meant to show how the
constraints could be encoded in the types.




Brauner said that there needs to be a decision on whether the Rust
abstractions are going to be general-purpose, intended for all kernel
filesystems,  or if they will only be focused on the
functionality needed for the simpler filesystems that have been written in Rust.  There is also a longer-term problem in handling
situations where functions like get_or_create_inode() encode a lot
more of the constraints than iget_locked() does.  As the C code
evolves, which will happen more quickly than with the Rust code, at least
initially, there will be a need to keep the two APIs in sync.




It comes down to a question of whether refactoring and cleanup will be done
as part of adding the Rust abstractions, Overstreet said; he strongly
believes that is required. But there is more to it than just that, James
Bottomley said.  The object lifecycles are being encoded into the Rust API,
but there is no equivalent of that in C; if someone changes the lifecycle
of the object on one side, the other will have bugs.




There are also problems because the lifecycle of inode objects is
sometimes filesystem-specific, Chinner said. Encoding a single lifecycle understanding
into the API means that its functions will not work for some filesystems.
Overstreet said that filesystems which are not using the VFS API would
simply not benefit, but Chinner said that a VFS inode is just a structure
and it is up to filesystems to manage its lifetime.
Almeida said that the example would only be used by filesystems that
currently call iget_locked() and could benefit.  The Rust
developers are not trying to force filesystems to change how they are doing
things. 



Allocating pain



Part of the problem, Ted Ts'o said, is that there is an effort to get
"everyone to switch over to the religion" of Rust; that will not happen, he
said, because there are 50+ different filesystems in Linux that will not be
instantaneously converted.  The C code will continue to be improved and if
that breaks the Rust bindings, it will break the filesystems that depend on
them. For the foreseeable future, the Rust bindings are a second-class
citizen, he said; broken Rust bindings are a problem for the
Rust-for-Linux developers and not the filesystem community at large.




He suggested that the development of the Rust bindings continue, while the
C code continues to evolve.  As those changes occur, "we will find out
whether or not
this concept of encoding huge amounts of semantics into the type system is
a good thing or a bad thing".  In a year or two, he thinks the answer to that will become
clear; really, though, it will come down to a question of "where does the
pain get allocated".  In his mind, large-scale changes like this almost always come down to a
"pain-allocation question". 




Almeida said that he is not trying to keep the C API static; his goal is
to get the filesystem developers to explain the semantics of the API so
that they can be encoded into Rust.  Bottomley said that as more of those
semantics get encoded into the bindings, they will become more fragile from
a synchronization standpoint.
Several disagreed with that, in the form of a jumble of "no" replies and
the like. Almeida said that it was the same with any user of an API; if the
API changes, the users need to be updated.  But Ts'o pointedly said that
not everyone will learn Rust; if he makes a change, he will fix all of the
affected C code, but, "because I don't know Rust, I am not going to fix the Rust
bindings, sorry".




Viro came back to his objections about the proposed replacement for
iget_locked().  The underlying problem that he sees is the
reliance on methods versus functions; using methods is not the proper way
forward because the arguments are not specified explicitly.  But Overstreet
said that the complaints about methods come from 
languages like C++ that rely too heavily on inheritance, which is "a crap
idea".  Rust does not do so; methods in Rust are largely just a syntactical
element. 




There was some discussion of what exactly is being encoded in the types.
Jan Kara said that there is some behavior that goes with the inode, such as
its reference count and its handling, but there is other behavior that is
inherent in the 
iget_locked() function.  Overstreet and Almeida said that those
two pieces were both encoded into the types, but separately; other
functions using the inode type could have return values with different
properties. 




Viro went through some of his reasoning about why inodes work the way they
do in the VFS.  He agreed with the idea of starting small to see where
things lead.  Overstreet suggested that maybe the example used was not a
good starting point, "because this is the complicated case". "Oh, no it
isn't", Viro replied to laughter as the session concluded.


(https://lwn.net/Articles/978738/)
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A discussion of extensions to the statx()
system call comes up frequently at the Linux Storage,
Filesystem, Memory Management, and BPF Summit; this year's edition was
no exception.  Kent Overstreet led the first filesystem-only session at the
summit on querying information about filesystems that have subvolumes and
snapshots. While it was billed as a discussion on statx()
additions, it ranged more widely over new APIs needed for modern filesystems.



Brainstorming



Overstreet began the session with the idea that it would be something of a
brainstorming exercise to come up with additions to the filesystem APIs.
He had some thoughts on new features, but wanted to hear what other
attendees were thinking so that a list of tasks could be gathered. He said 
that he did not plan to do all of
the work on that list himself, but he
would help coordinate it.




He has started thinking about per-subvolume disk-accounting for bcachefs,
which led him to the need for a way to iterate over subvolumes.  He
mentioned some previous discussion where Al Viro had an idea for an iterator API that would
return a file descriptor for each open subvolume.  "That was crazy and
cool", Overstreet said; it also fits well with various openat()-style
interfaces.  He thinks there is a simpler approach, however.
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Adding a flags parameter to opendir()
would allow creating a flag for iterating over subvolumes and submounts.  Subvolumes and
mounts have a lot in common, he has noticed recently; user-space developers
would like to have 
ways to work with them, which this would provide.




Extended attributes (xattrs) on files are also in need of an iterator
interface of some kind, he said.  Those could smoothly fit into the scheme
he is proposing.  The existing getdents()
interface is "nice and clean", he said, so it could be used for xattrs as well.




The stx_subvol field has recently been added to statx()
for subvolume identifiers.  Another flag for statx() will be
needed to identify whether the file is in a snapshot.  That way, coreutils
would be able to, by default, filter out snapshots. That way, when someone is
working through the filesystem, they do not see the same files over and
over again.




Steve French asked a "beginner question" about how to list the snapshots for
a given mount in a generic fashion on Linux.  Overstreet said that a
snapshot is a type of subvolume and that "a subvolume is a fancy
directory".  This new opendir() interface could be used to iterate over the
subvolumes and the new statx() flag could be used to check which
are snapshots.




All of the information that statfs()
returns for a mounted filesystem
should also be available for subvolumes, he said, 
"continuing with the theme that subvolumes and mount points actually have a
lot in common".  That includes things like disk-space usage and the number
of inodes used.




Dave Chinner said that XFS already has a similar interface
based on project IDs, where a directory entry that corresponds to a
particular project can be passed to statfs() to retrieve the
information specific to that project.  He said that filesystems could
examine the passed-in directory and decide what to report based on that, so
no new system call would be needed.  Overstreet was skeptical that users
who type df in their home directory would expect to only get
information for the subvolume it is in, rather than the whole disk, as they
do now.  He thought a new system call would be the right way to approach it.




French said that other operating systems have a way to simply open a
version of a file from a snapshot without actually having to directly work
with the entire snapshot subvolume itself.  A user can simply open a file
from a given snapshot identifier, which is convenient and not really
possible on Linux.  Overstreet acknowledged the problem, but said that he
did not think a new system call was needed to support that use case.  Using
the new interfaces that are being discussed, user space should be able to
handle that functionality, perhaps using read-only mounts of snapshots in such a
way that the user does not directly have to work with them.



User-space concerns



But Lennart Poettering said: "as a user-space person, I find it a bit
weird" that opendir() is seen as a good interface for this
functionality.  In many ways, he finds opendir() to be "a terrible
API" because it gives you a filename, but then you have to open the file to
get more information, which does not necessarily match up because there can be
a race between the two operations.  He would much prefer to get a file
descriptor when enumerating things so that the state cannot change between
the two.




There are some other mismatches between opendir() and subvolumes,
he continued.  Right now, user space expects to get filenames from readdir(),
which means they do not contain the slash ("/") character, but subvolume
path names do.  In addition, the filename returned in the
struct dirent can only be 255 characters long, which is too
restrictive for subvolume names.




In the end, Poettering thinks that user-space programs do not want to get
filenames, they want something that cannot change out from under them.
Jeff Layton suggested using file handles
instead, which Poettering agreed would be better still.  Christian Brauner
noted that the listmount() system
call uses a new 64-bit mount ID, but there is no way to go from that
mount ID to a file descriptor or handle.  It would be easy to add, however.




Overstreet said that he plans to add firmlinks,
which is an Apple filesystem (APFS) feature that fits in between hard links and
symbolic links.  It would use a file handle and filesystem universally
unique ID (UUID) to identify a particular file.  Amir Goldstein said that
overlayfs
also uses those two IDs to identify its files, so Overstreet thought that
perhaps that scheme should become a standard for Linux filesystems.




There are some other missing pieces for file handles, though, he
said. There is no system call to go from a file handle to a path.
Goldstein said that the ability exists, but it is only reliable for
directories.  "That's because hard links suck", Overstreet said; Goldstein
agreed that was part of it, but Jan Kara said that there are some
filesystems that cannot provide that mapping.




It is getting increasingly difficult to guarantee inode-number uniqueness,
Overstreet said. Most of the discussion about his proposal
for a session at LSFMM+BPF revolved around the problem and its
solutions; it has come up at earlier
summits, as well.  The basic problem is that more-recent filesystems
(Btrfs, bcachefs) have lots of trouble ensuring that inode numbers are
unique across all of the subvolumes/snapshots in a mounted filesystem,
which confuses tools like rsync and tar.




The 64-bit inode space is simply too small to guarantee uniqueness, he
said, but
there are various schemes that have been used to make things work.  He
would rather not be "kicking cans down the road" and thinks filesystem
developers need to nudge user-space developers to start using file handles for
uniqueness detection "sooner, rather than later". 



Inode zero



He noted a recent "kerfuffle" regarding filesystems
that return all inode numbers as zero values, which broke lots of user-space
tools.  That will become more prevalent over time, so he wondered if it
made sense to add a mount option that would intentionally report the same
inode number in order to shake out those kinds of problems.  Chinner
suggested using a sysctl instead, which Overstreet agreed would be a better choice.




Ted Ts'o said that in order to get user space on board with a switch to using file
handles, it is important to make it a cross-OS initiative.  Lots of
maintainers of user-space tools want to ensure that they work on macOS and
the BSDs. If it can get to a point where using file handles is "supported
by more forward-leaning, POSIX-like filesystems", the chances will be much
better for getting
enough of user space converted so that it is possible to return zeroes for
inode numbers without breaking everything.  It will still be a multi-year
effort, which means that it is worth taking the time to try to ensure that
it can be adopted more widely than just on Linux.




Overstreet asked about support for file handles in the other operating
systems; Chinner said that anything that supports NFS must have some form
of file-handle support.  Ts'o agreed but said that the others may not
export file-handle information to user space.




As part of the conversion process, a list of affected programs should be
created, Ts'o said.  To his "total shock", he found out that the
shared-library loader needs unique inode numbers because that is how it
distinguishes different libraries, which he found out the hard way.
Overstreet wanted to hear that story, but it is a long one that might need
a more casual setting to relate, Ts'o said.




This problem will only get worse in, say, 20 years when 64 bits is even
less able to handle the number of inodes, Overstreet said.  If the right
tools are provided to user-space developers, they will help find and fix
all of the problems.  But Poettering cautioned that getting rid of the
reliance on the uniqueness of inode numbers is going to be extremely
difficult.  It is used to ensure that the same resources are not loaded
multiple times, for example, so it would be better to provide user-space
APIs that directly address that problem.




There was some discussion of various ways to try to add information to the
inode number to solve that problem, but there is nothing generalized for
all filesystems; it is fair to say there is not any real agreement on how to do
that within the filesystem community.  Ts'o asked Poettering if file
handles, which have more 
bits to work with, would solve his problems.  Poettering said that "file
handles are great", but it requires different privileges to query them and they are not
implemented on all filesystems, so he still needs a fallback. 




For example, he wondered about getting file handles for procfs files,
though it was not entirely clear what the answer to that was.  Beyond that,
he asked if there was a limit on the size of a file handle; Overstreet said
it was a string, so there was no limit.  There was some mention of using a
hash on the file handles to create a fixed-length quantity, but the end of
the session was a bit chaotic, with multiple side discussions all going on
at once.




Brauner got the last word in, pretty much, when he said that he originally
had been scared of adding an option to return zero for all inode numbers.
But he sees that it makes sense as a tool for educating user space that
inode numbers are not unique.  There is still a need to provide user space
with some kind of API to determine whether two files are actually the same,
but that will have to be worked out later—on the mailing list or perhaps at
a future summit.


(https://lwn.net/Articles/975444/)
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The saga of the i_version field for inodes, which tracks the
occurrence of changes
to the data or metadata of a file, continued in a discussion at the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit.  In a session led by
Jeff Layton, who has been doing a lot the work on changing the semantics and functioning of
i_version over the years, he updated attendees on the status of the effort since a session at last year's summit.  His summary
was that things are
"pretty much where we started last year", but the discussion this time
pointed to some possible ways forward.



Granularity



The problem is that the granularity of the timestamps used by Linux
(generally 1-10ms) is not sufficient to actually record all of the changes
that can happen to a file.  Multiple writes, for example, could all happen
within the same change time (ctime) value.  This becomes a problem for
NFSv2 and NFSv3
clients, which effectively use the ctime value to decide when to invalidate
their cached information; two different versions of a file with the same
ctime makes for a mess.
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NFSv4 added a "change attribute", which is a 64-bit value that is
guaranteed to change any time that the ctime would change (effectively), he
said; it 
does not get updated when the access time (atime) changes, because the
caches should not be invalidated when files are read.  NFSv4.2 added the
ability for the server to indicate what kind of change-attribute
information it is providing, which may allow clients to make better
caching decisions.  For example, if it is reported as monotonically
increasing, clients can ignore updates with lower values; only change
attributes that are higher than the value in the cache are valid at that point.




Most Linux filesystems track the change-attribute information as the
i_version of the file's inode.  But different filesystems handle
the attribute somewhat differently.  In particular, XFS has its own
attribute that does not follow the same semantics as the others—it
is incremented for atime updates.  So, if atime updates are turned on, the
client caches are invalidated incorrectly; even the relative-atime option can cause some incorrect
cache invalidations.




In the past, XFS developers have been reluctant to add space in the on-disk
inode for a change attribute that works in the expected way.  He spoke with
Darrick Wong earlier in the day, though, and got the sense that perhaps
that reluctance might be diminishing.  Bcachefs still needs to implement
support for the attribute, but the space for it in the inode has been
reserved, Layton said.




Another problem is that, on a write, the attribute value is typically
incremented (and the timestamps are updated) before copying the data to the
page cache.  A read that comes in between the updates and the copy will
associate the wrong state of the file with the data that is read.  That
problem can then persist for a long time in the client—until the file is
updated again.




Moving the updates after the copy still leaves a window for incorrect
information on the client, but it should resolve itself quickly.  Kent
Overstreet asked if the race condition can truly be eliminated.  Layton
said that moving the updates helps, but does not get rid of the race;
clients may have the new data associated with the old attribute value, but
they should get the new attribute value soon and invalidate their cache.




The change attributes are not stored on disk immediately, so server crashes
can lead to problems where different file states end up with the same
attribute values.  Amir Goldstein mentioned some patches he is working on
that will use sleepable RCU to protect the write operation, so that values can be
updated in memory, but will not be written to disk until the full operation
has completed.  Layton said that he would look to see if the patch set
could be used to help with this problem.




The crash-loss problem can be remedied by using the ctime value combined with the
change attribute, which means there can only be a problem if there is a
crash and a clock rollback on the server, "which is all pretty
unlikely". One thing that makes it hard to test these kinds of problems is
that the change attribute is not accessible from user space, so he would
like to expose it in some fashion.



Multi-grain



Last year, Dave Chinner had an idea for multi-grain timestamps that was
implemented and, briefly, merged. It turned out that there was a problem where an
operation with a fine-grained timestamp and another with a coarse-grained
one could be seen as happening in the wrong order, Layton said.  That
breaks "some little-known tools like make and rsync", so the change was
backed out.  He thinks the problem could be fixed by using the fine-grained
timestamp as the floor for coarse-grained updates from that point on, but he got the impression
that Linus Torvalds and Christian Brauner were tired of him pushing it.  It
could be resurrected; Brauner pointed out that his objections were only
meant to apply to the merge window that was active at the time, so Layton
may pick that work back up.




Another alternative would be to use some "extra" low bits in the ctime field
for a counter that could be bumped every time there is more than one operation
in a single timer tick.  The timestamps could be shifted appropriately when they
were reported to user space and used in full as change attributes.
That would require changing all filesystems, though, so
that there were not different granularities of timestamps being reported on
a given system, Layton said.




He then went through the order of operations for updating timestamps and
i_version.  There is no locking done for queries of
i_version; that means that as soon as the value is updated, which
is currently done before the copy to the page cache, it can be read.
Normally, ctime is updated at the same time as i_version, before
the write operation; for directories, though, those updates are done after
the operation because there is a lock being held.




In truth, i_version is only updated if it has been queried since
the last time it was changed, so the increment is often a no-op.  One way to handle
the race problems, then, might be to increment the value both before and after the
operation; the second of those would be a no-op nearly all of the time, so
the cost should be minimal.  He
may experiment with that some.




Crash resilience is something that he has not yet done sufficient
research on, though it has been identified as a potential problem area, he
said.  He and Jan Kara had an idea for a crash counter that could be
tracked by user space; nfsd has a daemon that already tracks some client
information where this could be added.  It is kind of a "blue sky" idea
that would require quite a bit of work, but it would remove the problem of
multiple file states with the same change attribute after a crash.  That,
in turn, would allow the kernel NFS server to report that its change
attribute is monotonically increasing, which is advantageous for NFS
clients. 




He would like to expose the change attribute via statx()
so that user-space programs, such as NFS-Ganesha, could
access the value.  It will be important to ensure that only filesystems
that implement the change attribute with the usual semantics expose it that
way, however.
That would also allow a feature he has thought about for a long time: a
"gated write".  The idea would be to fetch the change attribute, then make
some changes to the file in memory, and write the file, but
only if the change attribute was the same.  That would allow synchronizing
writes from  multiple
threads on the same machine, or writes to a network filesystem from multiple machines, without file
locking. 




When he asked Layton to lead the session, Goldstein had asked for a
"roadmap" to be presented, but Layton said it was 
"more like a wish list".  He wants to add support for the change attribute to
bcachefs and to figure out what to do for XFS in that regard.  He also
wants to move the i_version update (and maybe timestamp updates)
to after the page-cache copy, or do the double bump that he described.
Finally, he wants to figure out what to do about crash resilience.




Brauner asked about an idea for shrinking inodes by changing the storage of
the timestamps.  Layton said that came from Torvalds, who pointed out that
consecutive struct timespec64
entries for ctime, mtime, and atime leave alignment gaps.  Switching to
separate entries for the seconds and nanoseconds, as he did in a patch
posted shortly after the summit, saves eight bytes.  There are plans for
how to use some of that savings, he said.




There was some final discussion on the roadmap/wish list, with Ted Ts'o
noting that there are no real dependencies between the items, so they could
all be worked on in parallel.  Wong said that there is actually plenty of
room in the XFS inode for a few more counters, but he needed clarification
on when the change attribute needed to be updated.  It seems like the NFSv4
semantics can be supported in a fairly straightforward fashion, so that
piece of puzzle may already be falling into place.


(https://lwn.net/Articles/975863/)
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The GFP_NOFS flag is meant for kernel memory allocations that
should not cause a call into the filesystems to reclaim memory because there are
already locks held that can potentially cause a deadlock.  The "scoped
allocation" API is a better choice for filesystems to indicate that they
are holding a lock, so GFP_NOFS has long been on the chopping block, though
progress has been slow.  In a filesystem-track session at
the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit, Matthew Wilcox wanted to
discuss how to move kernel filesystems away from the flag with the eventual
goal of removing it completely.




He began the session by saying that there are several changes
that people would like with regard to the GFP flags, but that
the scoped-allocation API (i.e. memalloc_nofs_save()
and memalloc_nofs_restore() as mentioned in the LSFMM+BPF
topic discussion) for GFP_NOFS went in long ago, while the
conversion to it is far from complete.  He also wanted to talk a bit about
Rust, he said. There is a desire to bring in Rust code from outside the
kernel for, say, a hash table, but that requires the ability to allocate
memory, which means making GFP flags available.  "Why the hell
would we want to add GFP flags to every Rust thing that we bring
into the kernel?  That's crazy."




So, he asked, what interface would the filesystem developers like to have to
indicate that an allocation should not recurse into the filesystem code;
the existing 
interface is, seemingly, not the right one, since filesystems are generally
not using it.  Josef Bacik said that from the Btrfs perspective, there is no real
advantage to switching away from GFP_NOFS because there are
other GFP flags that it still needs to use.  The flags are already
plumbed through the Btrfs code, so it is just easier to add another
GPF_NOFS use when that situation arises.
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But the Rust use case is
not one he had considered before; it is the first example he has seen where
the save and restore interface makes a difference that makes the switch
worth doing.
Bacik said that he would be willing to change the code to eliminate
GFP_NOFS if that was requested, but it has not really "seemed like
a pressing need", so far, to him.  The Rust need for the switch changes
that equation in his mind.




Jan Kara said that he has been working on removing the flag from ext4 and
other places, but has found it inconvenient to do in some parts of the
code.  Passing the cookie that gets returned from the save operation
through, so that it is available to pass to the restore, is ugly and makes
the conversion harder, he said.  Similarly, there are locks that are taken
in some paths such that recursing back into the filesystem needs to be
prevented (which is what GFP_NOFS
protects against). Rather than having code that manually does the save and
restore while managing the cookie, marking those locks in a way that causes
the system to automatically
handle the allocation scope would make things easier for
conversions. 




Rust for Linux developer Wedson Almeida Filho said that it was painful to
have to manage and think about all of the different GFP flags in
the code.  He wondered if there were some way to automatically set the
scope by detecting the areas where one of them is needed.  Ideally, that detection
would happen at compile time; there could perhaps be support in Rust for
that, he suggested.




Wilcox said that it depends on the specific filesystem, because they work
in different ways with regard to their locking.  The detection would
have to know that a particular lock is taken during the reclaim path, for
example.  Kara suggested that lockdep
might help, but Wilcox seemed 
skeptical, noting that lockdep cannot say that a particular lock is never
taken in the reclaim path, for example.  Dave Chinner agreed that it would
be difficult to detect that situation since the filesystem code, its
locking, and the interaction with the reclaim path are extremely complex.




There was some discussion between Chinner, Almeida, and Kent Overstreet
about the difficulty of automatically detecting the proper context.  There
is also some interaction with lockdep, which emits false-positive warnings;
that has led the XFS developers to use the __GFP_NOLOCKDEP flag
(some of which is described in a patch from
January).  It was all rather fast-moving and technically deep.




Overstreet raised the idea of preventing
kernel allocations from failing (effectively making GFP_NOFAIL
more widespread).  He is opposed to that effort because he thinks that it
is important to ensure that the error paths are well-tested both for
allocation failure and other errors.  But he wondered if making that change
might eliminate the need for memory
pools (or "mempools").




Chinner said that there is a difference between mempools and the no-fail
case: mempools provide a guarantee of forward progress that no-fail does
not.  In particular, when memory is being reclaimed, there is no guarantee
that whatever needs the memory will actually get it.  That reclaimed memory
could be allocated to some other task, unlike with
mempools. 
He thought it would be difficult to be sure that making that switch would
work in all cases.




But what a no-fail policy does do, he continued, is remove the possibility
of dereferencing null pointers when there is an allocation failure.  Those
kinds of bugs generally have security implications, so eliminating the
possibility of allocation failure can remove a whole class of
security-sensitive bugs.




Overstreet said that making the error paths
easier to test is another approach. He plans to post some patches for that,
including ways to inject errors at any memory-allocation site; those patches
rely on his recently merged memory-allocation profiler.  Bacik said
that Btrfs has ways to inject errors to test its error paths using BPF
scripts.  Overstreet said that it is important to be able to target the
error injection for code that is under your control; simply randomly
failing memory allocations for the kernel as a whole is not viable.  Bacik
said that the Btrfs error paths are systematically tested using the BPF code.




The session ran out of time without coming to any conclusions on the path
forward, which is unfortunate, Wilcox said.  Everyone seemed interested in
removing GFP_NOFS allocations, but there is no concrete proposal
for how to get there; he will try to work on one.  Now that he realizes
there is a major push to get rid of those allocations, Bacik said that he
will work with the other Btrfs developers to not add any more and to start
removing the ones that are there.
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VFS maintainer Christian Brauner led a discussion about the possibility of
selectively dropping the contents of the page cache for a filesystem in a
session at the
2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit.  As he described in his
topic
proposal, the use case that started him down this path comes from
GNOME, which wants to be able to safely suspend access to an encrypted home
directory.  While it is known to kernel
developers, it is surprising to others that reads from encrypted
filesystems that have been suspended will succeed if the data to be read
still exists in the 
page cache.



Secrets exposed



Brauner began the session by quickly describing the test case that
reproduces the problem, which he included in his proposal (and in his slides).
It creates an image file, uses the LUKS cryptsetup tool to
turn it into an encrypted volume, makes an XFS filesystem on it, and
mounts it.  The next step is to write the string "secrets" to a file on the
filesystem and use the luksSuspend
operation to suspend the encrypted block device—a simple cat
on the file will still show the secret data.
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He asked if there was some way to add an API that would drop the
contents of the page
cache so that reading the file would give an error.  He went through a list 
of the objections (and other ideas) that had been posted in the
topic-proposal thread, which he had
collected onto a slide.




On the mailing list, 
Jan Kara had raised the problem of
referenced folios in the page cache, which could come from a vmsplice()
call; those pages cannot be dropped.  Kara also asked about the
interaction of a page-cache-drop operation with mlock()
and noted that
pages mapping executable code "are
practically unevictable". 
Beyond that, if the intent is to defend against cold boot
attacks, there will be a need to zero-out the
memory, since dropping the page-cache entries does not change the
memory contents, Kara added.




Matthew Wilcox had suggested using
the security_file_permission() hook for Linux security modules
(LSMs) to inhibit reading the data.  So a new BPF LSM program, say, could
be attached when the suspend operation is done to return an error for any
reads, Brauner said.  He thinks there is value in considering some kind of
API for page-cache dropping for other use cases, beyond just cold-boot
protection. For example, David Howells has told him that he would use an
API of that sort for AFS; systemd may also have a use case for it, so it is
at least something to consider adding.




Amir Goldstein said that there are some tests that are part of the Linux Test Project (LTP)
that currently do "some gymnastics" to try to drop the page cache for a
filesystem; it is not reliable, however, so an API would also be useful for
testing. Jeff Layton pointed out that Trond Myklebust has posted patches
for NFS that
will drop the page cache for individual inodes, which might provide part
of the solution.  Brauner said that Kent
Overstreet
mentioned
a similar feature for subvolume deletion in bcachefs.  Dave Chinner
pointed out that posix_fadvise()
can drop the page cache for a particular inode already.



Dumb idea?



"You can say it's a dumb idea", Brauner said with a grin.  Layton
disagreed, saying that it is useful.  Wilcox agreed with that: "I can see
the use case, it makes sense, it is a reasonable thing to want, it is just
a hard thing to implement".  There are ways to deal with
vmsplice() and mlock(), he said, by marking those pages
as "not up to date" and zeroing them.  But it is "really tricky" for things
like pages that have been handed off to an RDMA driver, which is
maintaining the state of those pages.




"Is it okay to just fail?", Brauner asked; maybe the operation can just
return an error if it cannot be done fully.  Wilcox said that probably 99%
of the pages could be dropped without encountering one of the corner cases. 




Ted Ts'o said that perhaps part of the problem was that the feature had
been introduced as a security feature, which causes developers to
immediately focus on the corner cases.  Fscrypt
has a "best effort" mechanism that tries to remove all of the directory
entries and flush all of the inodes whenever the key gets removed from the
keyring. There was no effort to deal with the possibility that encrypted
files were still open, because the feature originally targeted ChromeOS,
where it only happened after the user session ended.  It was not a complete
solution and was not advertised as a feature, nor documented.




That is a possible path forward for this feature, he said, but if there is
a need to try to handle all of the corner cases, it is going to be
difficult to do.  Wilcox said that if you need to ensure that your
LibreOffice documents on the filesystem are no longer accessible, that
would be fairly straightforward, but if you want to guarantee that for
every single file on the filesystem, it is much harder.




Overstreet said that it was "yet another revoke() discussion",
which really needs to be resolved at some point.  The revoke() system call has been a
topic in filesystem circles for more than a decade (at least); it is meant
to close all open file descriptors for a given file, but has run
aground on a myriad of corner cases.  There are multiple places where
revoke() is needed (fsck in corner cases, debugfs),
Overstreet said, so someone should tackle the problem.  Kara said that he
would be reluctant to give guarantees for dropping the page cache, because it greatly depends on the
context of how the filesystem is being used, but in many cases it should
work fine.



Systemd use



Lennart Poettering said that systemd would like to use this feature,
similar to the way that fscrypt does.  A best-effort solution would be fine,
though he wants to get some kind of error indication when it fails; the
filesystem should try to drop as many pages as it can from the cache and,  perhaps,
report the number that could not be dropped.  Systemd will use the
control-groups interface to freeze the user session before invoking the
operation, which should make for fewer corner-case problems.  The systemd use case should not be conflated with the cold-boot-protection case, where the encrypted device needs to be suspended and the
pages need to be zeroed out, which is more than what systemd (and others)
need, he said.




Ts'o said that fscrypt reports the number of inodes it was not able to
evict.  It puts out a log message with that number along with a single
inode number as a sample; the information is mostly for ChromeOS
developers to use for debugging.  It is "half-assed, but that's what we did". 




There is a question of what to do with dirty pages that are in need of
writeback when this page-cache removal is done, Chinner said.  Are they
thrown away, or does the operation wait for the writeback to be done?  And
where would writeback errors be reported?
Brauner said that the belief is that the device has been suspended, so
there will be no dirty pages.  Ts'o said that when the key gets removed,
fscrypt writes all of its dirty inodes, because it will not be able to once
the key is gone. If user space has been suspended, as in the systemd use
case, there is no one to report any errors to anyway, so a console message
is all that can be done.




Chinner said that it is important to make it clear to users of any new API
that they are responsible for ensuring that the filesystem is frozen before
dropping its page cache.  Dropping the page cache for filesystems that have executable files
mapped into memory will not work well, for example.  But those are not the
types of files people are looking to protect with a feature of this sort,
Wilcox said; it is things like document files and web-browser history that
people are concerned about.  Brauner said that the feature would be
targeted at system-level software that is assumed to know what it is doing;
Wilcox said that a 99% solution will increase the security for everyone,
but it is important not to claim that it is a 100% solution.




Goldstein wondered about the inode cache; is file data the only concern or
should there be protections for metadata as well?  Chinner said that trying
to purge the inode cache while the filesystem is frozen will deadlock.
Wilcox said that the directory-entry cache should also be purged, but did
not think that purging the inode cache was needed; Chinner said that could still
deadlock, however.




Ts'o noted that the order used by fscrypt was to get rid of all
of the directory entries, shrink the inode cache, do any writeback needed,
and, only then, freeze the filesystem and purge the page cache; that is the
right order to do those things, but it is all
done on a best-effort basis.  He suggested that perhaps the luksSuspend
operation could add some of these extra steps, since suspending an
encrypted device would generally benefit from removing this extra data from
memory. 



Shrinkers



The current mechanisms available for clearing out the directory-entry and inode
caches are the shrinkers, Chinner said, but there is no way to confine them
to a single 
superblock; in addition, those caches are partitioned by memory control
groups, so any clearing operation will need to take those into account, as
well. Wilcox said that an unmount operation would obviously clear all of
this information, so perhaps that could be used. But Chinner said that is
not workable for this use case because the
users are suspending the system to RAM, and have user-space applications
running; an unmount would disrupt all of that.




Overstreet said that the feature could mesh well with the idea of live
filesystem migration.  Bcachefs developers are getting ready to release
synchronous 
send and receive for the filesystem, so combining that with a page-cache
flush/drop operation would provide the ability to live-migrate a container
and its filesystems to another host.  Overstreet clarified that he was talking
about the same idea as the Btrfs send and
receive. 




There was some discussion of use cases for cleaning up caches on a
per-superblock basis, though it is seen as a difficult problem by some.
Chinner said that the shrinker interface could be used, with per-superblock
functionality added; it would not be hugely difficult, since much of the
mechanism for the cleanup is already done there.  He has been looking at
using shrinkers as a way to implement dropping the caches because the
existing ways to do so (using /proc/sys/vm/drop_caches)
take a long time.  That runs as a single thread, so it
can take up to 15 minutes to run for large caches ("with a few hundred
million cached inodes"), he said, which is
problematic for benchmarking and other uses.




Kara wondered whether the shrinker was the right interface or whether
something based on what is done at unmount time might be better.  There is
an inherent problem that shrinkers are focused on memory reclaim, rather
than on the task needed for this feature.  He thought there might be value
in a new interface that was somewhat "saner".  Chinner acknowledged that
there was more to do beyond what the shrinkers do, but thought that they might
be part of the solution.




Luis Chamberlain asked why this new mechanism would not be used whenever a
filesystem is frozen.  Chinner said that filesystems are often frozen for
backup purposes, so the page-cache entries are still important. There was
some discussion of the API and whether it should be an ioctl()
command or something else. Chinner thinks
that some new API, probably via a system call, that is not
tied to filesystem freezing or anything else, is likely to be the right way
forward; that gives the most flexibility if the internals need to change
along the way.
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Eric Sandeen led a filesystem-track session at 
the
2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit on completing the
conversion of the existing kernel filesystems to use the mount API that was added for the 5.2 kernel in 2019.  That API is
invariably called the "new" API, which it is when compared to the
venerable mount()
system call, but it has been available for five years or so at this point
without really pushing its predecessor aside.  Sandeen wanted to discuss
the status of the conversion process and some other questions surrounding
the new API.




He began by saying the session
is "not really a rocket-science talk", instead it was more of a
"let's get that thing that we said we were going to do, done" talk.  The
original idea was to finish the conversion to the new API, then deprecate
and remove the internal API that is used by the old mount API. But, after an initial push,
there were few 
conversions until the pace picked up somewhat during the last two releases.




Of the 56 or so kernel filesystems, around 30 still remain to be converted,
Sandeen said, so he has been joking that the completion of the effort will
be in 2026.  A bunch of filesystem support had just been merged during the
6.10 merge window—which happened during the conference. The two
most prominent filesystems that still need to be converted are fat, which
has patches floating around the list, and bcachefs, which he looked at
briefly but did not tackle.




He encouraged the maintainers of any of the filesystems that still need
conversion to "go for it"; the maintainers should have a better idea what
mount support and options are needed for users.  But, he noted, some of the
kernel filesystems
are abandoned.  There may not be user-space tools or even a filesystem
image to work with, he said, so whoever takes on the task of converting those is
just going to have to do their best.



Logging



Another part of the API that he wanted to talk about was the message logging
that filesystems can use to communicate warnings and errors during the
mount process to user space.  There are three functions (infof(),
warnf(), and errorf()) that allow returning text strings
to the callers of the API.  When he started looking at converting
filesystems, he first thought that printk() calls should be
changed to use those logging functions, but has changed his mind because
there are "different audiences" for those messages.
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He asked David Howells, who developed the new mount API, to describe the
original intent for the logging functionality.  Howells said that there
were two main purposes; first it provides a channel to report what went
wrong during a mount operation, which is especially useful when the user-space process cannot
access dmesg. It
also provides a way for filesystems to
ask questions, such as for passwords. 




Amir Goldstein said that there is more to it than just access to the
dmesg log, because there is no way to know if the user-space
tools will actually print any messages logged using the new API.  Christian
Brauner said that the util-linux tools have
added support for these messages, but Goldstein pointed out that the kernel
still has no way to know that the user will see them.  Brauner agreed that
they should still be sent to dmesg, but he also noted that
information sent to the kernel logs can become part of the user-space API of
the kernel, so there is a need for caution.




Ted Ts'o said that part of the problem is that random user-space
programs are scraping the dmesg information via the log files or
perhaps the serial console.  If the information that gets sent to
dmesg changes, "there may be some random system-administration
script that gets cranky".  Those tools are arguably wrong to do so, he
said, but users will complain to the filesystem developers if it happens.




The mount API puts log messages into a struct
fc_log context, Brauner said. User space can then read the data
that gets logged by using the file descriptor returned from an fsopen()
system call.  Currently, just the errors (or maybe errors and warnings, no
one seemed to be sure) from that stream are written to dmesg.




Sandeen said that whatever is going to dmesg today should continue
to go there, in order to avoid complaints.  Another reason not to change
existing behavior, Brauner said, is that systemd uses a known-bad mount
option to probe the kernel to see how it can find out about illegal
options; to a monitoring tool, those could look like a continuing stream of
errors to be reported.  Similarly, Goldstein said that overlayfs has a lot
of different fallbacks that it tries that could be misinterpreted if they
are handled differently.




Ts'o suggested that the conversation get more concrete.  He wanted to try
to define the log level that would be used for invalid mount options in
dmesg, rather than try to guess whether programs will complain or
get confused.  "When we say 'we can't log to dmesg', that may not
be true" because it depends on the log level of the message.  Existing
practice will have to be accommodated, but filesystem developers need to
define the goal for these messages.




Dave Chinner said that existing filesystems already have their own
mechanisms for reporting things like invalid mount options, which cannot
really change, so he suggested not changing what is sent to dmesg
at all.  User-space programs already need to access that information and
can continue to do so.  Goldstein said that overlayfs had no mechanism of
its own, so it uses dmesg to report problems; now there is a better
way to do that reporting, however there is no way to know if user
space will actually print those messages so that users can find them.
Brauner said that the lack of documentation has hampered the adoption of
the mount logging that came with the new API; since developers do not know
about it and cannot find out much about it, there is no real discussion or
agreement on how to use it.




Steve French noted that he had experienced similar problems in the early
2000s when he was working on SMB; "I needed to be able to tell user space
things and all I had were like ten return codes that were valid".  There
were thousands of different things that might have gone wrong, he said.
Jeff Layton agreed with that, "an integer return is not expressive
enough", which is the rationale for the mount-logging feature.




Another problem that occurs, Layton said, is that on a busy system there
may be lots of mounting going on, which makes it difficult to determine
the correspondence between messages and mount operations.  Brauner said
that the mount logging API has a prefix that can be associated with each
message.  While it is true that existing reporting mechanisms need to be
maintained, they are not consistent between filesystems. "How beautiful
would it be", he asked, if all of the error messages from VFS
had a "vfs:" prefix—likewise for "bcachefs:" and the other filesystems.




Kent Overstreet said that bcachefs has a system of error codes that allows
developers to track down exactly where in the code a problem occurred,
which has been extremely useful.  Chinner said that XFS only reports
certain kinds of information to user space, while reporting the details and
exact location in the code when filesystem corruption is found, for
example, to dmesg.  The user-space report just tells the user to
unmount and run fsck; the details should not be sent to user
space, and the two types of information should be kept separate, he said.



Unknown options



Sandeen said that when he went to add support for the mount API to tracefs
and debugfs, he encountered a comment about ignoring unknown mount
options. But in the conversion process, most filesystems now reject unknown
mount options regardless of their earlier behavior.  One exception is NFS,
which has a sloppy mount option that means unknown options should
not cause an error. He wondered if there was a need to maintain the
previous behavior when converting.




The sloppy option is important for network filesystems, French said, because new options
may get added but not be available on every server.  Sandeen agreed, but
noted that sloppy has gotten even more complicated because it is
positional; it needs to be specified before any potentially unknown
option. Layton said that it is also needed for automount maps; in the past,
there were sites that were administering both Solaris and Linux systems
using the same maps, but the mount options did not line up between the two.




Brauner said that switching to using the new mount API is a conscious
decision, so changes to the behavior for things like unknown options would
be acceptable.  But, eventually, the plan is for the existing
mount command to use the new API, which will need to preserve the
existing behavior.  So there will need to be a way to do that.




"Remount is even worse", Brauner said. Most filesystems will accept any
options for remount then silently ignore those that they do not care about,
Sandeen said.  An attendee asked if the kernel should care; "should we
tell user space 'you can't remount that thing'?"  While he could not think
of an example, Brauner said that he could imagine a security-sensitive
mount option being passed to remount; in that case, user space would want
the operation to fail
if the option could not be handled.




The (re)mount-option handling has been inconsistent and broken forever,
Brauner said, but there is a need to be able to express the intent of a
given mount operation with respect to unknown-option handling.  That will
be needed for users of the new mount API and, eventually, for
mount itself.  There are other cases that are messy as well.  The
new API allows options to be specified one at a time, but if a new option
conflicts with an earlier one, there is no way to say which of the earlier
ones caused the conflict.




XFS has a table that tracks all of the possible options and which cannot be
used together so that they can be tied together in error messages, Chinner said.  Ts'o said
that ext4 has something similar.  Chinner did not think it was important to
handle that problem in a generic way since it is a corner case that does
not arise frequently.  While Howells said that handling conflicting options was
part of his initial proposal for the API, Al Viro had him remove it. As
time ran out on the session, Lennart Poettering agreed with
Chinner that user-space tools likely did not really want to handle that level of detail.


(https://lwn.net/Articles/979166/)
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There are a handful of extensions to the "new" mount API that Christian
Brauner wanted to discuss as part of a filesystem session at 
the
2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit.  In the session, though,
the only one that he got to was a followup to last year's discussion on mount-operation monitoring.
There is a need for user-space programs to be able to follow mount
operations (e.g. mount and unmount) that happen in the system, especially
for tools like container
managers or systemd.




He began by briefly listing the potential topics in his slides,
but noted that he was doubtful that he would get far into the list—or even
past the first.  He chose to focus on mount-operation monitoring (or mount notifications) as it is "the
most pressing and interesting issue for user space".  The idea is that
user-space tools can register for mount-related events, which will allow
them to track the state of the mount tree.
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Brauner thinks the right
way forward is to use fanotify,
rather than the watch-queue-based
notifications that David Howells had originally proposed.
Howells clarified that his patches were meant to also provide a way for
user space to query the mount topology using a new system call; the
notification part was implemented on top of watch queues.




He said that fanotify has "a lot of desirable properties, such as
missed-event notifications when the queue overruns".  He said that Josef
Bacik had some experience with the problems of queue overruns for some
systems running
container workloads with events from up to 10,000 mounts that were
propagated all over the mount tree.  Brauner thinks that the overrun
problem has been solved at this point, however. Programs can use listmount() with the unique 64-bit
mount ID when they find out that they have missed events; that will give them
the mount IDs of child mounts that they can further query.




Amir Goldstein said that the information needed could also be part of the
event message when the mount notification happens, preferably as a file
handle for the mount.  Brauner agreed that made sense, rather than
returning an O_PATH file descriptor, which is another option.
That kind of file descriptor would allow opening any mount on the system,
so it provides "an extremely privileged interface", while a file handle
would not.




There is a need to "decide which objects we want to watch", Goldstein said;
will the watches be placed on parent mounts or on subtrees?  Brauner said
that Howells's patches could watch an entire mount namespace or subtrees.
There are use cases where you want to watch all of the mounts in a
container, Brauner said, so that is where a mount-namespace watch would
make sense; there are also services that only use a subtree so they will
want to only get events for that part of the tree. 






Goldstein agreed that it made sense to have both, but was not sure how to
implement the subtree watches.  Brauner said that there is a potential race
condition because new mounts in the subtree do not inherit the watch, so
any mounts that happen before it is established might be lost.  He is not
sure that is a real problem, so long as there is a way to query the state
of the mount tree right after the watch is established on a new mount.  Jan
Kara said that a watch only gets informed about events for the immediate
children of a mount, which makes implementing a recursive mount watch
in user space painful.




The whole reason for adding mount notifications is to perform better than
the existing practice, which involves frequently parsing
/proc/self/mountinfo, so some performance numbers should be
gathered, Brauner said. It should be faster "and I'm pretty sure that it
is, but we should have some numbers".




Solving the mount-notification problem is something that filesystem
developers "should aim to get done this year", he said.  It is
longstanding and "kind of a shame that we have not correctly solved it
yet". Goldstein said that there have been performance problems with
recursive watches in the past, but those were for directories, which have a
higher volume of events than mounts; he does not see that as a real problem
for mounts.




Brauner asked about the interaction between mount notifications and pivot_root();
he wondered if any watches on the old root were copied to the new as part
of that operation.  Howells said that because the watches are associated
with the mount object, not the mount namespace directly, they would get
lost when pivot_root() is called.  The discussion seemed to
indicate that something would need to be done to maintain the watches in
that case.




The session wrapped up with a bit of discussion on implementation; Brauner
said that he had wanted to get something working for a while now.
Goldstein said that once an API was decided on, it would not be all that
hard to implement mount notifications.  Howells said that his code could be
used as a starting point.  Goldstein suggested that a simple API for
watching child mounts of a given parent would be straightforward to
develop, then additions could be made for more complicated scenarios
(presumably for things like recursive watches) based on that work.


(https://lwn.net/Articles/980330/)
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There are a number of kernel filesystems that store their directory entries
directly in the directory-entry cache (dcache) without having any permanent
storage for those objects. It started out as a "neat hack" for ramfs,
Al Viro said, at the start of his filesystem-track session at the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit.  Unfortunately, as the
use of this technique has grown into other filesystems, there has been a
lot of scope creep that has gotten out of control.  He wanted to discuss
some new infrastructure that he is working on to try to clean some of that
up.
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Viro displayed some notes on his
thoughts to 
accompany his talk; some of this article derives from those notes.  He has
a patch set to implement those ideas (contained in his "untested.persistency"
branch) that is 
"very much a work in progress", which is untested and may not compile on
anything other than x86, he said.  He wanted to describe the problem it is
meant to solve and how it does so.




It all started with a demonstration by Linus Torvalds of how to create a
filesystem without a backing store, he said.  The technique kept all of the
files and 
directories in the cache and was the basis for ramfs.  A "controlled dentry
[directory entry] leak" was used; reference counts are artificially
increased to ensure that the directory entries do not get evicted.  When an unmount
is done, they are all cleaned up.




The technique was adopted by tmpfs, hugetlbfs, and in other places, because
it is simpler than what procfs uses.  There are problems that arise in some of
the
other users, however, that do not exist in the original.  The original
intent was only for filesystems that were being populated from user space,
but eventually it was used for filesystems that are populated by the
kernel, or, perhaps worse, both the kernel and user space.






For example, rmdir()
only removes directories that are empty, but the configfs user-space tools
expect the system call
to be able to remove a populated subtree if all of its entries were created
by the kernel.  If there are
user-created 
subdirectories, the tools expect the rmdir() to fail.
Christian Brauner pointed out that the control-group filesystem (cgroupfs)
also has this behavior.  Viro said that filesystems of this sort have to
implement their own rmdir() because it is so specialized.
For configfs, it needs to check if
there have been any directories created by the user inside the target—or
any that are in progress.  The code "is horrible", he said.




There is a real need for some infrastructure to help these filesystems,
Viro said.  There are around a dozen different implementations of the
subdirectory-removal handling, none of which have been done correctly. His idea is to introduce a flag, DCACHE_PERSISTENT
that will be used to mark the dentries that are being "controllably leaked"
so that they can be properly handled.  Then the kernel-initiated operations
and those from user space can set the flag, so that they are handled in the
same way, which is not the case right now.




There would be two new functions that would be the counterparts to dget()
and dput()
(which obtain and release references to directory entries); d_make_persistent()
would do the equivalent of dget() and set the flag, while
d_make_discardable() will do a dput() and clear it.
There are new helper functions to handle both the simple filesystems like ramfs
and the more complicated varieties, including handling some of the
variations of
open-coded directory-removal code.  There are more details in the notes file.




There are still four filesystems that
remain to be converted, Viro said.  They all have "interesting problems"
that need to be resolved; two of them are for USB gadgets, one is configfs,
and the other is apparmorfs.  The diffstat of his patch set shows that the changes would
actually result in a net removal of around 500 lines of code from the tree.




He had hoped to discuss configfs
with Christoph Hellwig, who was not present, though he did arrive later in
the day.  He plans to talk to Greg Kroah-Hartman about the USB-gadget
filesystems, but is not sure who to talk to about apparmorfs.  There is
some strange locking being done in apparmorfs, which he mentioned to the AppArmor
developers, but got nowhere, he said.  There was some further discussion on
this and related work as time ran out on the session.


(https://lwn.net/Articles/980558/)
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The eventfs filesystem provides an interface to the tracepoints that are available
to be used by various Linux tracing tools (e.g. ftrace, perf, uprobes,
etc.); it is meant to be a version of the tracefs filesystem that
dynamically allocates its entries as needed.  The goal is to reduce the memory
required for multiple instances of tracefs, as Steven Rostedt described in
a session at the 2022
Linux Storage,
Filesystem, Memory Management, and BPF Summit.  He returned to the 2024
edition of the summit to talk further about how to make pseudo (or virtual)
filesystems, such as tracefs/eventfs, more like regular Linux filesystems,
where the directory entries (dentries) and inodes are only created (and
cached) as needed.



Background



He began with some background on eventfs; it is based on tracefs, which was
itself based on debugfs.
Because of the interface that debugfs provides, eventfs
maintained dentries for
each of its files and directories. Around the same time that Rostedt proposed a
session on virtual filesystems for this year, eventfs was being extensively reworked to avoid a number
of problems, some of which were security related.  As part of that, Linus
Torvalds made it clear (in his inimitable way) that a dentry-centric
approach was not right.
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At the session in 2022, Christian Brauner had suggested using kernfs as the basis
for eventfs.  When Rostedt looked at that, he saw that only sysfs
and control groups used kernfs, and it did not look like it applied to
what he was trying to do.  After playing with it more recently, he can see
that it might make sense to convert all of debugfs and tracefs to
use kernfs, but it will not work for eventfs, he said.




One of the things he is working on is tracing infrastructure for
Chromebooks, some of which have only 2GB of RAM; "memory is very much a hot
commodity there". There are "thousands and thousands of files" in eventfs;
new instances of eventfs create a new ring buffer, but they also duplicate
most of the files, which uses a lot of memory.  So, eventfs was turned into
a dynamic filesystem that did not create dentries and inodes until they
were actually needed, which provided substantial memory savings.




The crux of the disagreement with Torvalds is based in Rostedt's lack of
understanding of how filesystems are supposed to be implemented, coupled with the
API for debugfs.  Torvalds asked Rostedt why dentries were being created
for eventfs
before the filesystem was even mounted. Creating a file with debugfs_create_file()
returns a dentry, however, so Rostedt thought that was the way it should be
done.  Al Viro pointed out that
eventfs went far beyond what debugfs had ever done, though, which "was really scary";  he
is "not fond" of what debugfs does, but eventfs took things much further.
Things are "much saner" after the fixes that went into eventfs, Viro said.






Rostedt said that now that he has learned more, he is concerned that
debugfs needs attention; "maybe we should update it". Viro noted that
debugfs has some object-lifetime problems as well as a lack of "sane
exclusion" when doing I/O on files that are being removed.  Rostedt
wondered if debugfs should be switched to using kernfs, but Viro said that
"kernfs has different issues".  




Kernfs is not fully namespace-aware for one thing, Viro said.  Brauner
suggested that debugfs did not need namespace support, but Rostedt and Viro
said that people want to be able to mount debugfs inside
containers. "That's insane on the face of it", Brauner said; "we are not
going to do this". 




One of the problems that he has encountered, Rostedt said, is that
developers start by using debugfs for some project, but that once it gains
some traction, they want to move it to its own filesystem.  Debugfs is not
really a good basis for that as it stands.  That's what happened to him;
"I'm here to say, let's not have someone else follow my steps".  For that
reason, he thinks debugfs should be switched to a better interface that
people can use as a basis for their filesystems.



The path?



After some discussion between Brauner and Viro about the current status of
debugfs, Rostedt shifted gears slightly and asked what the proper path is
for kernel developers who want to move their filesystems from debugfs to a
real filesystem.  Viro reiterated some of the concerns he has with debugfs,
including the ability for applications to continue reading from open file
descriptors after the debugfs file has been removed.




Rostedt wondered about the use of dentries in the debugfs interface; he
thought that there might well be memory concerns for those who are mounting
it.  Brauner said that there is no real control over how many files there
are in debugfs, since any random driver can add entries whenever it wants.
Writing to one of those files might deadlock or crash the system.
For those and other reasons, "mounting debugfs on a production system is
... adventurous". 




Dave Chinner said that Rostedt was asking the wrong question.  Starting
with debugfs and then trying to move that code to a production filesystem
is wrong.  If it is destined for production, it should be developed within
sysfs, but Rostedt noted that sysfs is restrictive; sysfs files are
supposed to only have a single value.  Chinner said that the restriction
was often ignored.




Developers who are not filesystem-focused choose debugfs as a starting
point because it is easy to do so, Rostedt said; they are typically just
doing it for debug purposes in the early going.  Then the functionality
turns out to be useful, but now the code has been built around debugfs,
which is "not the way to do it", he said.




"Ask the experts", Chinner suggested, but Rostedt said that "a lot of times
the experts are busy doing their own thing". He had posted versions of his
work along the way, he said, but rarely got any comments from the experts. 




Brauner and Viro talked about some approaches that might scale reasonably
for the eventfs use case, but did not really come to a conclusion.  Part of
the problem, Ted Ts'o said, is that "there is no one general solution" to
point kernel developers at; debugfs is perfectly fine for a small number of
files and when just a single instance is needed.  For situations with multiple
instances and millions of files, there is no existing code to point
to.  So it is not possible to give advice that pertains to all of the possible
filesystems that may be needed.




But Rostedt said that he was not trying to solve the eventfs problem—it
is a specialized use case—but wanted to figure out what to tell developers
who want to move a fairly simple debugfs-based filesystem to a real filesystem.  Brauner
said that there are some questions that need to be answered first: is there
a single instance of the filesystem or does each mount create a new one?
Does the filesystem need to be namespace-aware?  Without those answers, it
is difficult to say what the proper path might be.




As time was running down, Rostedt said that what was being said in the
session "was like gold to me".  He thinks that what was discussed needs to
be fully documented and that the questions that need to be answered are
obviously a big part of that.  Viro said that sounded like a "frequently
asked questions" document, which elicited some laughter. Rostedt agreed,
though, and asked if there was any documentation of that sort.  Brauner
said that there was not, "and I think that is a fair point"; for example,
most filesystems these days will need to be namespace-aware but there are not
really good examples to point developers to.  Whether that will result in
documentation patches was not clear, however.


(https://lwn.net/Articles/981155/)
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Amir Goldstein led a filesystem-track session at the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit on his project to build a
hierarchical
storage management (HSM) system using fanotify.
The idea is to monitor file access in order to determine when to retrieve
content from non-local storage (e.g. the cloud).  The session was a
follow-up to last year's introduction to the
project, which covered some of the problems he had encountered; this
year, he
was updating attendees on its status and progress, along with some other
problem areas that he wanted to discuss.



Background



He began with a quick overview of the use case for HSM and how his project
fits in.  A file that is stored in the cloud, say, can appear to be local
to the system. When the file is accessed, an fanotify listener reacts to that
event to make the file available locally. Once the data requested has been
filled into the file, the listener can return to the program
that accessed the file.




Last year, he described a problem with a deadlock that can happen under
some circumstances when the listener daemon starts writing data to the file
after it has been notified that the file has been accessed.  To fix that,
he took some of the advice that had been offered and moved the fsnotify
hooks outside of the VFS locks, which resolved that; those patches were
merged for Linux 6.8.  He has had those patches available for a while, and
several developers had incorporated them into their testing, including the kernel-test
robot; he was thankful for those efforts, in part because the robot found
some performance regressions due to new hooks that were added.  He was able
to restructure the fsnotify code and get that into 6.9, which reduced the overhead, both for his use case
and for other users.




He has been working on some "pre-content events" for fanotify for a while;
several developers have reviewed and tested that code, Goldstein said.  The current code lives in his "fan_pre_content" 
branch at GitHub.  The new FAN_PRE_ACCESS and
FAN_PRE_MODIFY events have some new
FAN_EVENT_INFO_TYPE_RANGE information attached to them.  It
describes the range of the file that is affected.  In his proof-of-concept
(PoC) implementation
that is also on GitHub, those events allow opening a large file that is
located  elsewhere
on the net, such as a Linux tarball, and reading just the first part of it.




His branch has also added the ability for fanotify to return errors other
than EPERM.  Currently, the listener can only return success or
EPERM, but with his changes other errors, such as EBUSY
and ENOSPC, can be returned.



Open questions
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He uses real filesystems, such as Btrfs or XFS, as the local storage for
his HSM; when the files are not populated, they are sparse files locally,
thus use no storage space.
If the HSM daemon has not been started, however, he does not want users to
be able to access those files.  One idea to prevent that is to have a "moderated mount"
using an HSM mount option
that would only allow access when the daemon is running; accesses at other
times would result in EPERM.  He wondered if attendees had
thoughts or opinions on that.




As part of his work on HSM, he looked at what other operating systems have
done; Windows has long had HSM support that is based on NTFS "reparse
points", which are persistent marks on files that refer to the driver
needed to access them.  Perhaps Linux could do something similar by adding
some kind of persistent mark to files instead of using
the moderated-mount idea.




Josef Bacik said that he did not like the mount-option idea because options cannot
be applied differently to separate subvolumes; containers can
have access to different Btrfs subvolumes,
which would mean 
they all need to be treated the same way.  Goldstein suggested that
containers could use different bind mounts for the subvolumes, with
different options applied, which Bacik agreed would work.




But Bacik prefers the persistent-mark idea, in part because of some problems he has encountered in executing files that get filled in via
the fanotify technique.  When using execve()
to execute a remote file, there is no opportunity for the HSM to write the
data
into the file; by the time the writes can be done, execve() has
mapped the memory such that an ETXTBUSY error is returned for any writes.
Both Bacik and Goldstein
noted that Btrfs has an ioctl() command that can be used to avoid
the problem, which is
where Bacik sees the persistent-mark feature as a way around the problem.
But that is a filesystem-specific solution and Goldstein would like to be
able to solve the problem in a more general way.




Goldstein said that he had two different versions of the PoC code in his
tree (some of which is described
in his HSM wiki); one uses evictable marks on the inode to mark files
that have been fully populated, while the other implements a form of
persistent marks using extended attributes (xattrs).  There is already
precedent for fanotify to use protected xattrs in the "security.fanotify"
namespace, so he added a "mark" xattr there.




Jan Kara was not in favor of the persistent marks as xattrs, however.  He
was concerned about who would own the mark; if there are multiple HSM
implementations, how would the kernel decide which to use for a given file?
For Windows, the reparse point includes an identifier to specify what
storage driver needs to be used for the file, Goldstein said.  That could work, Kara said,
though it is a bit ugly for VFS code to have to root around in xattrs



execve()



The conversation turned back to the execve() problem and Bacik
said that he had another solution for that, which he suspected that many
would hate even more.  His employer, Meta, wants to be able to execute binaries that may
not be present locally, so adding a persistent mark that would tell the
system to invoke a usermode
helper to populate the file would make that possible; it would not use
fanotify at all, he said.  With a chuckle, Bacik said that he was ignoring the screams from
Christian Brauner in the background. Kara suggested a new system call,
which Bacik thought might be "a more palatable solution".




Brauner asked for more clarification of the problem being solved, which
revolves around the restrictions on writable memory being mapped
for execution.  Something needs to write the contents
of the file in order 
to populate it, but the memory to be used by execve() is in a
private mapping, Aleksa Sarai said, so it cannot be populated later.  A
usermode helper could route 
around that, Bacik said.




Brauner said that his main concern is that the usermode helper feature is
not namespace-aware, which has security and other implications.  Basing the
API around that has a lot of impact on extensibility and
maintainability in the future, which also concerns him.  Bacik agreed, but said
that the usermode helper is initiated from the kernel side so he thought it
might be more acceptable rather than allowing the fanotify listener to do
so from 
user space.  Brauner suggested that looking at the usability and security
angles should help determine which is the better approach.




But the problem is deeper, Goldstein said.  The file is marked as being
"deny write" once it is opened by execve(), so nothing else can
successfully even open the file.  Getting around that, while still going
through the VFS layer, would break some fundamental pieces of that layer,
he said.  Writing to the file by way of a Btrfs ioctl() command
could work, as would a new system call that gets around the VFS, but populating
the file using write() will not.



FUSE



Moving on, Goldstein noted that FUSE can be used instead of fanotify and it
is much more flexible, but it requires that all of the I/O flow through
the FUSE daemon. That does not perform as well as people want, which is why
he has been working with others on FUSE
passthrough.  So FUSE could be another path toward an HSM solution.




Bacik said that he was not sure which path he would be taking, but he would
be investigating both. "I have money on both horses", Goldstein said to
laughter. Ted Ts'o noted that Dan Rosenberg has been working on the FUSE BPF filesystem, which is aimed at Android
being able to do incremental loading of executables; "so there's actually
some other work happening in this space".  Goldstein said that FUSE
passthrough had just been merged for Linux 6.9 and was partly based on the
Android patches.  The plan is for the BPF pieces to come in once the FUSE
passthrough feature has stabilized.




Bacik said that FUSE makes sense for Android, but does not for Meta, at
least for some of its uses.  If the FUSE daemon crashes, suddenly
applications start crashing in production; the fanotify solution is more
self-contained.  Goldstein said that for "mostly passthrough filesystems",
the fanotify solution is probably better—"if we can get it to work", he
said with a chuckle as time expired.




The
YouTube video of
the session and Goldstein's
slides
are available.

(https://lwn.net/Articles/981392/)
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Maintenance of the kernel is a difficult, often thankless, task; how it is
being handled, the role of maintainers, burnout, and so on are recurring
topics at kernel-related conferences.  At
the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit, Josef Bacik and
Christian Brauner led a session to discuss possible changes to the way
filesystems are maintained, though Bacik took the lead role (and the podium).  There are a number of interrelated topics,
including merging new filesystems, removing old ones, making and testing changes
throughout the filesystem tree, and more.



New model?



The current model for filesystem maintenance—"that we all
know; we love it"—is that each filesystem has its own tree and pull
requests are sent to Linus Torvalds directly, Bacik began. If changes to
the virtual filesystem (VFS) layer are needed, those are sent to Brauner or
Al Viro depending on what part of the VFS they touch.  This works well for
established filesystems, but it can run into problems when there are
changes that cross filesystem boundaries, such as folios, the new mount
API, namespace things, etc.  That kind of work is happening more
frequently, and gets discussed at LSFMM+BPF, but many of the plans made do
not come to fruition, perhaps in part because "nobody feels empowered to
make those decisions and push that work through".
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There is also "a little bit of vagueness about who owns what"; in
particular, merging new filesystems can go smoothly or can be a "painful
contentious thing" where the decision is left to Torvalds.  That is not
necessarily a bad thing, but it does create uncertainty for submitters of
new filesystems; it can also lead to the concerns of experienced developers
being waved away when Torvalds tires of the arguments and simply merges the
filesystem.
It is a strength of the Linux community that Torvalds can step in and just
merge things, but it means that new filesystem developers need to be persistent
and to try to sway Torvalds to ignore the other voices in order to get
their code merged, Bacik said.




For most of a year now, he has been proposing that the filesystem community
in Linux move toward a model like those of some other kernel subsystems, notably
networking and graphics.  In both cases, they have multiple, disparate
pieces that all funnel through the same maintainer and tree.  That can
clearly be 
seen in the eye chart that accompanies our
6.10 development statistics article. Bacik thinks
that changing in that way would help remove some of the pain points when making changes
across the filesystems.




When tree-wide changes are made, currently the developer needs to go figure
out where the right trees are for each filesystem, which can be painful.  In fact, he said, Btrfs
is probably one of the worst offenders in that regard, because its tree is
on GitHub; its policies and procedures are different from the others as
well.  Recently, Christoph Hellwig has been doing some work in Btrfs and
told Bacik that those differences are irritating enough that it makes him
want to avoid working on Btrfs. 






Overall, Bacik feels that, because of those differences, the filesystem community is more difficult to
deal with than it should be, especially given how much code is shared
between the filesystems.  So he was proposing the creation of a single tree that all
of the filesystems push into; pull requests would no longer be sent to
Linus by the 
individual filesystem maintainers, but would come from the maintainer of
that tree.  That is mostly a mechanical change, but he would like to see
some cultural changes as well.




Viro noted that there are lots of filesystems in the kernel tree that do
not use VFS; they are specialized filesystems that live in the
security and arch trees, among other places.  He wondered if
Bacik really wanted to have filesystems for s390 and ppc (PowerPC), for
example, live in
this new tree.  Bacik said that those were not his focus; he is after the
filesystems that need changes like folio support, converting to the new mount API,
switching to iomap, and so on.




But Viro pointed out that the new mount API affects all filesystems,
including, say, the USB gadget filesystems.  Bacik said that was a good
point, which invalidated some of what he was suggesting.  But his goal is
to make it easier for people who are doing cross-filesystem work to "get
their patches merged without having to understand how each individual
filesystem community works". 




Viro suggested having a single topic branch that was shared for, say, folio
work.  That works for VFS topic branches, Bacik said, because all of the
filesystems are going to pay attention to those.  Every time there needs to
be a branch for non-VFS changes, though, it requires a negotiation of whose
tree that will all flow through, he said, which he would like to try to avoid.



An fs-next?



Dave Chinner gave a few-day-old example of this kind of problem.  Some changes
to iomap that caused an XFS regression had gone into Brauner's tree.
It was only discovered because of testing that was being done on
linux-next, which is where XFS and the iomap changes met.  Earlier, iomap
changes were flowing through the XFS tree, so this problem would have been
caught sooner.  Since the merge window was happening while the conference
was going on, that bug had probably already been merged into the mainline,
Chinner said.




So the changes that were recently made to try to "centralize some of the
infrastructure up into VFS trees is actually backfiring on us", Chinner said.  That is
because the next step of being able to share those changes down to the
individual filesystems for testing is not being done.  What he would like
to see is an fs-next tree that is a combination of all of the filesystem trees that
are planned for the next release; it would become the common test base that
everyone uses for regression testing, but would not be pushed as a whole
into the mainline.




Someone in the audience asked why linux-next could not be used.  Chinner
said that it is not reliable enough for use as a test base.  Fs-next would
have better reliability, Chinner said in answer to the obvious followup,
because it would not have "device failures and all sorts of driver
problems".  Historically, linux-next has not been reliable enough to use
for regression testing or day-to-day development, he said.




Shifting gears a little, Brauner said that he does not think that
all of the filesystems need to flow through a single tree that gets passed
to Torvalds for merging.  That is infeasible, in his mind, both technically
and socially.  A lot of the people in the room probably enjoy the fact that they get
to send pull requests to Torvalds, he said.  A better solution would be to
have an fs-next tree.




Ted Ts'o said "linux-next is not terrible", but that, in practice, he waits
until -rc6 or -rc7 before he does a test merge of the ext4-development
branch into the mainline -rc tree for
integration testing.  The major problems that occur have generally been
worked out by -rc6 or -rc7; "somebody else has taken the arrows first".
Sometimes that falls by the wayside, though, for example when it those -rc
releases happen just
before a conference like LSFMM+BPF, which is a downside to waiting that
long for integration testing, he said.




No matter whether it is done using linux-next or fs-next, Ts'o said, the
important thing is for filesystem communities to be testing more than just
their own branch.  It is a big change, though, that needs to be
centralized in order to work, Brauner said.  He has his set of tests that
he runs on changes to the VFS infrastructure that he picks up, but "I have
zero idea what the XFS test matrix is and it is probably a bit
larger".  There is no centralized testing, so "we don't actually know if
what we are doing is not breaking anyone".




Chinner said that each filesystem is in its own silo, but that there is a
need to test the common code.  Neal Gompa said that each filesystem had its
own mechanisms for testing, reporting, coverage calculation, etc., but
there is no reason those all could not run on a system where people could
push code to give them a reasonable level of confidence that they did not
break things.



Common testing infrastructure



Matthew Wilcox thought that much of this problem could be solved by talking
to linux-next maintainer Stephen Rothwell.  It would probably not be
difficult for him to merge all of the filesystem trees into a separate
branch.  But even before a common branch gets created, there needs to be
common testing infrastructure, Kent Overstreet said.  It would only require
a couple of racks of hardware to set up; he has been hoping not to have to
do that himself, but may have to.  (As of June 14, he had started
work on a shared filesystem test cluster.)  When branches were pushed to
it, all of  
the tests for all of the different filesystems would run and the system
would provide a "simple dashboard" to report results.  The current
email-based system does not work, he said, since he cannot determine which tests
are being run.




Bacik said that he has an automated system for testing Btrfs; he could add,
say, tests for XFS, bcachefs, and others to that.  But there is a lot of
work that the Btrfs developers do to maintain the set of tests that
should be excluded (and the reasons why) from a run of fstests.  That is done to ensure that the test
results are usable.  Someone would need to do that work for the other
filesystems. 




Chinner said that there is no need for Btrfs developers to test XFS or
other filesystems.  The important thing is for filesystem developers to
test their filesystem "with the same tree" to shake out integration
problems with the cross-filesystem work that is happening.  So, all of the
latest code for each filesystem would be in the same tree for testing by
the various communities using their own tests and infrastructure.  That
means that the tree
would be integrated, rather than trying to integrate all of the different
testing infrastructure that each filesystem has built up.




There is a need to be able to "go somewhere and click on something" to see
that a change "worked for everything that is relevant", Brauner said.  Gompa agreed with
Chinner that the existing infrastructure could be used,  but the testing
could be done against a single tree, such as fs-next, that filesystem
developers use as the basis for (and eventual destination of) their work.
The automated-testing systems that each filesystem uses would also be based
around the integration tree; perhaps a dashboard that collects the results
from each individual filesystem's infrastructure could be developed.  Eventually, moving
everyone to the same testing infrastructure, with a single integrated
dashboard and reporting mechanism, could be worked on.  The idea would be
to take "baby steps" 
toward a world where doing cross-filesystem development (or even just
following it, as he does) is "a hell of a lot easier". 




Instead of testing a for-next branch in, say, the XFS tree, the test target
should be the fs-next tree, Chinner said; nothing else changes in the
development workflow or in the actual tests that are run.  Ts'o said that
there may still be tests of various other branches as part of the
filesystem development, but that the fs-next tree would be tested daily,
say, by each of the filesystems.




David Howells asked if there could be a common base with the iomap changes,
folio-support changes, and the like for use by the filesystems.  Viro said
that could be created, but it would require agreement on exactly which trees are
included.  Howells wondered about how pull requests would be done, since
they cannot be based on fs-next. There would still need to be development
trees that are 
maintained so that pull requests can be made to Torvalds, Chinner said, but
that code will have been tested with the integration tree to head off
problems before they reach Torvalds.




There was some scattered conversation, largely not using the microphones, about
exactly which patches should go where, and when, to try to avoid problems
with bugs reaching the mainline that should have been caught earlier.
Brauner said that io_uring is often a place where changes that he makes
affect a completely different tree; he just creates a stable branch with
those changes that Jens Axboe pulls into his tree for testing.  Some of
that will still need to happen, but the problem
with the iomap changes that was mentioned by Chinner was an example of
where fs-next would have helped.




Bacik closed the session by noting that he would still like to figure out
how to make the lives of cross-filesystem developers easier so that they
did not have to try to figure out how to integrate with a bunch of
different filesystem-development communities.  But that would have to wait
since the session was out of time.




A YouTube video
of the session is available.
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Leah Rumancik led a filesystem-track session at
the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit on the testing needed to
qualify 
XFS patches for the stable kernels.  At last year's summit,
Rumancik, Amir Goldstein, and Chandan Babu Rajendra presented on their efforts to test and
backport fixes for the XFS filesystem to three separate stable kernels.
There has been some longstanding unhappiness in
the XFS-development community
with the stable-kernel process, which led to
backports ceasing for that filesystem until Goldstein started working on XFS testing for the stable
trees a few years ago.  In this year's session, Rumancik updated
attendees on how things had gone over the last year and wanted to discuss some
remaining pain points for the process.



Running tests
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She began by talking about the test runners for this work, focusing on gce-xfstests,
since a BoF for the other major test runner, kdevops, would follow
her session.  After more than a year of working with gce-xfstests, it is
"way more obvious what the pain points are"; a lot of that is mechanical
work that could be automated.  The current setup performs hundreds of test runs on
a baseline branch and multiple runs on the backports branch to try to
detect differences.  But flaky tests sometimes fail one time out of 20 or
100 runs, which means she has to go manually review and relaunch those
tests, which is painful.




For gce-xfstests, which is mostly what she uses for her testing, she would
like to drop the baseline testing since it just adds to the noise. "If
something is passing on the backports branch, we don't really care if it
was passing or failing on the baseline branch."  The end goal, then, would
be to gather up failures or flakes on the backports branch and
automatically submit them with a high run count to the baseline branch;
gce-xfstests could compare the results between the two branches and output
the tests that truly pass on the baseline and fail with the backports.




The "expunge" lists, which are lists of tests that are expected to fail,
need to be managed in some way, she said.  Multiple people have their own
lists for 
different filesystems, kernel versions, and so on.  There have been
suggestions to move those lists into fstests, which would make some sense,
but there are still differences in the lists based on which test runner is
used.  Some centralization of the expunge lists would help, though it would
be better to characterize the criteria when a test should not be run and
use the _notrun mechanism to specify that. "So we all can benefit
from it."

 




XFS opts out of the backporting of patches that are chosen
for the stable kernels, unlike most of the rest of the kernel does.  But
adding the "Cc: stable@vger.kernel.org" tag and using "Fixes:" tags on XFS
patches is 
still useful to help the XFS stable testers find those patches, she said.




There was some discussion last year about getting access to the patches
that the AUTOSEL patch-selection process
chooses for XFS, even though they will not directly go into the stable
kernels.  That would allow the XFS-stable team to sift through the patches to see which
might make sense to pick up and test, Rumancik said. Another possible
approach would be to use an automated-testing system on the stable -rc
kernels to see if XFS problems are found; if so, the XFS AUTOSEL patches could be
pulled and tested to see if the problem is fixed.




"Currently I run a lot of tests."  When she started work on the XFS
testing, Darrick Wong gave her a list of test configurations to run.  He
suggested ten different XFS configurations and she has been doing 30 runs
for each.  The number of runs seemed excessive at the time, but it was a
starting point that everyone could agree on; she thinks it is time to lower
that number substantially, to perhaps five or even three.  The number of
configurations seems reasonable, since they cover various edge cases well.




Goldstein asked how often she had found problems after 30 runs of the
tests; "maybe once", she replied, from all of the backporting and testing.
Steve French thought that some of the configurations should be tested more
thoroughly than others, based on how commonly they were used in production;
if bugs are found that affect particular configurations, the level of
testing for those should increase.  That kind of information can come from
customers and product managers, which can then help reduce the amount of
testing without affecting its effectiveness. 




Ted Ts'o said that ultimately it is up to the individual filesystem
communities to determine how much testing is needed for patches going into
the stable kernels.  For ext4, he is not requiring that patches get tested
before they are backported to the stable tree; instead, when he has time,
he will do a single run of all of the ext4 configurations that he checks
for problems.  "That's good enough for me"; problems for ext4 have
generally come from ongoing development and not from backports to stable.
But the XFS developers have had a different experience and it is not up to
others to decide how many test runs and which configurations are needed.




Ritesh Harjani suggested that having a single run with lockdep enabled might
help find 
more problems; Rumancik seemed to agree.  Goldstein said that if she
decided to change the testing regimen, she should just post it to the
mailing list so that others have an opportunity to comment on it.  Rumancik
said that she was willing to write up a document that described the testing
she is doing.



Coverage



Dave Chinner said that optimizing the testing that
is being done needs to be data-driven.  The number of problems being found
and how that changes depending on the number of test runs is one thing to
look at.  Another would be the additional coverage that comes from
different configurations and test groups. For example, the "auto" group
takes hours to run, while the "quick" group takes roughly half as long, but gives
around 80% code coverage in his experience; the auto group only brings that
up to 85%.  




It may be that the extra testing time is not worth it.  Instead of 30 runs
of the auto group, perhaps 30 runs—or even 20—of the quick group is
sufficient. When a flaky test that fails one out of 20 times is discovered,
he suggested trying to determine which of the test groups tickle it.  The
flaky tests are generally ones that are known to be non-deterministic and are
often tagged as a stress test.  It may well be that a subset of the auto
group that runs even faster than the quick group is sufficient for 80% code
coverage, and that is a good way to decide on which tests to run.




French said that he has never really seen code-coverage analysis
being applied to Linux filesystem testing over the years.  He would like to
have a way to generate a test group that is objectively better by running
tests, gathering the code-coverage data, and removing any tests that do not
add code coverage.




Kent Overstreet said that he agreed; coverage analysis
is not really being used.  He has added code coverage  to his test-running
system but does not really look at the data frequently.  He thinks that new
patches should cause a look at that data to determine if there are new
tests needed to accompany them.  French said that the Samba project
requires test cases with most patches, which would be a good habit to
cultivate elsewhere.




There is a need to be objective about tests, including the tests that we already have, French
said; those that find bugs or regressions should be kept, and the same goes
with those that increase the code coverage, but, otherwise, they should be
removed. Chinner said that code coverage tells you some things, especially
with regard to error-path coverage, but not everything.  Some tests are
done for correctness purposes and do not add any code coverage, but are
still important.




Wong said that fstests has the ability to gather the coverage
information, which he has looked at.  The coverage for running all of the
tests for ext4 and Btrfs is in the mid-80s, he said, while XFS is in the
high-80s.  Iomap is around 91%, "which is better than I thought it would
be, considering I wasn't even trying".  Code-coverage support was added to
fstests because Overstreet
"nerd sniped" him into making the changes to fstests a year and a half ago,
Wong said.




As far as the number of tests being run, he had thought that 30 runs was a
starting point for establishing a baseline and that "the number would go
way down after that".  He was surprised to find out that she is still
doing 30 runs, "because I only ever do one".  He has a "whole bunch of
groups" that he runs every night and some "long-soak tests" that he runs
for most of a week until a new -rc is released, which he rebases on and
then restarts.




Wong said that he also runs the tests in random order, which is "loads of
fun".  He wondered if Rumancik was doing any long-soak tests or just
doing the 30 runs until they pass.  Someone in the audience spoke up to say that the
test order was not being randomized, but no one gave any indication that other,
longer testing was being done for stable backports.



Configuration management



Configurations for gce-xfstests are stored in separate files, but there has
been some talk that it might make sense to centralize those under fstests
for more widespread use, Rumancik said.  The time it takes to run tests
depends a lot on how large the test and scratch devices are defined to be,
Ts'o said;
each test-runner has its own opinions on those sizes, which impact the
configurations. In addition, the type of hardware that the tests are
targeting can also affect the run time of the tests.




French said that he sometimes wants to append a particular mount option to
a test configuration for a run; the configurations already have a set of
mount options that go with the tests being run, but he wants to be able to
add to that list.  Rumancik said that she did not know of a way to do that,
but she also cautioned that some tests do their own mount-option setting, disregarding those that are in the configuration.




Ts'o said that mount options are handled differently by the various test
runners, as well.  He just goes into his and manually changes the options when he
needs to.  But the configuration handling is also different between test
runners; his expunge lists have conditions (using #ifdef) based on
Linux kernel versions where he knows there is a bug that will not allow a
test to pass, but kdevops handles that differently.  It might make sense to
talk about how to centralize that into fstests, but for now, everyone has
their own workflow and configuration-management strategy.




There needs to be more thought on reducing the
combinatorial explosion of things to test, Overstreet said, which amounts to "tech debt".
Tests should not have to be run "N different times with N different
configs"; the vast majority of those tests are not going to discover
anything new.  Specific, targeted tests would be more useful.




"Test hardware is way cheaper than software-engineering time", Ts'o said.
If he had ten developers to pay down the tech debt, he would do so, but that is
not up to him; he can spin up a hundred virtual machines to run tests on
fairly easily, however.




It is well-known that "combinatorial explosions do not scale", Chinner
said, but there is a certain amount that is required for filesystem
testing.  Options to mkfs and for mounting filesystems
fundamentally change the behavior of the filesystem, thus they need
testing.  There is a need to choose configurations wisely, so that they do
not completely overlap, but the combinations of those options still need to
be tested.




It is more than just filesystem developers who are running fstests, Harjani
said; there are verification and support teams that are also running them.
That is a reason that some amount of centralization of configurations for fstests is
needed, which will make it easier for those people to run the tests.
Chinner cautioned that it is hard to do that for different hardware; if the
hardware does not support DAX, for example, those tests need to be
excluded.  As time expired, Harjani said that those kinds of differences
could be accommodated in a centralized fstests configuration scheme;
Chinner seemed skeptical but is interested in seeing patches to do so.




A YouTube video of
the session is available.
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David Howells wanted to discuss changing the way filesystem code handles
the ability to interrupt or kill operations, in order to fix some
longstanding problems with network 
(and other) filesystems, in a session at
the 2024 Linux
Storage, Filesystem, Memory Management, and BPF Summit.   As noted in
his session
proposal, some filesystems may be expecting to not be interruptible,
but are calling code can take locks and mutexes that are interruptible (or
killable), which are effectively
changing the state of the task incorrectly.
He would like to find a solution for that problem.




The interruptibility here refers to signal handling.  An interruptible
process will respond to any signals that are not masked or ignored.
Killable is a variant of interruptible that will only respond to fatal
signals.




There are multiple places with locks and such 
that could be taken using the *_interruptible() and
*_killable() variants, but those override the higher-level
non-interruptible setting.
Some kind of mass change is not really
practical to address the problem, Howells said, so it will need to be done
incrementally.
He proposed a
multi-year effort to switch to explicit begin and end functions to bracket
non-interruptible regions, in a way that is
analogous to how hardware interrupts are disabled.  Code could disable
interruptibility, which would be tracked with a counter, then reenable it
when the critical section is finished.




For example, an overlayfs filesystem might include a network filesystem as one of its
layers.  The overlayfs might not take interruptible locks, but the network
filesystem might do so, which results in operations that get interrupted in
a way that overlayfs does not expect.  Ted Ts'o thought that a change like
what was described might be useful in some contexts, but did not think
that "it would be something we would want to use all over the place".  The
interruptible status of a particular mutex, for example, is local to the
code that takes it.  Unlike the effort to switch to GFP_NOFS,
where the eventual plan is to convert everything to use it, this change
would only be needed for specific calls.




Both Kent Overstreet and Dave Chinner asked for more concrete examples of
the problem being solved and how the code would need to change to
accommodate Howells's proposal.  The biggest problem he has encountered,
Howells said, is that sendmsg() is interruptible, but that an NFS
filesystem might be mounted as non-interruptible.  "NFS thinks it is not
interruptible, but it is because it is using the network interfaces that
are."
He noted that a conversion would eventually mean that many of the
interruptible (and killable) variants of lock and mutex functions could be
removed. 




Chinner and others objected to that, saying that there will still be a need
for those variants.  There were also various objections because many of the
calls to mutex_lock_interruptible() are not checked for an error
return, though there were multiple people all talking at once making it
somewhat hard to follow.  Al Viro was also concerned about deadlocks
resulting from the changes proposed.




Viro said that handling signals (such as from someone using control-C) is the
responsibility of the caller of the network function; an NFS mount with
-o hard does not want or expect its operations to be
interrupted, though, Howells said.  However, calling
mutex_lock_interruptible() is only applying the interruptibility
to that specific call, Wedson Almeida Filho and Ts'o said, not to the whole
region between it and the unlock call.  Ts'o said that without a specific
patch changing a particular code path where there is a problem, it will be
difficult for attendees to determine whether it makes sense or not;
meanwhile, he reiterated that he did not see a justification for a
widespread change.




Instead of having a call to bracket the regions of non-interruptibility,
Viro asked, why not just disable signals for the region?  But Howells said
that SIGKILL cannot be masked, though Christian Brauner pointed
out that the kernel can mask that signal even though user space cannot.




Jan Kara agreed with the overall approach, saying that there is a real
problem for callers who do not expect to get interrupted.  But Brauner was
concerned about how someone looking at sendmsg(), which is clearly
interruptible, would be able to recognize that in some contexts it can be
called in such a way that it is not interruptible. Howells acknowledged
that could be a problem.




Chinner suggested having a variant of sendmsg() that is not
interruptible, but Howells said that there are multiple calls like
sendmsg() that are affected.  "The documentation of the
uninterruptible state is completely decoupled from where we need to apply
that state", Chinner said.  It would require large comments wherever these
functions are being called, describing how that can happen and what code
paths are affected.  "Otherwise it is unmaintainable." 




Viro said that it sounds to him like what Howells wants is to be able to
suspend signal delivery in the network code at times.  The
TASK_INTERRUPTIBLE and TASK_UNINTERRUPTIBLE states are
for sleeping processes, Viro continued, which get changed when the task
gets woken up, but 
the state that is really desired "smells like 'I want signal delivery
suspended'" until the end of the code region.




Ts'o agreed, noting that the change could be done without adding new
infrastructure and a task flag.  Howells said that manipulating the signal
mask would affect other threads in the process, though, which Ts'o
acknowledged as a problem.  Viro said that an alternative might be to
simply skip the thread in question when doing signal delivery; "basically
it is a 'don't bother me'".




The session ran out of time as that was being discussed, but the picture
that emerged is that patches are needed to focus the discussion.  As of
yet, there is no video for this session in the 2024
LSFMM+BPF playlist at YouTube.
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There are lots of places in the kernel where an EINVAL can be
returned to user space, but it is often unclear what the actual underlying
problem is because the errno
error codes are too generic.  That is the problem that Miklos Szeredi
wanted to discuss in a filesystem session that he led remotely at the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit.  He would like to help
those who are trying to debug problems trace where in the kernel a
particular error code is being generated.




Filesystem mounting is an example of where this problem can occur, Szeredi
said; there are lots of places where EINVAL is returned, so it
does not really tell anyone anything.  If he is debugging a kernel
filesystem and receives an error, he wants to know where in the code that
occurred.  The strace
tool is useful for debugging, so ideally whatever is done to help show
where errors are coming from would integrate with it.




He does not think it would be difficult to add something along those lines,
though it would be best if any solution did not require root privileges.
He mentioned the existing solutions, which includes messages in dmesg, but
those are "not ideal for debugging".  For filesystems that use the new
mount API, there is a file descriptor returned from fsopen() that
can be used to read error messages.




Another possibility is using ftrace, which can be used to trace the source
of certain errors, but the tracefs interface is difficult to use, he
said. The trace-cmd tool is a more user-friendly interface, but it
does not yet support the funcgraph-retval option of the function_graph
tracer, which is the way to get the information needed.  It would also be
nice if trace-cmd had an option to filter on negative return
values, which should be easy to add.  But it needs root privileges and has
a global scope, which makes it difficult to integrate with
strace.




He explored what an strace-friendly solution might look like.  He
suggested that an error descriptor could be added to
struct task_struct so that when errors occurred, the code
could use
current->err_desc to store a string with information about where the error
was generated.  It should not be performance sensitive, he said, because
the error path should not be followed frequently.  He wondered if any
messages that were added would need to become part of the kernel ABI, thus
be unchangeable, or if
they could contain, say, a source file name and line number, which will
obviously change.




As an experiment, he tried redefining EINVAL and the other error codes
as macros that would create a tracepoint with the source file and line
number, but ran into 
multiple problems doing so.  For example, those values are used in switch
statements, conditional expressions, and in pre-setting a
variable with an error code; in each case, a macro replacement will cause
compilation or other problems.




The alternative is to use different macros for the different kinds
of uses of the error codes, so perhaps ERR_TRACE() in a return
statement to place the tracepoint.  More examples of the macros can be seen
in his slides as displayed in the YouTube video of the
session.  The problems with that kind of change are that it would
have to be done manually, would add
complexity, and would cause a lot of code churn.




But Amir Goldstein thought that the code churn would be "localized to
the person of interest" because it would only be done to a subsystem by
its maintainer if the maintainer is interested in getting the extra information.
Kent Overstreet said that the refactoring could be done using
Coccinelle, rather than manually.   He also thought there might be some
overlap with the infrastructure recently merged for the memory-allocation
profiling work  that he has been doing; he uses a large number of error
codes in bcachefs that effectively encode the source file and line number in them,
though they are mapped to regular errno values before being
returned to user space.




Aleksa Sarai was not entirely sure how useful it would be to simply get the
single data point of where the error code was set.  In his debugging
experience, seeing the entire call stack, as you can with ftrace, has
normally been needed.




Ted Ts'o said that it was not clear what the use cases were for this
feature; was it meant to be for end users in some future RHEL kernel,
for filesystem developers, or for some other use case entirely?  There are
different tradeoffs depending on the use cases, he said.  As a user-space
developer, Omar Sandoval said he would like to see an easy way to get a string that
indicates where the EINVAL was generated, without having to deal
with tracepoints or ftrace at all.




Szeredi said that he sees the feature as being targeted at developers who
are debugging these problems, possibly remotely.  That is the use case that
he has personally
encountered most frequently.  He can see that it might also be useful for
returning information to applications.




Christian Brauner said that he was probably responsible for adding 50 or
more EINVAL returns to the kernel over the years; each time he
does so, he wonders if he should also add a pr_info() call with
some extra information.  Traditionally, other kernel developers complain
when an extra call with more information gets added, he said, but if he was
working on his own project in user space, he would add them every time.
They are seen as dmesg noise by some, however.




Goldstein wondered how the kernel could provide the C library (libc) with
access to the string containing the source file and line number.
User-space programs access errno and use strerror()
to get more information, so somehow the kernel needs to provide any extra
information via a mechanism that libc can access. Szeredi
had proposed putting a string in struct ptrace_syscall_info,
but libc does not have access to that.




Overstreet said that the new error codes
for bcachefs have "been enormously useful"; he tries not to reuse the
codes at all so they effectively indicate the code location.  David Howells said
that the libc mechanism could be a new system call to retrieve the
additional information; or user space could register a string buffer per
thread with the kernel where that information could be stored.  Ts'o
returned to the use-case question, though; some users are only going to be
interested in a high-level summary message, while developers may want a
series of low-level failure messages.  Those two use cases have different
requirements and he was concerned that the discussion was getting
complicated because it was trying to solve
both at once. 




Speaking of complications, Howells noted that there can also be errors
coming from a remote source,  for example from a network filesystem.  That
seemed to bring the discussion to a close, though it is rather unclear
what, if anything, had been decided.  The session was toward the end of the third
and final day of the summit, so attendees may well have been worn out at
that point.
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The DAMON
subsystem was the subject of the first session in the memory-management
track at the Linux
Storage, Filesystem, Memory Management, and BPF Summit.  DAMON
maintainer SeongJae Park introduced the data-access monitoring
framework, which can generate snapshots of how memory is accessed, enabling
the detection of hot and cold regions of memory in both the virtual and
physical address spaces.  The session covered recent changes and future
plans for this tool.

While DAMON can acquire memory-usage information, DAMOS extends DAMON by
enabling the specification of policies to take action on that information.
It can, for example, be instructed to force out any page of memory that has
not been accessed in the last five seconds.  Recent work on DAMOS includes
the addition of a quota feature to control how aggressively it works; it
can be used to limit the amount of memory processed in a given time period.
There is also a new filter mechanism to better focus its efforts; for
example, DAMOS can be directed at specific NUMA nodes, or to only work on
file-backed pages.


[image: [SeongJae Park]]

DAMOS is seeing increased use, Park said.  A number of products are using
it now for proactive reclaim, and there is interest in using it for Compute Express Link (CXL) 
memory management.  DAMOS has also been picked up by researchers, leading
to some 20 citations in the literature.


At a 2023 LSFMM+BPF session, Park was told
that better documentation for DAMON would be appreciated; that
documentation has since been written and merged.  That session also
concluded that keeping the DAMON user-space tools in the kernel tree would
not be a good idea.  Part of the motivation for raising that idea had been
to generate better test coverage.  Park is now working on adding that to
kselftest instead.


Another improvement is pseudo moving-sum-based fast snapshots.  By default,
DAMON produces snapshots over a period of 100ms.  In 6.7, it gained the
ability to create "reasonable snapshots" over shorter sampling intervals,
5ms by default.  That is useful when the user wants to aggregate data over
longer intervals, but would like to be able to get shorter-term data as
well.


There are some new filter types.  Aggregation can now be filtered on
address ranges, and narrowed to NUMA nodes, memory zones, or virtual-memory
areas.  DAMON can also filter on the "page is young" flag, which can be
used to double-check the status of a page before acting on it.  The biggest
change, though, is "aim-ordering, feedback-driven, aggressive auto-tuning".
It allows the DAMOS quota to be automatically adjusted with a feedback
loop.  The user can provide the quota value, based on a parameter such as
workload latency, or the kernel can drive it using existing system metrics,
such as targeting a given pressure-stall
rate.



What's next


Looking to the future, the first objective is control of tiered-memory
management with automatic tuning; this is an area that is being explored
now.  The initial objective will be two-tier promotion and demotion; some
patches are available now.  The algorithm, roughly, is proposed to
eventually work like this:




	 If a node has a lower (slower) node available to it, then demote
     cold pages to that lower node, keeping the amount of free memory above
     a minimum threshold.

	 If the node has an upper (faster) node, then push hot pages up to
     the upper node, trying to keep the utilization rate on that node high.




The objective here is to maximize the utilization of memory on the faster
nodes, while keeping pages that are accessed less frequently in slower
memory.  The algorithm aims for a slow but continuous movement of pages
between nodes, and will be extendable to systems with more memory tiers.


Another objective is "access/contiguity-aware
memory auto scaling" or ACMA.  The model here is that the user will
specify the minimum and maximum memory requirements for their workload; a
service provider will then run the workload somewhere, aiming for both good
performance and low cost.  Optimizing this scenario in current kernels
requires the orchestration by the provider of four kernel features:
memory overcommit, reporting more reclaimable pages with DAMON,
periodic compaction, and memory hotplug to set hard limits and to minimize
the page structure overhead.


Systems using these techniques have been working well in real-world
deployments for years, Park said.  But, he added, it is also a rather
complex solution.  Relying on memory hotplug is both slow and prone to
failure — there are many ways to block the hot-removal of memory.
System-level memory compaction is wasteful, especially in the absence of
access information.  Users can access pages at any time, thwarting the
system's efforts to better organize memory.  As a result, non-collaborative
control of guests is difficult or impossible.


Park proposed an alternative for allocation of memory to guests based on
two core actions.  damos_alloc will allocate a memory region
with a minimum level of contiguity, then inform the user about that
allocation; damos_free  returns memory to the system, also
maintaining minimum levels of contiguity.  These actions are driven by the
system's current pressure-stall level.  Memory is allocated to keep the
stall level below an acceptable maximum, while freeing happens to keep that
level above a minimum threshold.  Since notifications are provided for
memory changes, collaborative guests can react accordingly; ballooning can
be used to control non-collaborative guests.


The objective is to limit the complexity involved in making such a system
work; there are just three parameters to adjust.  Since ACMA scales memory
in 2MB chunks, it maintains the contiguity of memory on the host, even
under high memory pressure.  This system could also be extended to support
the contiguous memory allocator or for
power management by powering down memory banks when they are not needed.


Michal Hocko pointed out that the kernel should be providing mechanisms
rather than policy, and asked how user space would control this feature.
Park answered that control is currently managed through the DAMON sysfs
interface, but the plan is to create simpler modules with fewer knobs to
adjust.  Hocko said that he was concerned about creating long-term API
issues; developers are still trying to figure out what the best interfaces
should be for the control of memory tiering, and it is important to be
careful about which interfaces we commit to.  "Sysfs is terrible", he continued;
it allows the addition of too many interfaces without sufficient review.
There needs to be more consideration of the API before this work can be
merged.


Dan Williams asked whether there was a path to migrate DAMON-based features
to more formal kernel interfaces.  DAMON is a good way to do "science
experiments", he said, but perhaps there should be a promotion path into
the core kernel for the experiments that succeed.  David Hildenbrand
expressed worries about interference with the core memory-management code,
and said that it was important that DAMON doesn't start taking on too much
work.  As the session ran out of time, Park said that he is trying to keep
DAMON simple and to avoid that kind of interference.
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Non-uniform memory access (NUMA) systems are organized with their CPUs
grouped into nodes, each of which has memory attached to it.  All memory in
the system is accessible from all CPUs, but memory attached to the local
node is faster.  The kernel's memory-policy
("mempolicy") interface allows threads to inform the kernel about how
they would like their memory placed to get the best performance.  In recent
years, the NUMA concept has been extended to support the management of
different types of memory in a system, pushing the limits of the mempolicy
subsystem.  In a remotely presented session at the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit, Gregory Price discussed
the ways in which the kernel's memory-policy support should evolve to
handle today's more-complex systems.

Heterogeneous-memory systems may seem like exotic beasts, Price began, but
they are actually common; even a simple two-socket server, with its two
banks of memory with different access characteristics, is a
heterogeneous-memory system.  On such systems, developers have to think
about where their tasks run, or performance will suffer.  Future systems
will be worse, though; they will be "a monstrosity", equipped with ordinary
DRAM (at various distances), CXL memory,
high-bandwidth
memory, and more.  The kernel's mempolicy API was not designed for this
kind of system — or even today's basic two-socket system, he said.


Memory tiering has been a frequent topic of discussion at LSFMM+BPF for
some years now, and memory policy clearly will be a part of the tiering
solution, but tiering and mempolicy are aimed at slightly different
problems.  The tiering discussion is all about memory movement
between different memory tiers, while the mempolicy interface is about
allocation.  The former is focused on migration, while the latter is
about node selection.  In a perfect world, the kernel would always place
memory allocations perfectly, but we do not live in that world.
Allocations will be wrong, or usage patterns will change over time.  Thus,
he said, tiering is useful and necessary — but so is better allocation
policy.


In current systems, every thread can have its own memory policy; that
policy can even be different for each virtual-memory area in the thread.
There are four policy types available to control where allocations are
placed: default to the local node, allocate on a set of preferred nodes,
interleave across a set of nodes in a round-robin fashion, and weighted
interleaving.


The last option, weighted interleaving, was
added for the 6.9 kernel.  It is controlled with a set of global weights
managed via sysfs.  The administrator can use these weights to try to obtain
optimal bandwidth use across all memory interconnects; putting some
frequently used data in slower memory can improve performance overall if it
keeps all of the interconnects fully busy.  Weighted interleaving can thus
improve throughput, but can also complicate the latency story.  This
mechanism is sufficient for simple tasks, and a number of useful lessons
have been learned from its implementation.



Lessons learned


One of those lessons is simply that the kernel's memory-policy features
have not kept up with the evolution of the computing environment in which
they run.  Consider, he said, a single-socket system running with attached
CXL memory, which is slower than DRAM.  A streaming benchmark will run
78% slower on that system than on a machine with DRAM only.  But, with
a proper, task-wide weighted-interleaving policy, that benchmark will run
somewhere between 6% slower and 4% faster.  That is better,
"but it still sucks".  It is possible to get good results on such systems,
but processes are forced to be NUMA-aware to get those results.


The current mechanism is built around the idea that either the
administrator or some sort of daemon will manage the weights used for
interleaving.  He has an
RFC patch circulating to do this automatically using information from
the system's heterogeneous memory attribute table (HMAT), but that is not
an easy thing to do, especially in systems where memory hotplugging is in
use, on complex NUMA systems, or on systems with other types of complex
memory topologies.  Task-local weights can help, but that feature was
dropped out of the patch set merged for 6.9, because it needs some new
system calls; he has another RFC patch set
out there that adds them.


While the current memory-policy API can be made to work, it is unwieldy at
best on large NUMA systems.  Sub-NUMA clustering (a recent hardware feature
that partitions NUMA zones into smaller sub-zones) is hard to use well with
this API.  In general the number of nodes showing up on systems is growing,
but that makes the system as a whole harder to reason about, he said.


The memory-policy interface is entirely focused on the currently running
task; there is no way for one thread to change another's policies.  Within
the memory-management subsystem, policy changes require a level of access
to the virtual-memory areas (VMAs) that will be painful to extend.  The
current design is not without its advantages; it allows the implementation
of memory policies to be lockless in the allocation paths.  Widening access
without hurting performance will require some significant refactoring and
movement toward the use of read-copy-update (RCU).  Memory policies also
have complex interactions with control groups, and must not violate any
restrictions imposed by control groups.


Michal Hocko asked how VMA-level manipulation could be implemented without
creating other problems; Price answered that there is a patch for a new
system call (process_mbind())
circulating now.  Hocko answered that the patch "is not wrong", but that it
is complicated and has security implications.


David Hildenbrand asked whether Price was thinking that a system would run
a process that would be adjusting the VMAs of others, or would applications
opt into some sort of management scheme?  Price answered that allowing the
first case is the important part of this work; other types of mechanisms
can come later if need be.  There is no agreement on the existing work yet,
though, so there will be changes to those patches, including trying to make
more use of existing system calls (like madvise())
when it makes sense.


Liam Howlett asked how memory policies would be affected if the scheduler
moves a task elsewhere in the system.  This is a problem that has been
talked about a lot, Price answered.  One of the reasons for the global
interleaving weights is that they ease the problem of dealing with process
migration.  That is also part of why the other system calls have been
pushed back.



Proposals


Price concluded with a quick look at what is being proposed for the
memory-policy subsystem.  It would be good to get to the point where a
process running with a reasonable policy would get performance close to
what can be had by explicitly binding memory to nodes.  That involves
finding ways to not interleave memory for data that is not driving the
system's memory-bandwidth use.  The plan is to implement
process_mbind() in some form; it will use the pidfd abstraction
and be analogous to process_madvise().  This mechanism
could be seen as a sort of crude tiering solution that would be useful to
job-scheduling systems.


There is also a wish to improve how mbind()
performs memory migration.  Currently, bound memory will only be migrated if a
node is removed from the allowed set.  But if a process is set up for
interleaving, and a new node is added, there will be no migration to
rebalance the allocations.  That would be a nice feature to have, but
implementing it could be expensive, he said.  If it can be done, though, he
would like to see redistribution in the interleaved case — and the
configured weights should be applied when this happens.


Finally he asked whether memory policies should be integrated with control
groups.  That could be awkward, since memory policies are lockless, while
control groups are not.  Hocko was skeptical, saying that control groups
are all about hierarchies, and he does not see a way to define a reasonable
hierarchical policy.  Price said, though, that control-group integration
would ease the management of sets of policies, and simplify the handling of
migration.  But he acknowledged that this idea has not found any sort of
consensus; he will continue looking for solutions.
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The term "memory tiering" refers to the management of memory placement on
systems with multiple types of memory, each of which has its own
performance characteristics.  On such systems, poor placement can lead to
significantly worse performance.  A memory-management-track discussion at
the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit took yet another look at
tiering challenges with a focus on upcoming technologies that may simplify
(or complicate) the picture.

A quick note: this session mentioned future plans from a number of different
companies, and some participants were worried about revealing too much or
breaking non-disclosure agreements.  For this reason, it was requested that
this session be reported without naming the people involved or attributing
any statements.  Apologies for the forthcoming vagueness, but hopefully the
important parts get through.


The specific focus of this session was obtaining optimized placement on
systems with CXL memory
attached.  This memory is large and flexible in its use (it can, for
example, be moved from one server to another in some configurations) but,
since it is more distantly attached, it is also slower.  If, though, the
system can learn to use this memory properly and place the right data
there, there is a huge potential for both performance improvements and cost
savings.  Preferably, this would happen without the need for new,
specialized interfaces.  The kernel's tiering support should be useful for
all systems, and it should be extensible, since memory types will
change in the future.  The hope for the discussion was to reveal any
constraints in the memory-management subsystem that would impede this
support and to bring the developers working in this area together.



The trouble with NUMA balancing


The current approach to tiering is based on NUMA balancing — different
types of memory appear to be different (CPU-less) NUMA nodes, and the kernel
manages the placement of memory on each node.  The advantage is that the
kernel's NUMA-balancing code is ten years old at this point, and is
relatively mature.  Tiering support has been added more recently, with a
special mode that attempts to optimize memory placement.


The use of NUMA balancing for tiering is not ideal, though; it is too slow
in a number of ways.  Perhaps the biggest problem is page promotion.  It is
relatively easy for the kernel to notice data that is not seeing frequent
use and demote it to slower memory.  The promotion path — observing
frequent use of data on slow memory and moving it to a faster tier — is
harder.  Promotion needs to be fast; once a process starts using some data,
it tends to work on it for a while; if that data is not promoted
immediately, performance will suffer.


NUMA balancing uses a sliding-window technique, where memory is
access-protected and the resulting faults (on the pages that are actually
accessed) are noted.  This algorithm takes time and is not responsive
enough for the promotion case; performance will decay while pages are
waiting to be promoted.  NUMA balancing is also a system-wide task, but it
really needs to be job-wide, and should eventually be controlled with
memory control groups.  An additional challenge in making all of this work
is a lack of good benchmarks to measure the effectiveness of tiering
algorithms.


It was pointed out that one type of memory — that which is hosted on
peripheral devices like GPUs — is special in its own way.  Unmapping that
memory (prior to migrating it and mapping it in its new location) can stop
the device in its tracks and kill performance, so automatic tiering has to
be disabled on such systems.  The lack of device awareness in the kernel's
tiering mechanisms needs to be fixed.


One possible approach that was suggested was to focus on DAMON (which was
discussed earlier that day) as a flexible
way to implement tiering algorithms.  On the other hand, DAMON also feels a
bit like a separate memory-management subsystem, and it could be better to
keep this support in the core.


An upcoming change that should help with this task is that, in the future,
CXL controllers will allow the kernel to easily observe which pages are
being accessed.  That will be a fast source of truth, under the kernel's
control.  But it is not clear how that information can be used.  It seems
that either NUMA balancing or DAMON could be extended to take advantage of
CXL hot-page detection.  One developer said that hot-page detection looks
like many hardware-assistance features that promise to help, but where the
hardware developers always get it wrong and the problem still has to be
solved in software.


NUMA balancing was designed to converge on an optimal solution for a given
workload and not move a lot of data around.  That makes it hard to extend
to this case, where active migration of data is needed.  Trying to create a
complex policy that will work for all workloads is impossible, developers
said, so it will be necessary to make NUMA balancing more extensible — or
to use a different mechanism entirely.  It is important, one developer
suggested, to avoid conflating the mechanism for detecting hotness for the
one that moves pages; the two need to be firmly decoupled.



Possible solutions


Various ideas flew around the room.  A 2023
session had looked at the use of hardware performance counters for page
aging; perhaps that work could be extended here.  It seems, though, that
not all CPUs have performance-management units that provide the information
that is needed.  The multi-generational LRU
already contains several tiers internally that could be used to manage
tiering, but one developer said that experiments with LRU-based hot-page
detection did not work out as well as had been hoped.  It was also said
that "hot-page detection" should really be "hot-folio detection", and that
scanning should work better in general for larger folios.


One component of NUMA balancing is often called "workload follows memory";
if a task finds itself running far from its memory, it can be migrated to a
closer node.  That doesn't work for CXL, though, since CXL nodes have no
CPU, so tasks cannot be migrated there.  It was suggested that task
migration should be disabled in general, that balancing workloads across
CPUs is no longer relevant in our world.  Task migration can throw NUMA
systems out of balance, forcing the migration of memory to follow tasks
around.  Migration can also split communicating tasks apart from each
other.  Often, it was said, it is better to just leave the system alone.


This was, of course, a room full of memory-management developers; had
there been CPU-scheduler developers present, that assertion would likely
have been challenged.  Even in this crowd, one developer disagreed, saying
that the problem isn't task migration; instead, the CPU scheduler just
isn't being given enough information to make the best decisions.


There is, it seems, a need for some sort of "hot-memory abstraction" for
the kernel.  It could take advantage of "accessed" bits in the page tables,
performance-monitoring units, the upcoming CXL hot-page detection feature,
or any "future hardware innovation" that might be in the works.  Whatever
information is available should be brought in and provided in a single
interface.  It could be useful for more than tiering; NUMA balancing would
also benefit from better information.  One possible problem is that, while
tiering does not normally need to know which CPU is accessing data, NUMA
balancing depends heavily on that information.


Toward the end of the session, mechanisms for acting on this information
were discussed.  One possibility is to push as much of it to user space as
possible; the migration of memory will often require changes elsewhere in
the system (such as redirecting interrupts) that only user space can know
about anyway.  The kernel currently provides a memory.reclaim
knob to trigger reclaim; perhaps a memory.demote could be
provided as well?  Maybe there needs to be a kpromoted thread, or
perhaps that task should be handled by user space.


Memory promotion, it was said, should be done asynchronously, unlike how
NUMA migration is done.  Moving memory synchronously can create latency
blips that user space might notice; performing promotion asynchronously
would still be noticeable, but it would not stall an application in the
same way.


At the conclusion of the session, it was repeated that a proper solution in
this area could lead to "massive amounts" of money being saved, especially
in hyperscaler deployments.  A memory-tiering working group is being formed
to continue work in this area and to ensure that all of the known use cases
are handled.
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There are two fundamental levels of memory allocator in the Linux kernel:
the page allocator, which allocates memory in units of pages, and the slab
allocator, which allocates arbitrarily-sized chunks that are usually (but
not necessarily) smaller than a page.  The slab allocator is the one that
stands behind commonly used kernel functions like kmalloc().  At
the 2024 Linux
Storage, Filesystem, Memory Management, and BPF Summit, slab maintainer
Vlastimil Babka provided an update on recent changes at the slab level and
discussed the changes that are yet to come.

Once upon a time, the kernel contained three slab-allocator
implementations.  That number had dropped to two in the 6.4 release, when
the SLOB allocator (aimed at low-memory systems) was removed.  At the 2023 summit, Babka began, the decision had
been made to remove SLAB (one of the two general-purpose allocators),
leaving only SLUB in the kernel.  That removal happened in 6.8.  Kernel
developers now have greater freedom to improve SLUB without worrying about
breaking the others.  He thought that nobody was unhappy about this
removal, he said, until he saw the recent report from the Embedded Open Source Summit,
which contained some complaints.  Even there, though, the primary complaint
seemed to be that the removal had happened too quickly — even though he
thought it had taken too long.  Nobody seems to be clamoring to have SLAB
back, anyway.
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Last year, some concerns had been expressed that SLUB was slower than SLAB
for some workloads.  But now, nobody is working on addressing any remaining
problems.  David Rientjes said that Google is still working on
transitioning to SLUB; in the process it has turned up that using SLUB
resolves some jitter problems that had been observed with SLAB, so folks
there are happy with the change.


Babka said that he has been working on reducing the overhead created by the
accounting of kernel memory allocations in control groups; this cost shows
up in microbenchmarks, and "Linus is unhappy" about it.  There are some
improvements that are ready to go into 6.10, but there is more work to do.
Another area of slab development is heap-spraying defense; these patches are a bit
of a problem for him.  He can review them as memory-management changes, but
he lacks the expertise to judge the security aspect.


Work is being done on object caching with prefilling.  This feature would
maintain a per-CPU array of objects that users could opt into; they would
be able to prefill (preallocate) the objects prior to allocation so that
they are ready to go when needed.  That would be useful for objects
allocated in critical sections, for example.  The initial intended user is
the maple tree data structure, which is
currently bulk-allocating a worst-case number of objects before entering
critical sections, then returning the unused objects afterward.  The object
cache would eliminate that back-and-forth while ensuring that objects could
be allocated when needed.


Michal Hocko pointed out that the real problem that is driving this feature
is the combination of GFP_ATOMIC allocations with the
__GFP_NOFAIL flag; that combination is difficult for the kernel to
satisfy if memory is tight.  The allocator currently emits a warning when
it sees that combination; avoidance of it on the part of developers would
be appreciated, he said.  The prefilled object cache is one way of doing
that.  In the future, some sort of reservation mechanism may be added for
such situations as well.


Another problem exposed by the maple tree has to do with its practice of
freeing objects with kfree_rcu()
— an approach taken often in kernel code.  The problem is that memory freed
in this way is not immediately made available for other uses; it must wait
for an RCU grace period to pass first.  That can lead to an overflow of the
per-CPU arrays used by kfree_rcu(), causing flushing and, perhaps,
a quick refill starting the cycle all over again.  To complicate the issue
on Android, RCU callbacks are only run on some CPUs, which isn't useful for
processing the per-CPU arrays on the CPUs that don't run them.


The plan is to create a kfree_rcu() variant that puts objects in
an array and sets them aside to be freed as a whole.  Once that has
happened, the entire array can be put back into the pool and made available
to all CPUs.  This array is to be called a "sheaf"; it will be stored in a
per-node "barn".  One potential problem is that it may become necessary to
allocate a new sheaf while freeing objects; allocations in the freeing path
need to be avoided whenever possible.  The group talked about alternatives
for a while without coming to any conclusions.


Meanwhile, Babka is not satisfied with removing just SLOB and SLAB; next on
the target list is the special allocator
used by the BPF subsystem.  This allocator is intended to succeed in any
calling context, including in non-maskable interrupts (NMIs).  BPF maintainer
Alexei Starovoitov is evidently in favor of this removal if SLUB is able to
handle the same use cases.  The BPF allocator currently adds an llist_node
structure to allocated objects, making them larger; switching to SLUB would
eliminate that overhead.  It would also serve to make SLUB NMI-safe and
remove the need to maintain yet another allocator.


Babka would also like to integrate the objpool
allocator, which was added to the 6.7 kernel without any consultation
with the memory-management developers at all.  Finally, as the session ran
out of time, Babka mentioned the possibility of eventually integrating the
mempool subsystem (which is another way of preallocating objects).  The
SLUB allocator could set aside objects for all of the mempools in the
system, reducing the overhead as a whole.  That, though, looks like a topic
for discussion at the 2025 summit.
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The page
structure is a complicated beast, but some parts of it are more
intimidating than others.  The mapcount field is one of the
scarier parts.  It allegedly records the number of references to the page
in page tables, but, as David Hildenbrand described during the
memory-management track at the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit, things are more
complicated than that.  Few people truly understand the semantics of this
field, but the situation will hopefully get better over time.

There are a number of problems surrounding the page mapping count, starting
with the fact that a page-table mapping is only one way to create a
reference to a page.  Reference-tracking confusion has led to severe bugs in the past.  The adoption
of folios has, in the short term at least, made things worse in some ways
(while improving it in others), since
mappings can happen at both the folio and page levels.  Determining if a
folio is mapped can require iterating over the mapping counts of all the
pages it contains, which gets slower as folios get larger.  All of this
leads to a desire to clarify the use of mapping counts, and to eliminate
the use of page-level mapping counts whenever possible.


Hildenbrand started by referring back to "simpler times" when the kernel
maintained a simple, 31-bit map count for each page.  If that count was
zero, then the page was not mapped into user space; a count of one
indicated that there was a single user, while anything larger meant that
the page was shared.  But then the kernel added transparent huge pages, and
life got more complicated.  It was a natural evolution that led to flags
like PG_double_map,
which indicated that the page was mapped at both the page-table (PTE) and
page-middle-directory (PMD) levels — that it was mapped as both a base page
and a huge page, in other words.  There followed a whole series of
functions for handling the mapping count with names like page_trans_huge_map_swapcount().
Increasingly, nobody really understood what mapcount really meant. 
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That said, things have improved; the folio work has helped to straighten a
lot of things out.  The semantics of mapcount are "almost clear"
now, he said.  A count of zero means that a folio is not mapped; if it is greater
than zero, then mappings exist.  A count of one indicates an exclusive
mapping; a count greater than one says that the folio might be
mapped shared.  There is a function, folio_likely_mapped_shared(),
in linux-next that makes an "educated guess" as to whether a given folio is
shared.


Part of the objective here is to stop keeping track of mappings at the page
level; doing so requires fixing code that is using that
information.  The page_mapped()
function is easy to remove, and total_mapcount()
went away in 6.9.  page_mapcount()
is harder, since there is no direct translation to a folio function.
Instead, most of the users of page_mapcount() have been removed;
the last few call sites (including those in KSM and
khugepaged) 
 are going to be challenging to fix, though.


There are some other problems yet to be solved as well, he said.  Large
folios that are smaller than the PMD size cannot have PMD mappings, so they
only have PTE-level mappings.  That means maintaining the per-page map
counts in each page, which is expensive; the atomic operations on each page
add up.  Some other planned optimizations may make maintaining those
per-page counts impossible.  As a result, the kernel may not be able to
tell if a folio is mapped shared; it is also not possible to handle folios
that are larger than the PMD size.  That latter problem could perhaps be
addressed by adding a map count for each PMD entry covered by a folio, and
perhaps extending that solution to higher levels of the page-table
hierarchy as well.  That is not a pleasing solution and should be avoided
if possible, but it can be a backup if nobody comes up with anything
better.
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Hildenbrand put up a slide showing the various use cases for the mapping
count, both in the present and the future.  All is good for small folios,
he said, but it is hard to keep track of whether large folios are shared in
current kernels.  That situation is somewhat improved in the mm-stable tree
(which may have moved into the mainline for 6.10 by the time you read
this), but there is still work to be done.


One place where the shared status of a folio is important is in memory-use
accounting.  There are three different sizes used to describe a process's
memory use.  The resident-set size (RSS) is the number of pages that a
process has resident in memory at any given time.  The unique set size (USS)
only counts pages that are unique to the process, not counting the shared
pages.  The proportional set size (PSS) is calculated by dividing the
number of shared pages by the number of processes sharing them.  If a
process maps 100 pages shared with three others, its PSS will increase
by 25.


If a process maps a single page from a 16-page folio, all three set sizes
will grow by one page — 4KB.  That is wrong, Hildenbrand said, since the
full 16 pages are all in memory; the increase should be 64KB.  But
there is no way to get that result in the kernel currently.  On the other
hand, the current model works correctly if a folio is split.


Calculating these set sizes requires page_mapcount() to determine
if a page is shared and, if so, how widely it is shared.  In the absence of
a per-page map count, some other solution will have to be found.  One
possibility is to just use the folio mapping count, and to keep a count of
mapped pages at the PMD level.  For most other uses, including the USS
calculation, all that is really needed is to know whether a folio is mapped
exclusively or not.


Upcoming changes will cause the kernel to lose its ability to track the
number of pages mapped within a folio; that will result in charging a user
for an entire folio if any page is mapped.  It might also cause USS to be
too small if a folio is mapped with a combination of exclusive and mapped
pages, and PSS may lose precision.  It is not clear that this will be a big
problem; there will be a debugging option to allow developers to get a
better handle on the situation.


One potential problem for the future is an overflow of the page reference
count, which includes the map count but also any other types of reference
that a page might have.  Overflow is not seen as a problem for small folios
now; Matthew Wilcox pointed out that it would require a system with
terabytes of installed memory to even get close.  But large folios, with
more pages (and thus more reference counts to add up)  are a
different story, especially on 32-bit systems.  Michal Hocko suggested just
making the reference count a 64-bit quantity and seeing if anybody
complains.  Hildenbrand said that the kernel could also simply avoid
incrementing the reference count if the mapping count is greater than zero;
that would save some atomic operations as well.


By this point, time had run out.  As the session closed, it was pointed out
that some drivers use the mapcount field for their own purposes on
pages that are not otherwise mapped.  Wilcox suggested that such uses need
to be "excised from the kernel".
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The kernel stack is a scarce and tightly constrained resource; kernel
developers often have to go far out of their way to avoid using too much
stack space.  The size of the stack is also fixed, leading to situations
where it is too small for some code paths, while wastefully large for
others.  At the 2024 Linux Storage,
Filesystem, Memory Management, and BPF Summit, Pasha Tatashin proposed
making the kernel stack size dynamic, making more space available when
needed while saving memory overall.  This change is not as easy to
implement as it might seem, though.

Every thread has its own kernel stack, he began.  The size of each thread's
kernel stack was 8KB for a long time, and it is still that way on some
architectures, but it was increased to 16KB
on x86 systems in 2014.  That change, which was driven by stack overflows
experienced with subsystems like KVM and FUSE, makes every thread in the
system heavier.


Expanding the stack size to 16KB has not solved all of the problems,
though; kernel code is using more stack space in many contexts, he said.
I/O is becoming more complex, perf events are handled on the stack,
compilers are more aggressively inlining code, and so on.  Google has stuck
with 8KB stacks internally for memory efficiency, but is finding that to be
increasingly untenable, and will be moving to 16KB stacks.  That, he said,
is an expensive change, causing an increase in memory use measured in
petabytes.  There are applications that create millions of threads, each of
which pays the cost for the larger kernel stack, but 99% of those threads
never use more than 8KB of that space.
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Thus, he proposed making the kernel stack size dynamic; each thread would
start with a 4KB stack, which would be increased in response to a page
fault should that space be exhausted.  An initial implementation was posted
in March.

The proposed solution takes advantage of virtually mapped stacks, which make it
relatively easy to catch overflows.  A larger stack is allocated in the
kernel page tables, but only one 4KB page is mapped.  The result is a
significant speedup because the kernel does not have to find as much memory
for kernel stacks, and tests have shown a 70-75% savings in memory used for
the stacks.  That, he said, was from a "simple boot test"; tests with real
workloads would have shown a larger savings.


There is an interesting challenge associated with page faults for stack
access, though: page faults are also handled on the kernel stack, which has
just run out of space.  When a thread tries to access an unmapped page and
causes a page fault, the fault handler will try to save the current
processor state onto the kernel stack, which will cause a double fault.
The x86 architecture does not allow handling double faults; code is simply
supposed to abort and clean up when that happens.  If the kernel tries,
instead, to handle that fault and expand the stack, it is operating outside
of the rules defined by the architecture, and that tends not to lead to
good things.


Solutions to that problem seem to be expensive.  One idea, suggested by
Matthew Wilcox but also already present on Tatashin's slides, is to add an
expand_stack() function that would be called by subsystems that
know they will need more stack space.  It would map the extra space ahead
of its use, avoiding the double-fault situation.  Michal Hocko responded
that this solution seemed like a game of Whac-A-Mole, with
developers trying to guess where the stack might overflow.  But direct
reclaim, which can call filesystem or I/O-related functions with deep stack
use, can happen just about anywhere.  If that causes an overflow, the system
will panic.


A second possible solution, Tatashin said, would be to take advantage of
some of the kernel-hardening work to automatically grow the stack as
needed.  Specifically, he would like to use the STACKLEAK mechanism, which uses a GCC plugin
to inject stack-size checks into kernel functions as they are compiled.
That code could be enhanced to automatically grow the stack when usage
passes a threshold.  This solution adds almost no overhead to systems where
STACKLEAK is already in use — but it is rather more expensive if STACKLEAK
is not already enabled.


Finally, a third option would be to limit dynamic stacks to systems that
either do not save state to the stack on faults or that can handle double
faults.  Tatashin suggested that x86 systems with FRED
support might qualify, and 64-bit Arm systems as well.


Time for the session was running short as Hocko said that he liked the
second solution but wondered what the cost would actually be.  Tatashin
said that he has been working on reducing it; he has refactored the
STACKLEAK code to be more generic, so that it can be used for this purpose
without needing to include the hardening features.  A stack-frame size can
be set at build time, and the plugin will only insert checks for functions
that exceed that size.  David Hildenbrand said that this scheme could be
thwarted by a long chain of calls to small functions; Hocko said that would
make the feature less than fully reliable.  Tatashin answered that there is
probably at least one large function somewhere in any significant call
chain, but Hocko said that is not necessarily the case with direct reclaim.


Steve Rostedt said that, perhaps, the frame-size parameter could be set to
zero, causing the check be made at every function call; Tatashin answered
that, while he has not measured the overhead of the check, it would
certainly add up and be noticeable in that case.  The final suggestion of
the session came from Hocko, who said that perhaps the ftrace hooks
could be used instead of the STACKLEAK infrastructure, but Rostedt said
that option would be too expensive to be worth considering.
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Optimizing the kernel's memory use is made much easier if developers have
an accurate idea of how memory is being used, but the kernel's
instrumentation is not as good as it could be.  When Suren Baghdasaryan and
Kent Overstreet presented their
memory-allocation profiling work, which is meant to address this
shortcoming, at the 2023 Linux Storage, Filesystem, Memory Management, and
BPF Summit, their objective was uncontroversial but the proposed solution
ran into opposition that played out at length on the mailing lists (example)
over the last year.  So it may be a bit surprising that, when the two
returned to the memory-management track in the 2024 gathering, the
controversy was gone and the discussion focused on improving details of the
implementation.

As a review: the allocation-profiling work tracks all allocations of memory
in the kernel and maps them back to the code that performed the allocation.
It can be used to see where memory is being used and to track down memory
leaks.  The profiling, in turn, relies on code
tagging, which inserts special structures into the code allowing
locations to be identified.  Both features are new to the mainline kernel.
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Baghdasaryan started by saying that the patch set had been accepted into
the mm-stable tree and was poised to go upstream into the mainline (that
has since happened in the 6.10 merge window).  The discussion on whether
this code should be merged was over, so it was time to talk about what
comes next.


The main topic was reducing the memory and performance overhead of the
profiling mechanism.  If it is enabled, it consumes about 0.2% of the
system's total memory — enough to be concerned about.  It turns out that
almost all of that overhead is in the page_ext
structures used to hold the back pointer from a page of memory to the
tag identifying the code where it was allocated.  That pointer is used to
decrement the associated counters when the page is freed.  On the
performance side, allocation profiling makes page allocations 40% slower,
and has a smaller, 7% impact on slab allocations.


One way of reducing that overhead would be to pack the code-tag references,
of which there are 4-5,000 in the kernel.  With some care, there is no need
to use a 64-bit pointer for each.  Instead, the references could be made
smaller and, possibly, packed into the page flags, eliminating the need for
the page_ext structure and reducing the allocation overhead.  On
the other hand, this approach would introduce complications with loadable
modules, Baghdasaryan said.  The group then spent a while discussing
possible linker tricks to solve that problem without reaching any specific
conclusions.


Assuming the loadable-module problem can be solved, the
allocation-profiling code would store 16-bit references rather than 64-bit
ones, resulting in a 75% reduction in the memory used — for page
allocations.  The overhead for slab allocations actually increases
to 9.5%, though, suggesting that perhaps those references should not be
packed.  But if that 16-bit reference can be crammed into the page flags,
then the memory overhead goes away completely and the performance overhead
at allocation time goes from 40% to 7%.  Without this additional step,
he said, the packed references are not worth the extra complexity cost.


John Hubbard was the one to ask a question that was likely on the mind of
many of the developers in the room: is it really possible to find
16 free page flags to use for this purpose?  Page flags have long been in short supply, and developers have
had to fight hard to use even a single one
of them.  There was not a clear answer to that question.  Pasha Tatashin
suggested that perhaps fewer than 16 bits would suffice for 5,000
references.  There followed a winding discussion on the kernel
configurations used by various distributions, their effect on the
availability of page flags, and whether any of them could be changed, that
did not reach any specific conclusions
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Tatashin said that it would be nice to have the ability to selectively
enable and disable tags to, for example, avoid slowing down a critical
network driver while profiling allocations in an unrelated subsystem.  He
would also like to separate accounted and unaccounted allocations; the
latter, which are not charged to any specific process, represent pure
overhead imposed by the kernel.  Overstreet answered that the profiling
could show the allocation flags used along with other information, but also
asked whether it might not be better to just turn on accounting for all
allocations.  He acknowledged that accounting would have to be made cheaper
for that to be an option.


The allocation-profiling subsystem's path into the kernel was eased by the
dropping of a number of features that it had initially included.  Now the
developers would like to bring some of those back, Baghdasaryan said.
These include capturing more information about allocation context and
dynamic fault injection (which wasn't discussed in the session; this
feature allows allocation failures to be injected into specific code paths
to test error handling).  Some sort
of selection mechanism, as requested by Tatashin earlier, is also on the
list.  Overstreet closed the session by saying that interest in allocation
profiling (and code tags) is increasing, and that some interesting
uses that he had never thought of were emerging.  
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Brendan Jackman started his memory-management-track session at the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit by saying that, for some
years now, the kernel community has been stuck in a reactive posture with
regard to hardware vulnerabilities.  Each problem shows up with its own
scary name, and kernel developers find a way to mitigate it, usually losing
performance in the process.  Jackman said that it is time to take back the
initiative against these vulnerabilities by reconsidering the more
general use of address-space isolation.

In a typical exploit, he said, an attacker will start by carefully
mistraining a CPU's branch-prediction hardware.  Then, a call into the
kernel will cause speculative execution to take a wrong path; the erroneous
speculation will be mostly cleaned up when it becomes clear that it was
wrong, but not without leaving a secret behind somewhere.  The attacker
then recovers that secret and leaks it by way of some sort of covert
channel.



Keeping data unmapped
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The key to getting out of the reactive mode is the realization that
speculative execution cannot leak data that is not mapped at the time.
Thus, keeping sensitive data unmapped when it is not needed can mitigate a
number of known exploits — and those we don't yet know about as well.
Address-space isolation has been pursued by a number of developers over the
years; Jackman was there to talk about a specific patch set that was first
implemented for Hyper-V
in 2019, and which has been partially deployed at Google this year.  The
company plans to reach full deployment in the future, and intends to
maintain the work going forward.

This work was covered here in 2022; see
that article for details on this work (which has not been publicly posted
since then).  Jackman began a brief overview of this work by pointing out
that Linux uses address-space isolation now to keep much of the kernel
inaccessible (even via speculation) from user space; there are separate
page tables for user and kernel mode.  Keeping the kernel's address space
isolated from user space protects it from Meltdown vulnerabilities.


The proposed patch addresses Spectre vulnerabilities by providing
address-space isolation within the kernel.  It splits the kernel page table
into two: a "restricted" page table that only maps readily available
(nonsensitive) data, and an "unrestricted" table that maps all of the
kernel, including sensitive data.  The restricted table is active until
there is an actual need to access sensitive data; any attempt to do so will
cause a page fault, at which point the kernel will flush caches, perhaps
halt sibling processors, then continue with the unrestricted table.  That
switch is expensive, so the best performance will be had if most paths
through the kernel only access nonsensitive data.



This is, he said, a naive solution,
in that everything is either sensitive or not, with no shades of gray in
between.

Making it less naive involves adding a third level, called "local
nonsensitive" (this approach was already reflected in the 2022 patch set).
Data in this class can be leaked back to the calling process without ill
effect; it is, essentially, information that this process already has
access to.  But locally nonsensitive data should be protected from
any other process in the system.  In this mode, each process will have its
own set of restricted kernel page tables; it adds complication, so Jackman
would like to proceed without this aspect in the beginning, if possible.


He put up a performance chart showing that existing mitigations for Spectre
vulnerabilities have a significant performance cost.  With address-space
isolation in place and the other mitigations turned off, almost all of that
performance was regained and the system was still protected against
speculative vulnerabilities.  


There are, he said, some questions that need to be answered about this
work; the first of those is about how sensitivity of data is annotated.
There is a new set of GFP flags that are used at allocation time for that
purpose, Jackman said.  In the future, it might also be possible to
use the subsystem context more directly; perhaps everything touched by the
crypto layer should be seen as sensitive.  Eventually the desire will be to
figure out sensitivity at run time.


Even with allocation flags, there are two alternatives that need to be
considered, given the need to minimize the amount of restricted data in the
interest of better performance.  One would be to consider all allocations
to be sensitive unless they are specifically marked otherwise; that is, he
said, "the only competent security answer".  The other is to consider data
nonsensitive unless specifically marked as sensitive — "the only competent
performance answer".  In the end, he said, there are three objectives to
aim for: full mitigation, good performance, and reviewable patches.  The
community, somehow, has to pick which two of those it wants.


An audience member grumbled that all of this work is just a band-aid, that
the proper solution is to just keep sensitive data on a separate processor.
David Hildenbrand complained that the community is stuck writing code with
the assumption that the hardware is compromised.  That is the situation we
are in, but he worried that address-space isolation would make it easier
for hardware companies to just not care about speculative-execution
vulnerabilities.  Address-space isolation is designed around the idea that
speculative-execution bugs will always be severe, and that may end up
perpetuating that situation.  Jackman responded that he did not believe
that it is possible to create a CPU that is entirely free of this kind of
problem, so speculative vulnerabilities will be with us for a long time
regardless. 


He returned to his question of whether the initial version of this work
should start by emphasizing security or performance.  His instinct is to
prioritize security, then work on performance until it reaches a point
where people actually want to run it.  Until that happens, though, bad
performance is likely to inhibit testing of the patches.

As the session closed, Dan Williams pointed out that Spectre mitigations
like retpolines started by emphasizing
security, leaving performance for later.  That has worked out well, he
said; the community tends to be more motivated to innovate around
performance than security.  So, chances are, that is the tradeoff we are
likely to see when this patch series returns to the mailing lists.



Implementation details


The discussion was not finished at that point, though; Jackman was able to
schedule another slot the next day to get into a few of the details that he
was trying to resolve.  The core challenge, he said, is that the kernel has
to take pains to flush the translation lookaside buffer (TLB) as part of
the transition between the unrestricted and restricted modes to prevent use
of the TLB as a covert channel.  This flushing is expensive, so it should
not be done more often than is strictly necessary.


The most conservative approach, he said, would be to perform a flush every
time a page is freed; that would clearly slow things down considerably.  So
the current approach is to free pages in batches in a kernel thread, then
perform the flush once at the end.  A proper solution would look different,
but would require the kernel to remember the sensitivity of every free page
— whether it had been mapped into the restricted address space, in other
words.  Then, if an allocation request comes in, and the page used to
satisfy it was nonsensitive, there is no need to bother with a TLB flush
before returning a page.


Jackman was unsure of how to remember the previous sensitivity of free
pages, though.  One possibility might be to add a new migration type to
track it.  Another could be to add a new memory zone; this idea was met
with a resounding "no" from the room.


Michal Hocko asked how developers would request sensitive memory; the
answer is to use the new __GFP_SENSITIVE allocation flag.  Since
all of user-space memory is considered sensitive (the kernel has no way to
know which user pages actually contain sensitive data), that flag is folded
into GFP_USER and need not be added separately.  There is a new
page flag used to mark sensitive pages.  Jackman said that he hadn't
realized prior to the conference that adding new GFP flags is discouraged;
Hocko answered that those flags are in short supply, and that kernel code
tends to use them incorrectly in any case.


Jackman asked for alternative suggestions; Hocko mentioned the scoped
interface that is used to modify allocations performed from within the
filesystem and I/O paths.  Perhaps something similar could be done for
sensitive data; that could be better than annotating specific allocations,
he said.  There are a lot of allocation sites in the kernel, annotating
them all is not really feasible and the end result is sure to be incorrect.


As this session came to a close (for real, this time), Jackman noted that
some allocations must be marked as nonsensitive, regardless of the data to
be stored there.  Specifically, the kernel cannot take page faults around
the system-call entry path, so memory accessed then must be nonsensitive.
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Looking up a virtual memory area (VMA) in a process's address space, for
the handling of page faults or any of a number of other tasks, in
multi-threaded processes has long been bedeviled by lock contention in the
kernel.  As a result, developer gatherings have been subjected to many
sessions on how to improve the situation.  At the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, developers in the
memory-management track met, in a session led by Liam Howlett, to talk
about a situation that has improved considerably in recent times, but which
still offers opportunities for optimization.

Howlett began by referring back to a 2022
LSFMM+BPF session where Mel Gorman had suggested performing locking
during the VMA-walk process at the VMA level itself, rather than locking
the whole VMA tree.
At that level, Gorman
thought, the level of contention would be far less.  In current kernels,
Howlett said, that is what happens; the fault-handling code will first try
locking the VMA tree with the read-copy-update (RCU) read lock, only
falling back to the mmap_lock if it has to.  The VMA of interest
can be locked individually once it is located; after the fault is handled,
the code calls release_fault_lock(),
which will either drop the mmap_lock or the RCU lock as
appropriate.  It is not the most elegant solution, he said, but it does
hide the details nicely.
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With regard to performance, he noted that fault-handling actually got
slower in the kernels between 5.19 and 6.2 as this work began; distributors
were starting to get nervous, he said.  But then, in 6.4, the per-VMA locking work went in, and performance
doubled.  By the time 6.6 came around, fault handling was almost three
times better than it had been before the work began, a result that he called
"pretty awesome".


For code that needs to walk through the page tables in current kernels, he
said, the common pattern is to take the RCU read lock before locating the
specific VMA of interest.  Code can then call lock_vma_under_rcu()
to try to take the VMA-specific lock and ensure that the VMA does not go
away until the work is done.  That attempt could fail, though, so code has
to be prepared to fall back to mmap_lock in that case.  Page-fault
handling is trickier, though, especially for unpopulated, anonymous memory.
In that case, the code may need to examine the neighboring VMAs, and the
per-VMA lock won't cover them.  Locking multiple VMAs is a quick path to
deadlocks, so that is not really an option.  The userfaultfd()
subsystem adds its own special cases as well.


For anybody else writing code that works through the page tables, he said,
looking at the RCU-protected approach rather than taking the contended
mmap_lock would make sense.  There is still a need to work out the
best API for all of the use cases out there, though.


There is also a little problem in that the VMA tree is not atomic in the
absence of mmap_lock.  Holding the per-VMA lock will keep the VMA
from going away, but some changes may appear in intermediate states.  For
example, if an munmap()
call has to split a VMA, the splitting will become visible before the
unmapping does.  Matthew Wilcox said that developers need to better define
what is being promised; if you found the VMA under the RCU lock, the VMA
will continue to exist, but it might not still be a part of the process's
address space.  Suren Baghdasaryan added that some fields of the VMA,
including the file pointer, are not stable under RCU.


The discussion (and the first day) ended with a winding discussion on one
of the use cases driving this work: making /proc/pid/maps have less impact on the
system.  There are systems out there with a high-priority process doing
work, and a low-priority monitoring process that occasionally needs to read
that file.  If the low-priority process takes memory-management locks that
block the high-priority process, the result is the sort of priority
inversion that makes users unhappy.


Having /proc/pid/maps work under the RCU lock prevents that
sort of inversion, but at the cost that the VMA tree might change while the
file is being read.  The contents of that file can always be out of date
even in current kernels,
since the situation can change immediately after it is read, but now it
could also be internally inconsistent.  There was some debate over how much
of a problem that actually is.  There various suggestions of returning
sequence numbers that user space could use to detect this situation, or
detecting it in the kernel and retrying, perhaps taking the
mmap_lock after a few failures to ensure that the job gets done.
The session came to a close with no definitive conclusions.
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The kernel's hugetlbfs
subsystem was the first mechanism by which the kernel made huge pages
available to user space; it was added to the 2.5.46 development kernel in
2002.  While hugetlbfs remains useful, it is also viewed as a sort of
second memory-management subsystem that would be best unified with the rest
of the kernel.  At the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, Peter Xu raised the
question of what that unification would involve and what the first steps
might be.

In theory, the kernel's transparent huge page mechanism makes hugetlbfs
unnecessary.  There are, though, reasons for the longevity of hugetlbfs.
It allows huge pages to be reserved, so that they will remain available
even if system memory as a whole is fragmented.  It also implements
page-table sharing across multiple processes, which is not otherwise
available in Linux (a later LSFMM+BPF session talked about mshare(), which is meant to fill that
gap).  And, of course, software has been written using the hugetlbfs ABI,
so it must continue to be supported.



Consolidation


Xu began by saying that his objective was not to remove hugetlbfs, but to
consolidate it into the rest of the memory-management subsystem.  There are
11 different code paths that are specific to hugetlbfs; he thinks that can
be reduced to two or three.  Making hugetlbfs into an ordinary filesystem
is not a goal; doing so would likely increase complexity for little
benefit.
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Hugetlbfs, thus, will remain a "special", RAM-based filesystem.  It is, he
said, ancient stuff, much of which is aimed at use cases that may not even
exist anymore.  But developers are afraid to touch it.  Hugetlbfs is a
maintenance nightmare, inflicting its special code paths on the rest of the
kernel; users have requested new features, but they have been rejected out
of fear of increasing the complexity of the system.  So, he said, there is
no time like the present to deal with this problem.  Fortunately, the
large-folio work is making it easier to coalesce at least some of the
hugetlbfs code into the rest of the kernel.


Xu wondered whether this work should be done by creating a new, better
version of hugetlbfs, or by working to unify the existing code.  His feeling,
though, is that a new version would not be justified; there is no need for
any sort of ABI break, which would be the biggest reason to start over.
Unifying hugetlbfs means working with an ugly ABI implemented by ugly code,
but starting over would bring an entirely different kind of pain.


David Hildenbrand agreed that the hugetlbfs ABI is ugly; for him, though,
the biggest problem is all of the "if (hugetlbfs)" calls
sprinkled through the rest of the memory-management subsystem.  Many of
these tests are driven by alignment requirements.  Creating a new version
of hugetlbfs would be too much, he said, but there would be value in being
able to set a flag to remove some of the hugetlbfs restrictions; that would
make it possible to, for example, free half of a hugetlb folio.  Xu agreed
with that view.


Hildenbrand mentioned high-granularity
mapping as a proposed hugetlbfs enhancement that ended up being
rejected out of fear of adding more hugetlbfs-related complexity to the
memory-management subsystem.  Rather than add special-case exceptions like
that, he said, it would be better to just drop the hugetlbfs restrictions
everywhere.  Michal Hocko, though, asked the group to take a step back
and summarize the features that are actually needed.  Hugetlbfs came about
in a time when transparent huge pages didn't exist; perhaps it would be
better to make more use of transparent huge pages than to add more
hugetlbfs features.


Xu answered that the use of transparent huge pages has its own performance
impact; the realtime configuration disables it, for example.  There are
also use cases that insist on 1GB huge pages, and hugetlbfs is the only way
get them in current kernels.  He would, he said, be happy to see a proposal
based on transparent huge pages that addresses those concerns.



The 1GB page reservation


John Hubbard said that there are a lot of artificial-intelligence
applications out there that can benefit from huge pages; some of those
applications need huge pages badly, and so they use hugetlbfs.  Others can
just take advantage of the kernel's improving transparent huge page support
and get faster with no additional effort.  There are, he suspects, some
applications out there that have been well tuned and benefit from not
having to wait for the kernel to collapse their memory into transparent
huge pages.  Some applications will always need huge pages that are always
available.


A remote participant said that hugetlbfs is often most useful to allocate
memory for virtual machines; this use case really wants the 1GB guarantee
that hugetlbfs can provide.  In this case, the 1GB aspect is the only thing
that matters.  Another remote attendee said that the
high-granularity-mapping code was an attempt to add transparent huge page
features to hugetlbfs, but that it would be better to support 1GB huge
pages in the core memory-management subsystem than to add more hugetlbfs
features.


Jason Gunthorpe said that he would really like to see the hugetlbfs code
taken out of the core; after that, he doesn't care about any "craziness"
hidden within it.  Matthew Wilcox said that the biggest problem is the
hugetlbfs page-table walker, which has a lot of special cases and needs to
be gotten rid of, somehow.


Xu tried to reach a sort of conclusion by saying that there is still sense
in having a separate allocator that can provide the guarantees that some
applications need.  But, he said, if he cannot implement high-granularity
mappings on top of that allocator, he will lose a lot of his motivation to
do this work.  Hildenbrand said that, if this work is done right,
high-granularity mappings should just come naturally.


Xu continued, saying that anybody who wants partial mappings in hugetlbfs
should go ahead and post a patch; it will be interesting to see how that
works with the 1GB-page allocator.  There is still a need for a better
interface to consume hugetlbfs pages, though.  Gunthorpe said that memfd is that interface; it just needs to be
taught how to reach into hugetlbfs, which could provide a single
reservation for all users needing 1GB pages.  Hildenbrand said that plans
for guest_memfd() need a number of the
proposed features, including partial mappings and high-granularity mapping.
Gunthorpe added that there is merit in separating the various hugetlbfs
components; the 1GB page pool is generally useful and should be a separate
feature.  In general, users want the reservation feature, but would rather
do without a "screwy ABI".  Accessing the reservation with an
mmap() flag would be nice, he said.


Dan Williams read a suggestion from the online chat: hugetlbfs should be
removed and reimplemented as an fallocate()
option on the tmpfs filesystem.  Xu said that, in that case, the challenge
would be getting users to move over; a deprecation process would be needed.
Another participant said that adding hugetlbfs features to tmpfs would
require unifying the page-table walker.


Gunthorpe said that, once features become available in the core
memory-management subsystem, everything else just falls into place.  A new
ABI could then be simply implemented as a memfd ioctl() call
providing access to the 1GB-page reservation.  Hocko, though, said that
pushing users away from hugetlbfs would take 15 to 20 years; it is
better to just leave it in place, clean up its internals, and make them
usable elsewhere.


For 1GB pages, Xu said, the mechanism is already in place; all that is
needed is to expose a better ABI for it.  Hildenbrand suggested, again,
simply dropping the restrictions on hugetlbfs pages, allowing 1GB huge
pages to be mapped as needed.  Xu continued that existing users do not see
the hugetlbfs ABI as ugly; they are happily using it.  The
memory-management developers, instead, are not happy with it; is that a
sufficient reason to introduce a new ABI?


As this (two-slot) session ran out of time, Hildenbrand mentioned the
strange semantics that hugetlbfs imposes on MAP_PRIVATE mappings.
Among other things, that makes it impossible to insert a uprobe or a
breakpoint in a hugetlbfs 1GB page.  He said that it was clear that Xu
would have to clean up the page-table walker, but that the kernel would
have to continue to provide hugetlbfs as it is, since there are users out
there.



The next steps


The discussion was not done, though; another slot was scheduled later in
the day.  Xu got more deeply into the details, saying that, in his first
attempt, he was trying to clean up the get_user_pages() code path
(which is the way that the kernel maps user-space pages).  After some work,
that project was mostly successful; patches
have been posted and since merged for the 6.10 release.


There are numerous challenges remaining, though.  One of those is the
"hugepd" mechanism used by the PowerPC architecture to handle huge pages.
Hugepd is imposed by that architecture's special page-table requirements,
but it can evidently be gotten out of the way for huge pages, simplifying
the unification of the code.  Christophe Leroy has posted a
patch set doing that work; Xu would like some help reviewing it.


Huge pages can be represented in three ways in the kernel, he said.  They
can be a huge mapping as defined by the architecture (a PMD-level mapping,
for example), the "cont-pte" format (where the huge page is mapped as base
pages, but with a special flag set to tell the CPU that a group of
physically contiguous pages exists — see this
article), and the PowerPC hugepd format.  The page-table-walker ABI
supports only the first two of them.  Unification requires adding generic
support for hugepd, or just removing it; the latter approach is the
direction taken by Leroy's patch set, but it needs to be extended to remove
hugepd completely.


A generic page-table walker that handles all cases would be an elegant
solution, he said, if it could be achieved.  Wilcox said that work needs to
be done to make page-table walkers easier to write, starting with figuring
out what all the needs are.  Gunthorpe agreed, noting that the kernel is
full of duplicated page-table-walking code.  It would be good to abstract
out the details to create a generic ABI; Wilcox said he was tempted to just
try it.


Xu asked the group if there was a need to support P4D huge pages; these are
mapped one page-table-level higher than 1GB pages, and are 512GB in size.
Wilcox said that 512GB pages would be ridiculous, with no practical use;
the consensus in the room was that there was no need to support that size
anytime soon.


As time (once again) ran low, Xu said that it may never be possible to
unify all of the hugetlbfs paths in the kernel; he may have to just give up
on some of them.  Page-fault handling and PMD-level page-table sharing may
be cases in point.  There are some hugetlbfs quirks to work around. For
example, a read on a MAP_PRIVATE page does not result in a
page-cache entry; instead, it creates a read-only anonymous page.  It makes
no sense to port features like this to generic code, he said.


Wilcox agreed that there was no problem with not unifying quirks like that;
they don't affect other users of the system.  The PMD-sharing problem is
better solved with mshare().  Perhaps the page-table sharing
supported by hugetlbfs could eventually be dropped, he said.

Xu concluded by listing a set of paths that he intends to address in the
near future.  These included page-table walking, handling userfaultfd()
faults, mprotect(),
mremap(),
fork(),
and more.  Some of those, he noted, would be difficult.  The session ended
with Wilcox expressing his thanks to Xu for addressing this "long overdue"
problem.
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The problem of sharing page tables across processes has been discussed
numerous times over the years, Khalid Aziz said at the beginning of his 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit session on the topic.  He
was there to, once again, talk about the proposed mshare() system call (which, in its
current form, is no longer actually a system call but the feature still
goes by that name) and to see what can be done to finally get it into the
mainline.

Threads, he said, naturally share page tables, but independent processes do
not.  An individual page-table entry (PTE — mapping a single page) is
small, but a process's page tables contain many PTEs and can add up to a
significant amount of memory use.  The problem is exacerbated when many
processes share the same memory region; each of those processes will have
its own full set of page tables for that region.  He mentioned a case of a large,
well-provisioned database server that had 1,500 processes all sharing the
same memory area; the resulting page-table overhead was larger than the
size of the shared region and ran the system entirely out of memory.
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To avoid this kind of problem (and to put that memory to better use), Aziz
would like to bring thread-like page-table sharing to processes; that is
the purpose of mshare(), which was
originally created by Matthew Wilcox.  It provides an opt-in mechanism by
which a process can inform the kernel that it wants to share the page
tables for a given region; the kernel then makes it possible for other
processes to map that region.  Since page tables are shared, page
protections are also shared, a fact that application developers need to
keep in mind.  Pasha Tatashin pointed out that, when page tables are shared, the
virtual address must also be shared — the region must be mapped at the same
address in all processes.


The first version of the mshare() patches was posted
in January 2022; it was then discussed at LSFMM+BPF that year, resulting in
some significant changes.  The system call was renamed to
ptshare() then, but Aziz would now like to move forward with
mshare(), which has been redesigned around the filesystem-based msharefs concept rather than as a new system
call.


To use this feature, Aziz continued, the first step is to mount the
msharefs filesystem.  A process will then create a file on that filesystem
and map it as MAP_SHARED.  The fact that the file lives in this
special filesystem is the indication to the kernel that the creating
process wants to share the page tables for that region with others.  Those
others can open the file, and read this structure from it:




    struct mshare_info {
    	unsigned long start;
	unsigned long size;
    };



The start and size values can then be used by the new
process to map the region at the correct location.


The kernel maintains an mm_struct
structure for each process, describing its address space.  Use of
msharefs causes the creation of a separate mm_struct, independent
of any process, to describe the shared region.  The kernel, running in the
context of the creating process, will
end up copying the relevant virtual memory areas (VMAs) over to the new
mm_struct; its original VMAs will be marked with a special flag
pointing to the new mm_struct.


David Hildenbrand asserted that msharefs needed to identify the new VMAs as
a sort of special container that would prohibit use with features like userfaultfd(),
but others objected to that idea.  There is no reason, Wilcox said, that
these VMAs cannot be used with userfaultfd(), just like memory
shared between threads can be used there.


Michal Hocko asked how the shared memory, which has no owning process, is
accounted for in control groups; Aziz admitted that accounting was "a
little complication" that has not been fully solidified yet.  Hocko said
that it was important for the kernel to be able to find all of the
processes mapping the region and kill them in out-of-memory situations;
msharefs cannot be merged without this ability, he said.  He added that
basic memory accounting also matters; which process is charged when a new
page is allocated in response to a fault?  Shakeel Butt said that the
kernel has no good solution for the accounting of shared memory in general,
currently; memory is simply charged to the process that faults it in first.


Another complication, evidently, is that potential users of this feature
want the creating process to exit.  Hildenbrand, though, said that the page
tables should be torn down when the original process goes away.  That
process should also be the one that is charged for the shared memory
solving the control-group problem.  Wilcox worried, though, that keeping the
original process around would be an easy way to create unkillable
processes.


The final topic covered was locking; Jason Gunthorpe was concerned that it
would now be necessary to take two independent mmap_lock locks
(one in each mm_struct) to
make changes to the VMA tree.  Wilcox said that there is only a single
level of lock nesting, in a well-defined order, so there can be no cycles
(and thus no deadlock worries).  Hildenbrand said that most page-table
walkers should simply refuse to deal with the special mm_struct,
but Gunthorpe said that get_user_pages() needs to work, and that
opens a whole can of worms.  There are other use cases out there as well,
he said.  As the session ended, Hildenbrand suggested special-casing things
as much as possible, and not trying to do complex things around this
strange mechanism initially.
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For every page of memory in the system, the kernel maintains a set of page
flags describing how the page is used and various aspects of its current
state.  Space for page flags has been in chronic short supply, leading to a desire to
eliminate or consolidate them whenever possible.  That objective, though,
is hampered by the fact that the purpose of many page flags is not well
understood.  In a memory-management-track session at the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, Matthew Wilcox set out to
cooperatively update the page-flag documentation to improve that situation.

Wilcox had no presentation to give; instead, he put up an editor window
containing a new documentation file for page flags, then told the audience
"shout at me, I'll write it down".  The first flag to be covered was
Locked; the text that resulted was:




	This flag is per-folio.  If you attempt to lock a page, you will
	lock the entire folio.  The folio lock is used for many purposes.
	In the page cache, folios are locked before reads are started and
	unlocked once the read has completed.  The folio is also locked
	before writeback starts; see the writeback flag for more detail.
	The truncation path takes the folio lock, and folios are also
	locked while being inserted into page tables in order to prevent
	races between truncation and page fault.



These semantics, Wilcox said, are why the lockdep locking checker does not
work with this flag; it is taken and released in different contexts, which
lockdep cannot handle.


The next flag was Writeback, which ended up being described as:




	Per-folio.
	This is kind of a lock.
	We downgrade to it having taken the lock [Locked] flag.
	Released after writeback completes, but lock flag may be released any time
	after writeback flag set.  Depends on filesystem whether needs to do more
	between.
	We can wait for writeback to complete by waiting on this flag.
	Folio put to tail of LRU for faster reclaim.
	
	Can prevent tearing write is filesystem needs stable folios.
	Truncate will wait for flag to clear.




Clearly, there is some editing work yet to be done.


For the Dirty flag, the result was:




	Also set during buffered IO.  Referenced first time, accessed
  	second time.  Used during reclaim to determine disposition
  	(activate, reclaim, etc). At least one byte of the folio contents is
  	newer than on disk and the writeback flag is not yet set. Folios may
  	be both dirty and not uptodate. Lazyfree pages can drop the dirty
  	bit.  Dirty flag clear for file folios when we start writeback.
	Set
  	dirty flag when removed from swapcache.  If already dirty, folios can
  	be mapped writable without notifying filesystem.  Complicated
  	interfaces to set, easy to get wrong.



Jason Gunthorpe added that there are a lot of users of
get_user_pages() that set this flag; all of them are wrong.


For Uptodate: "Every byte of the folio contents is at least as
new as the contents of disk.  Implicit write barrier".  In the room, it
was suggested that some filesystems clear this bit when writeback fails,
but others thought that perhaps this behavior had been removed.


For the LRU flag, all that was said was: "Folio has been added
to the LRU and is no longer in percpu folio_batch".  The Head
flag was described equally tersely as: "This folio is a large folio.  It
is not set on order-0 folios".  The Waiters flag means:
"Page has waiters, check its waitqueue.  Only used by core code.  Don't
touch".  For the Active flag: "On the active LRU list.  Can
be set in advance to tell kernel to put it on the right list".


When it came to Workingset, it seemed that nobody really knows
what this flag means.  Wilcox wrote down:




	Set on folios in pagecache once readahead pages actually accessed.
	Set on LRU pages that were activated have been deactivated, treat
	refault as thrashing.  Refault handler also sets it on folios that
	were hot before reclaimed used by PSI computation.



The Referenced flag means:




	Per-folio flag.  At least one page table entry has a accessed bit
	set for this folio. We set this during scan.  Also set during
	buffered IO.  Referenced first time, accessed second time.  Used
	during reclaim to determine disposition (activate, reclaim, etc).



The flag named Owner_Priv_1 was described as: "Owner use. If
pagecache, fs may use Used as Checked flag by many filesystems.  Used as
SwapBacked flag by swap code".  The final flag discussed in the session
was Arch_1, with this result:




	Many different uses depending on architecture.  Often used as a
	"dcache clean" or, confusingly as "dcache dirty".  Check with your
	architecture.
	
	s390 uses it for basically everything.
	

	Historically was used on a per page basis.  Think we've eliminated all
	per-page uses now so should only be set on folios.




After the session, Wilcox posted the
result on the linux-mm mailing list, where there have been a couple of
follow-on comments.  Whether this kind of whole-room documentation
authoring will (or should) catch on remains to be seen; the information
that was captured is more than was available before, but one might be
forgiven for concluding that the use of these flags remains obscure for
almost everybody.
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Compute
Express Link (CXL) is a data-center-oriented memory solution that,
according to some in the industry, will yield large cost savings and
performance improvements.  Others are more skeptical.  At the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, two sessions covered CXL
and how it will be supported in future kernels.



CXL development


The first session, led by Adam Manzanares, covered the kernel's support for
CXL in general.  He started by saying that CXL is often mentioned in
connection with memory tiering, but there is more to it than that.  He
would like to see more attention given to some of the other CXL-related
code, such as the driver layer.  CXL development is using the
kernel.org patchwork server now, so it is easy for interested
developers to see where the work stands.
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Manzanares would especially like some help from developers with an
understanding of the PCI bus.  CXL, he said, is a bit of an awkward fit
with the PCI core, so some effort is needed to make the pieces work well together.
He is also interested in reliability, availability, and serviceability
(RAS) issues, and would like to talk with developers from other subsystems
with experience in dealing with memory errors.  Having a memory controller
on a device complicates things, he said.  He wondered why the CXL code does
its own event handling rather than using the existing error detection and
correction (EDAC) code.


Dan Williams answered that EDAC was invented to abstract the information
about the memory controller; CXL is a standardization of that abstraction.
So, in the future, the kernel will only need to understand CXL rather than
EDAC; and other vendors will find themselves having to make their devices
look more like CXL.  He has been working on translating CXL events into the
EDAC subsystem, which RAS
Daemon, which is used to collect and report on error notifications,
knows how to deal with.  RAS Daemon may be a legacy tool, but there is
value in its ability to handle errors; there is, however, no desire to
modify it to handle a new interface.


Hannes Reinecke pointed out that RAS Daemon is running in memory;
what happens if a memory problem affects it?  Williams answered that "if
it kills the daemon, you lose".  The result of the killing of the RAS
Daemon will be a machine-check error, Manzanares said.


Williams said that there is ongoing work in defining a new scrub subsystem
that is designed to proactively find memory problems.  There is always a
tradeoff between scrubbing frequency and performance. Both ACPI and CXL
have mechanisms to handle scrubbing; EDAC does too.  There are a lot of
people independently solving the same problems, he said; it would be better
if they worked together.


Turning to benchmarks, Manzanares said that it would be good to have a
general agreement on a few workloads to run for performance measurements.
Since he works for a CXL vendor, he said, he might not be the best person
to be doing benchmarking; end users are better suited to that sort of
task.  The Open Compute Project
might be a good home for this work; the newly formed tiering
working group might be another.  Williams echoed the need for good
benchmarks; touching the memory-management code is hard, and
developers never know when they are regressing somebody's workload.


The session concluded with a note that CXL is moving quickly.  Hardware is
currently hard to get, which does not make life easier for developers who
are trying to support it.  It would be good, Manzanares said, to have a
central site where developers could report information about specific
devices.



CXL compression


Normally, CXL memory is thought of as being voluminous and cheap, but with
higher latency than normal DRAM.  There is potential for other types of CXL
memory as well, though.  Presenting remotely, Yiannis Nikolakopoulos
described the use of compression within CXL devices and how it might work
with Linux.


In a conventional tiered layout, the top tier of memory lives in the host,
while a lower tier is stored on a CXL device.  The "densemem" concept
extends that design by adding yet another CXL box, adding a third tier to
the system.  The address space on that box is oversubscribed — the box claims to
have more memory than is actually installed.  When data is written to that
memory, it is compressed by the densemem box and mapped accordingly.  The
host is charged with managing this space and reacting to notifications
about capacity changes; it can configure the size of the address space and
the oversubscription factor.


Making this work requires the addition of a "backpressure" API that will
inform the host about how much free space actually remains on the device.
There are four watermark levels that can be established, and the host will
be interrupted whenever usage passes one of them.  The host can respond by
delaying writes, but it can also take actions like changing the compression
algorithm for better (but presumably slower) compression.  The host can
also defragment the device, or simply free memory.


Most of the upstream support for this hardware will run in user space, but
there will be some kernel components too.  Nikolakopoulos is working on a
driver to expose the control knobs and give user space control over the
device.


Davidlohr Bueso asked why developers should care about compression; it
seemed to him to be a way to add latency to a technology that is already
slow.  Manzanares answered that compression is in the Open Compute Project
specification; it is a desired feature, and it is not up to the kernel
community to fight it.  It is, in the end, a cost-saving measure, he said.


David Hildenbrand said that the only reasonable use for densemem is zswap; the
kernel could be configured to use it while avoiding the overhead of
page structures.  The kernel would not have to manage the
compression, it could just swap to the device.  Williams agreed that it
would be like zswap, but it could provide an additional advantage: since it
is directly addressable, there would be no need to swap data back in to
access it.


Matthew Wilcox repeated the complaint that CXL already has high latency,
and that compression will make it worse.  Williams answered that densemem
is intended for cold memory; it is better to move that memory there than to
swap it out to disk.  Wilcox said that the PCI bus is intended for storage,
not memory access; he agreed that using PCI-attached CXL memory as a swap
device might be workable, though.


The session wound down at that point with Williams asking CXL vendors for a
couple of features from this technology.  One current problem is the lack
of a good promotion signal — an indication that memory is being accessed
and should be moved to faster storage.  He also requested an interface to
identify the least-compressible pages stored on the device; those could be
migrated back to faster memory to free space on the densemem device.
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The term "memory model" is used in a couple of ways within the kernel.
Perhaps the more obscure meaning is the memory-management subsystem's view
of how physical memory is organized on a given system.  A proper
representation of physical memory will be more efficient in terms of memory
and CPU use.  Since hardware comes in numerous variations, the kernel
supports a number of memory models to match; see this article for details.  At the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, Oscar Salvador,
presenting remotely, made the case for removing one of those models.

The SPARSEMEM model, he said, is suited to systems with sparse memory —
systems with large gaps in the physical address space.  The newer
SPARSEMEM_VMEMAP model also works on such systems; it makes life
easier for the higher layers by virtually mapping physical memory in a way
that makes it appear contiguous.  Salvador said that
the time for SPARSEMEM has passed, and that it was time to consider
removing it in favor of using SPARSEMEM_VMEMAP instead.


Michal Hocko immediately asked what the motivation was for the removal of
SPARSEMEM.  Salvador answered that it duplicates a lot of functionality
with SPARSEMEM_VMEMAP.  When the latter was initially introduced,
developers did not convert all SPARSEMEM systems out of concern for the
extra memory used for the virtual mapping.  SPARSEMEM_VMEMAP also simply
will not work on systems where the amount of physical memory exceeds the
virtual address space.  These concerns have abated in recent years, so a
complete conversion to SPARSEMEM_VMEMAP can be considered; it would allow
the removal of a fair amount of code.


A participant agreed that the four architectures that only support
SPARSEMEM — arm, mips, parisc, and sh — could be converted to
SPARSEMEM_VMEMAP, though parisc might be better served with the simpler
FLATMEM model.  David Hildenbrand worried, though, that SPARSEMEM_VMEMAP
could still be a problem for 32-bit architectures, which have limited
virtual address spaces.  Perhaps, he said, SPARSEMEM support could be
dropped entirely for 32-bit systems; memory hotplugging, which had been one
of the motivations for SPARSEMEM in the first place, is no longer supported
there.  Mike Rapoport, though, said that 32-bit Arm systems use SPARSEMEM
to represent widely spread memory banks, a usage that is not related to
hotplugging.  Switching those systems to FLATMEM would require a lot of
virtual address space that would have to come from the (already tight)
vmalloc area.


Hocko asked what problems are caused by SPARSEMEM; one of them, it seems is
that SPARSEMEM complicates the addition of new hotplug features.  He
suggested just dropping hotplug support from SPARSEMEM, and not adding new
features to it in general.  Salvador, though, made it clear that he would
rather remove the model entirely.


Rapoport said that Arm systems can support a "sparse FLATMEM" model that
would allow them to reduce the address-space usage; perhaps the other
32-bit architectures could do the same.  That is a question that the
various architecture maintainers would have to answer.


Hocko concluded the session by saying that the removal could be a nice
thing to try, since it would take out a lot of code.  The first step would
be to simply disable hotplug in the SPARSEMEM model.  After that, it will
be a matter of talking to architecture maintainers, trying to get each to
move away from it.
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Almost immediately after the merging of control
groups, kernel developers set their sights on reimplementing them
properly.  The second version of the control-group API started trickling
into the kernel around the 3.16 release in 2014 and users have long since
been encouraged to migrate, but support for (and users of) the initial API
remain.  At the 2024
Linux Storage, Filesystem, Memory-Management and BPF Summit,
memory-management developers discussed whether (and when) it might be
possible to remove the version-1 memory controller.  The session was led by
Shakeel Butt and (participating remotely) Roman Gushchin.


Deprecation process


The first step toward an eventual deprecation is to move the version-1 code
into a separate file with its own configuration option.  That option would
also control the presence of some internal structure fields.  Michal Hocko
immediately suggested making the old version disabled by default; if it
remains enabled, he said, the community will never manage to get rid of it.
There are, he said, two classes of users for the old interface: intentional
users who have a reason to stick with it, and accidental users who are
unaware that a better interface exists.  Disabling the old interface will
motivate the second group to migrate away from it.
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Most distributions, Butt continued, are using systemd these days, so they
could easily handle a deprecation of the old interface.  Hocko cautioned,
though, that there are a lot of containers out there stuck on
version 1 that nobody has ever bothered to fix.  David Hildenbrand
said that there was no need to worry about distributions; they will enable
this option if it is needed.  Gushchin said that, if the option is disabled by
default, kernel developers will have to pay special attention to avoid
breaking it while making changes elsewhere.


The proposed deprecation process, once the code separation is done,
involves adding a warning to be emitted when the old interface is used;
that code would be backported to the stable kernels as well.  The next step
is "wait a while", defined as two or three long-term-support cycles
(referring to the long-term stable kernels, which have a one-year cycle).
After that, the interface would remain, but it would not actually do
anything; the code behind it would be removed.


Hocko worried that, no matter how long the warning period is, it would not
be enough.  He also said that turning the interface into a no-op is a risky
approach that could cause systems to fail silently.  Rather that do that,
he suggested just setting the version 1 code aside and letting it
slowly decay.  David Rientjes said that this is the real point: how should
features be deprecated?  It is necessary to make users take some manual
action to continue using the deprecated feature, or it will never go away;
he suggested adding a sysctl knob to enable the old interface.


A participant pointed out that there are still features provided by the old
interface that are unavailable in version 2.  At the top of the list
was combined accounting of memory and swap usage; without that, he said,
applications simply cannot know how much swap space they need.  Gushchin
said that there are a number of version-1 features that are no longer used,
and that not all features are equally important.  The best approach might
be to deprecate only those features; that would reduce the pressure to get
rid of the rest.



Features specific to version 1


That led to a discussion of specific version-1 features, most of which are
tersely described in this
document.  The first on the chopping block was the
move_charge_at_immigrate knob, which controls how accounting for
memory is done.  A deprecation warning was added in the 6.3 kernel and
backported to older ones; should it be turned into a no-op this year?
Hocko again wondered if that was the right approach, saying that it might
be better to simply fail if somebody tries to use that knob.  One way or
the other, it was agreed that this feature makes maintenance of the memory
controller harder and should be removed.


Then, there is TCP memory accounting, which is controlled by four knobs.
This is a separate, opt-in accounting feature.  Butt made the claim that
nobody is using TCP memory accounting, its performance is terrible, and
that the version-2 implementation is far better.  Nobody disagreed
with that assessment.  This set of knobs should be relatively easy to
remove; the group agreed to start the deprecation process for them.


Next is soft limits, which are controlled by the
soft_limit_in_bytes knob.  The old version is broken (and
disabled) for systems using realtime preemption.  The version-2 API
has better-defined semantics, and provides both best-effort and hard
protections.  Nobody objected to the removal of this feature either.


The failcnt interfaces can be read to see how many times a given
control group has run into its limits; they are not exposed in the
version-2 interface, and it is not clear that anybody is using them.
It would be easy to add failcnt to version 2, but there
should be a use case defined first.  Hocko said that this feature is not
useful, but it is almost free to support and not worth the trouble to
remove.


There are a number of notification variables (including
usage_in_bytes and oom_control) that notify a registered
user when usage goes above a given threshold. They are disabled for
realtime, and are not useful for driving the behavior of a process since
notification happens before reclaim.  But, evidently, Google uses them
internally for job control and exposes them to workloads there.  This
functionality could be had with BPF, but applications would have to
explicitly migrate over to that approach.


The oom_control knob also allows  disabling the out-of-memory
(OOM) killer and reading its status.  Its presence enables the creation of
user-space OOM killers.  The new API provides some of this functionality
via the memory.events knob, but does not give a way to disable the
OOM killer.  The version 2 memory.high knob (documented
here) can be used to similar effect, though perhaps less reliably.
Johannes Weiner said that Meta is using it that way, and it works;
evidently Android also uses memory.high for this purpose.


Hocko said that the oom_control knob has been broken for years.
It only controls OOM handling in the page-fault path.  It is not
a big deal to support, he said, since the overhead is small, but nothing
like it should be provided in the version 2 API.  There is a
need for better control over the OOM killer, he said; perhaps
that could be provided as a hook for a BPF program.  That approach would
allow controlling the OOM killer globally as well.


The next version 1 feature considered was memory-pressure notifications.
This feature is not reliable, it assumes that there is reclaimable memory,
which might not be the case.  Unfortunately, the network-memory-pressure
notification has leaked into the version 2 interface.  The pressure-stall information API is sufficient
for most use cases, but there does need to be an alternative for
network-memory pressure in particular.


Toward the end of the session, attention turned to the combined accounting
of memory and swap usage.  This feature has been an area of concern for
some time; it was discussed at the 2018
summit.  Google is still using this feature, though, and there does not
seem to be a way to create a good replacement.  Hocko said that he hoped
Google would eventually move to the version 2 interface for the "great
features" it provides, and will find a way to move to a newer swap model in
the process.  There was a suggestion for a "-google" mount option
for the cgroupfs filesystem
to make this feature appear in version 2, but Hocko said that would
cause it to never go away.


The final knob discussed was swappiness, which controls the
relative attention paid by the reclaim mechanism to anonymous and
file-backed pages.  Hocko said that users complain that the knob doesn't
work; it can be changed, but the changes do not propagate through the
control-group hierarchy, creating confusion.  He would rather not see that
confusion repeated in the version 2 interface.  Weiner disagreed,
though, saying that it is possible to define good hierarchical semantics
for swappiness.  Before proceeding, though, it will be necessary
to define the use cases for this knob.
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The original Linux kernel, posted in 1991, ran on a system with a 4KB page
size.  Over 30 years later, most of us are still running on systems
with 4KB pages, even though the amount of installed memory has grown by a
few orders of magnitude.  It is generally accepted that using large page
sizes results in better performance for most applications, but allocating
larger pages is often difficult.  During a memory-management session at the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, Yu Zhao presented his
ideas on improving the allocation of huge pages in the kernel.

It is worth noting that this session was focused on a patch set that was examined here in March.  Zhao did not go
deeply into the details of how his improved allocator works in the session;
reading that article now could provide some useful background.
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Zhao started by saying that "some CPU vendor" is planning to drop 4KB pages
entirely within the next decade.  MacOS on Arm systems uses 16KB pages now,
and Google is experimenting with 16KB pages on Android.  He made the
proposition that 4KB pages are suboptimal for modern user space, but the
problem remains that some architectures do not support any other size.
Additionally, changing the base-page size is an ABI break that can cause
problems for some applications.


Thus, he said, "a forward-looking operating system would offer the
opportunity to favor larger logical pages".  That system would treat 4KB
pages as a legacy feature, but would not require a larger base-page size or
break existing ABIs.  Favoring huge pages over 4KB pages, he said, brings
better performance and lower metadata overhead; that will be even more true
once the plan to switch to memory
descriptors becomes reality.


The problem is that the ability to allocate 4KB pages fragments system
memory; defragmentation imposes a cost, and may be impossible.  That
results in an economy where 4KB pages are cheap, and huge pages are
expensive.  The cornerstone of his THP allocation optimization (TAO)
proposal is turning that situation around, making huge pages cheap, and 4KB
pages expensive.


The ability to assemble huge pages depends partly on the ability to move
small pages out of the way.  The kernel provides allocation-time hints like
__GFP_MOVABLE now so that allocations that can (hopefully) be
moved are located together.  Unmovable allocations are a problem, though;
they block assembly of huge pages, and their lifetime is not predictable.
There is a research project at Google (called "Tetris") that is aimed at
determining that lifetime, using statistical sampling and estimation, with
the goal of grouping unmovable allocations by lifetime.


Low-priority tasks, Zhao said, can fragment memory, impacting the
performance of higher-priority tasks.  It would be nice to be able to
isolate those low-priority tasks, but that needs support from the memory
controller and, perhaps, cooperation from user space.  But another key
component (and a key part of the TAO patches) is memory partitioning.
Fragmentation can be irreversible, he said, so it is best to avoid it by
isolating the smaller allocations in a separate memory partition.  A
well-chosen partitioning scheme, he said, can readily provide huge pages
while applying a higher level of memory pressure to applications that are
making a lot of small allocations.


Shakeel Butt asked whether the zone for 4KB allocations would be limited to
movable allocations or not.  Zhao replied that it depends on the fallback
order that is chosen.  If, as he suggests, the kernel attempts to allocate
compound (huge) pages before falling back to 4KB pages, then there can be
unmovable objects in the 4KB zone.


Setting up partitions raises the issue of sizing.  Zhao's proposal sets 
global minimum and maximum limits on the size of the huge-page partition,
but that is only part of the problem.  Low-priority tasks could still hog
the huge pages, so there will have to be a limit, enforced by a control
group, on use of the huge-page partition.  It will be possible to resize
the partitions based on the workload, but that requires memory hotplugging.
Shrinking the huge-page partition should be guaranteed, since those
allocations are all movable; moving in the other direction would be a
best-effort affair.


A participant asked where the line would be drawn between good (large) and
bad (small) allocations.  Zhao answered that it depends on the system.  For
many, it would be the CPU's continuous-PTE size (often 16KB or 64KB); on
servers it would be the PMD size, which (at 2MB typically) is rather
larger.  There was some inconclusive discussion on what the best size to
use might be.


Zhao continued, saying that automatic resizing of the partitions will be
needed, based on their relative memory pressure.  The 4KB partition would
be allowed to have a higher pressure as a way of fighting fragmentation.
He suggested that memory pressure in the 4KB partition could invoke
the out-of-memory (OOM) killer, even if the huge-page partition is not
having problems.  There are a number of platforms that use OOM kills as
part of their ordinary operation; Android, ChromeOS, and cloud providers (to
manage batch jobs) are all examples, so bringing in the OOM killer is not
necessarily a bad thing.  The alternative, he said, would be to watch the
huge-page partition fade away due to fragmentation over time.


Zhao presented some plots showing that systems running with the TAO patches
benefit from improvements in both huge-page allocation rates and web-browser
responsiveness.


David Hildenbrand asked whether the partition resizing could be done using the
memory-management subsystem's page-block abstraction rather than
hotplugging; Vlastimil Babka replied that page blocks do not have separate
free lists, so they cannot be used to direct allocations in the same way.
Hildenbrand suggested that perhaps extending page blocks might be the right
approach; on big systems, he said, nobody is able to cope with the
complexity of hotplugging.  He would not be able to convince RHEL users to
use the TAO feature.  Configuring phones, which run a single workload, is
easy; servers are rather harder.


Johannes Weiner pointed out that he had posted a patch
set for reliable huge-page allocation last year.  Reviewers asked
him to split the work apart; some of it is staged to go into the 6.10
release.  He was able to get a success rate of 99% for 2MB huge-page
allocations; that is good enough, he said.  Larger allocations are only of
interest to a small group of users.


Zhao concluded the session by speaking briefly about the longer-term goals
of his work.  They include using TAO to provide huge pages to back up
hugetlbfs, and the ability to reliably allocate 1GB huge pages.
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Using huge pages has been known for years to improve the performance of
many workloads.  But traditional huge pages, often sized by the CPU at 2MB,
can be difficult to allocate and can waste memory due to internal
fragmentation.  Driven by both the folio transition and hardware
improvements, attention to smaller, multi-size transparent huge pages
(mTHPs) has been on the rise.  In two memory-management-track sessions at
the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, developers discussed the
kernel's ability to reliably allocate mTHPs and the performance gains that
result.


Reliable mTHP allocation


The first session was presented remotely by Barry Song, who has been
working at Oppo to improve the availability of mTHPs on Android devices.
Large-folio support has been deployed on millions of these devices, he
said, but the chances of being able to allocate a large folio drop quickly
as memory fragments.  After one hour of operation, mTHP allocation attempts
succeed about 50% of the time, which is acceptable.  After two hours,
though, the failure rate exceeds 90%; memory is completely fragmented, and
mTHPs are simply no longer available.


Song ran some experiments with the TAO patches (which were discussed in the previous session) applied.  The mTHP size
was set to order 4 (64KB), and 15% of physical memory was
configured for mTHP-only allocations.  On that system, the success rate for
mTHP allocations remained stable at over 50%.  Clearly there is
potential here, but Song has tried to push the work further.
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Specifically, he has implemented a system using two independent
least-recently-used (LRU) lists, one for base pages and one for large
folios.  There is a kernel thread dedicated to balancing the aging between
those two lists so that both types of pages remain available.  Reclaiming
large folios as large folios is important, he said; otherwise the
system can reclaim large numbers of smaller allocations and still never get
to the point where it can assemble a large folio.  A logical diagram of
this allocator can be seen on the right.


A key part of this design, he said, is the ability to keep a pool of large
folios in a special page block.  When they are not needed elsewhere in the
system, these folios can be lent out to drivers; the dma-buf
and zsmalloc
subsystems can benefit from such loans.  This system also uses dual zram
devices so that large and small folios can be swapped independently.


There was some inconclusive discussion at the end of the session; one gets
the sense that most developers are waiting to see the patches implementing
this solution.



Benchmarking mTHP performance


Work on increasing the reliability of mTHP allocation is based on the idea
that mTHPs improve performance.  As always, though, it is best to put such
notions to the test rather than simply assuming them.  In the following
session, Yang Shi discussed some benchmarking work he has done on 64-bit
Arm systems.


This work was not done on a mobile device; he used an Ampere Altra server
with 80 CPU cores.  The tests were run on a 6.9-rc kernel, and
continuous-PTE support (a hardware feature that allows an entire mTHP to be
represented by a single translation lookaside buffer (TLB) entry) enabled.
The system ran with a range of base-page sizes, and huge pages were otherwise
disabled.  The benchmarks run used Memcached, Redis, kernel builds, MySQL, and other workloads.
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With Memcached, using mTHPs resulted in an improvement of about 20% in the
number of operations completed per second, along with a 10-30% decrease in
latency, but only for larger base-page sizes.  That caused Jason Gunthorpe to
question the numbers; he wondered why running with 64KB mTHPs on a 4KB
base-page size showed no performance benefit.  Shi's answer was that the
extra overhead of maintaining the page tables at a 4KB page size
overwhelmed any benefit otherwise obtained.


The kernel-compilation numbers were similar, but the 64KB/4KB case showed a
5% performance benefit, which Shi attributed to a reduction in page faults.
Again, though, there were concerns in the room about the numbers, which did
not make sense to everybody.


Shi pressed through to his conclusions: he suggested that memory
allocations should start by attempting to get the largest possible mTHP
size; if that fails, the allocator should just fall back immediately to the
base-page size.  The performance benefits from allocating at the
intermediate sizes, he said, do not justify the additional work.  He also
suggested increasing the transparency of huge pages so that more
applications can make use of them without any special work.  There is no
need for special knobs to let applications specify the allocation sizes
they need, he concluded.


Gunthorpe disagreed, saying that the hugetlbfs mechanism works
because applications are aware and can obtain the sizes that they
need.  Control over allocation sizes has been exposed to user space for a
long time; applications have used it and shown that it is necessary.  He
mentioned an unnamed "certain application" that needs 2MB huge pages;
nothing else works well.  There is no reason to take away the ability to
request pages of that size.


Shi answered that hugetlbfs is a special feature, while the use of mTHPs is
meant to be transparent.  But David Hildenbrand said that the kernel is not
yet at the point where mTHPs can be used automatically.  The existing
transparent huge page feature has always been opt-in for a reason: memory
waste from internal fragmentation is a real problem.  Things work better if
applications can give hints for what they need.


Johannes Weiner agreed, saying that his group (at Meta) had enabled 2MB
huge pages for servers, but then immediately disabled them again.  Huge
pages can be good for performance, but they can't  be used everywhere.
Hildenbrand added that, someday, there will be an option to automatically
enable mTHPs, but that will not happen anytime soon.  And, at that point,
the session came to a close.
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The maple tree data structure was added
during the 6.1 development cycle; since then, it has taken its
place at the core of the kernel's memory-management subsystem.
Unsurprisingly, work on maple trees is not yet done.  Maple-tree maintainer
Liam Howlett ran a session in the memory-management track of the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit to discuss the current
state of the maple tree and which features can be expected next.

Howlett has a backlog of requested features that seems likely to keep him
busy for some time.  Some of them are internal to the data structure
itself:




	 There is a desire for a fast way to get a count of the number of
     null entries within a node.

	 "Dense nodes", which contain more pointers per node.

	 The removal of "big nodes", which are a special structure used when nodes
     are rebalanced or split.  Among other things, removing them will help
     to improve support for singleton ranges — process IDs, for example.

	 Finally, he plans to implement index compression.




With regard to externally visible features:




	 The ability to search marks and tags is at the top of the to-do list.  That
     would allow searching a tree for entries with, for example, the
     "dirty" bit set.

	 The ability to prune trees under memory pressure would help the system
     overall; it could be used with the cache that holds shadow page-table
     entries for evicted pages.

	 Filesystem users would benefit from 64-bit indices on 32-bit
     architectures.

	 A contiguous iterator that would iterate over a range only as long as
     there are no gaps.

	 "Big dense nodes" were described as a large list that could
     hold up to 4K singleton items.




Overall, he said, he is trying to get maple trees to the point that they
can match the features provided by XArrays.  The maple
tree should be able to do the same things with better performance; once the
features are there, it should be possible to implement the XArray interface
and switch users without anybody else having to even be aware of it.


Howlett said that the maple tree is getting more users, and he is seeing
some common errors when code is converted over.  It is possible to use
external locks to serialize access to a maple tree, he said, and some users
do it, but it is better avoided if possible.  He cautioned that anybody
using read-copy-update (RCU) read locks should be aware that the lock
protects a maple-tree node from being freed, but not necessarily the data
contained within that node.


Users of the generic storage API were encouraged to wrap it with a typed
interface so that the compiler can catch mistakes.  Developers converting
from an XArray often are surprised when mas_next()
fails to return the first entry.  Its job is to get the next entry;
to start at the beginning, mas_find()
should be used instead.


In general, he said, he is working toward the addition of a type-safe
interface and moving away from void * pointers.  Eventually
there will be a DEFINE_MAPLE_TREE() macro that creates a tree
handling objects of a given type.


As usage has grown, the maple tree structure has encountered a number of
challenges.  Tracking of virtual memory areas (VMAs) is one of those; he is
trying to find ways to remove some of the complexity associated with
special VMAs.  One example is guard VMAs, which define a short range of
no-access address space to catch overruns.  If guard VMAs are in use, the
total number of VMAs in the tree is doubled, which is expensive, but those
guard VMAs are never really used.  So Howlett is trying to find a way to
mark guard regions directly in the maple tree and avoid allocating so many
extra structures.


Maple trees should eventually implement upper and lower limits, he said;
that would be useful, for example, to implement restrictions on mapping the
page at virtual address zero.  Currently a maple tree will show gaps in
areas that are not actually available for allocation.  There are also some
challenges in representing the vDSO area.


There were a few comments once Howlett finished.  David Hildenbrand said
that the kernel contains a lot of checks for gate VMAs, which are a special
VMA used to represent the virtual-system-call page; it would be
nice to find a way to represent them in the maple tree and remove those
checks.  Suren Baghdasaryan said that guard VMAs are one of the biggest
allocation slabs on Android systems, so removing them would be a welcome
optimization.  The session wound down with a bit of discussion on the best
way to identify guard VMAs within the kernel.
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One of the long-term goals of the folio conversion in the kernel's
memory-management subsystem is the replacement of the page
structure, which describes a page of physical memory, with an eight-byte
"memory descriptor".  This change would reduce the overhead of tracking
physical memory, increase type safety, and make memory management more
flexible.  Thus far, though, details on what the memory-descriptor future
will look like have been relatively scarce.  At the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, Matthew Wilcox led a
discussion to try to fill in the picture somewhat.

Wilcox started by saying that he has been thinking about what will happen
once the folio conversion is done.  The ultimate goal, he said, looks like
this:




    struct page {
        u64 memdesc;
    };



The lowest four bits would be a type field saying what kind of descriptor
it is; the rest would (usually) be a pointer to a type-specific structure.
David Hildenbrand immediately said that what is really needed is a type
hierarchy; some types have subtypes, and the kernel will surely exceed the
16 types that can be represented in those four bits at some point;
11 types have already been defined.  Wilcox
disagreed, noting that no new types had been added for some time and
questioning whether the kernel would ever run out.  I remarked that I was
documenting that claim for posterity, to general laughter.


Descriptor type zero, he said, would be a special type indicating
"miscellaneous memory with no further data".  It would, as it turns out,
have a number of subtypes.  Pages falling under this type could include
those in the vmalloc range, guard pages, offline pages, and others.
Bit 11 of the descriptor would be set if the page can be mapped to
user space, bits 12-17 would contain the page order, and the higher
bits could contain information about which node and zone contain the page.


There was a brief discussion of how memory descriptors would be allocated;
Wilcox envisioned an interface like:




    struct page *page = alloc_page_desc(MEMDESC_TYPE_FOLIO);



Jason Gunthorpe remarked that he would like to see more details on what the
state transitions for memory descriptors will be.


Wilcox moved on to discussing pages owned by the buddy allocator; they
would have a descriptor that looks like:




    struct buddy {
        unsigned long prev;
	unsigned long next;
    };



That design reduces the size of the descriptor to two 64-bit integers,
which is "a step in the right direction".  That information would be enough
to support basic allocator operations like insertion, removal, and merging.
The amount of space needed for the descriptor could be reduced by storing
page-frame numbers rather than addresses.  Given a willingness to limit
installed memory to 2TB, the descriptor could be condensed down to eight
bytes.  The only problem with that idea is that systems with more than 2TB
of installed memory are on the market now.


This descriptor could be reduced further by making it contain page-frame
numbers relative to the base of the zone containing the pages.  At that
point, each memory zone could contain 2TB of memory; with enough zones,
much larger total memory sizes could be handled.  Wilcox thought that
this solution might come at the cost of having to add more memory zones
(generally seen as undesirable), but Vlastimil Babka pointed out that
large-memory machines use a NUMA architecture, so the memory is already
divided into multiple zones.


A 30-minute slot is clearly not enough to design the descriptor-based
future, so it is not surprising that this discussion did not get much
further.  Wilcox brought it to a conclusion by saying that his goal for
this year is to get rid of the mapping and index fields
of struct page; that will require some work to fix the
existing users in the kernel.  Then the work of splitting the various users
of page structures into specific descriptor types can proceed.
Once approximately half of users have been converted, he will submit a
patch to shrink the page structure; it "should all just work", he
said.  That will lead to the next important phase of this transition:
seeing where the performance regressions are; he admitted that he does not
know how that will work out.


(Wilcox has also put together a
few wiki pages on the memory-descriptor design).
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A longstanding tradition in the memory-management track of the Linux Storage,
Filesystem, Memory-Management and BPF Summit is a session with
maintainer Andrew Morton to discuss the overall state of the community and
the development process.  The 2024 gathering upheld that tradition toward
the end of the final day of the event.  It seems that Morton and the
assembled developers were all happy with how memory-management work is
going, but there is always room for improvement.

In 2022, Morton had described his (then)
new plans for a Git-based patch-management scheme, involving separate
mm-unstable and mm-stable trees for work in different stages of development.
He started the 2024 session by saying that he had hoped that patches would move
relatively quickly from the mm-unstable tree into mm-stable, but in reality
it tends to take rather longer.  As a result, his hopes that developers
would be able to work against mm-stable have not really worked out.  He is
not sure how to make that aspect of the process work better.
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A recurring problem, he said, comes about when he is holding onto version 3 of
a patch set, and the discussion has made it clear that a fourth revision is
needed.  In such cases, he asked, should he keep version 3 while
waiting, or simply drop it?  There is benefit in keeping patches in
mm-unstable, even if they will eventually be superseded, because the higher
visibility means that new problems and potential improvements continue to
turn up.  He asked for feedback, but the room was uncharacteristically
silent in response.


He observed that he does get a bit tired of asking developers to describe
the user-visible effects of the bugs they are fixing (here's an
example that came by as this article was being written).  He said that
he always tries to make the request a little different but, in the end,
asking that question has become what he does for a career.


There is, he noted, a new CVE process for
the kernel.  He wondered who was evaluating potential CVE assignments for
memory-management patches, and said that he would like for the
memory-management community to help where they can.  Security implications,
in the end, are user-visible effects of bugs as well.  Michal Hocko said
that, if developers try to think about this aspect a bit more, they can
start noting in their changelogs whether patches are security relevant.
But, he said, most of the people in the room are not security experts; the
obvious security issues can be called out, but developers often do not know
when they are fixing a security bug.


Brendan Jackman said that whether a given problem can be triggered from
user space is valuable information to include in a changelog.  Liam Howlett
said that he had once fixed a use-after-free bug that, at the time, seemed
benign, but it turned out that it could be exploited in combination with
another bug.  He had thought it couldn't be triggered from user space, but
he was wrong and the result was a severe vulnerability.  Jason Gunthorpe
said that trying to score the security impact of bugs has legal
implications, and he does not want to go anywhere near that.  Saying that a
bug is not exploitable is a scary claim to make, he added.  Vlastimil Babka
said that, even if a changelog notes that a bug can only be triggered by
privileged users, that bug will still have a CVE number assigned to it.
Jackman said that he would still like to know if capabilities are required
to trigger a bug, though.


Changing subjects, Hocko asked developers to refrain from sending new
versions of their patches before the discussion on the previous version has
completed.  He also said that, once a patch lands in Morton's tree, the
potential for significant changes drops.  It is better, he said, to keep
work out of that tree until there is some consensus that it is good.
David Hildenbrand said that Morton will often pull in work just to see if
it will compile; maybe there is a need for a separate "stabilizing" tree
that is not fed into linux-next.  The linux-next kernel, he said, still
blows up too easily.  Morton said maybe he should add an "mm-stupid" tree.  


Howlett said that he is being copied on patches far less frequently than
before, and is missing work that he should have seen; he wondered if
something has changed somewhere.  Hocko suggested ensuring that the
MAINTAINERS file is up-to-date.  Morton said that he spends a lot of time
ensuring that the right people see patches.  Gunthorpe took a moment to
suggest that more developers should be using the lei
tool.  It can be used to subscribe to a file and will collect all of
the patches that touch that file; there is no need to change the
MAINTAINERS file to see them.  It is even possible to subscribe to specific
functions.


Matthew Wilcox pointed out that there is a group of Rust developers trying
to get their work in; that work includes things like wrappers for the
page structure.  What was the plan for getting that work into the
mainline?  Morton protested "but it's all in Rust!"  More seriously, he
said that this work should go upstream via the Rust tree.


Wilcox also complained about a
series of header-splitting patches that had been posted recently.  The
author, he said, is exclusively focused on reducing compilation time and
does not understand the memory-management subsystem.  These changes will
make maintenance harder, and he would like to reject them.  Morton said
that he looked at some of those patches when they went by, saw that they
were "broken", and has not looked at them since.


The final topic was briefly raised by Wilcox, who noted that a number of kernel
subsystems have moved to a group-maintainership model; he wondered if
memory management needed to do that too.  He was unsure that such a change
would actually fix any problems.  Morton said that, for all practical
purposes, the subsystem is group-maintained now, even if he solely
maintains the tree that eventually goes upstream.  Wilcox closed the
session by saying that he was happy with the process overall and thanking
Morton for doing a great job.
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In the final session in the memory-management track of the 2024 Linux Storage,
Filesystem, Memory-Management and BPF Summit, the exhausted group of
developers looked one more time at the use of huge pages and the associated
problem of memory fragmentation.  At its worst, this problem can make huge
pages harder (and more expensive) to allocate.  Luis Chamberlain, who ran
the session, felt that people were worried about this problem, but that
there was little data on how severe it truly is.

Transparent huge pages, he said, never reached wide adoption, partly as the
result of fragmentation fears.  But now, the kernel supports large folios,
and transparent huge pages are "the stone age".  Large folios are being
used in a number of places, and multi-size transparent huge pages (mTHPs)
are on the rise as well — and "the world hasn't ended".  Still, worries
abound, so he wondered how the fragmentation problem could actually be
measured.
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The discussion immediately wandered.  David Hildenbrand said that there are
people who have been looking into allocation failures and running into the
fragmentation problem.  SeongJae Park pointed out that, long ago, Mel
Gorman had proposed
a fragmentation index that was since merged as a debugfs feature, and
that some of Gorman's team are using it.  Michal Hocko said that it is a
question of proactive or reactive responses; at what level should people
care about fragmentation?  Hildenbrand said that, currently, most
allocations will fall back to a base page if larger pages are not
available; in the future, if users need the larger allocations, that
fallback will no longer be an option.  There will be a need to measure the
availability of specific allocation sizes to understand the fragmentation
problem, he said.


In response to a question from Hocko on the objective for this measurement,
Chamberlain said that he wanted to know if the
introduction of large block sizes was making fragmentation worse.  And,
if the fragmentation problem is eventually solved, how do we measure it?  Hocko
suggested relying on the pressure-stall
information provided by the kernel; it is measuring the amount of work
that is needed to successfully allocate memory.  But he conceded that it is
"a ballpark measure" of the problem.


Yu Zhao said that kernel developers cannot improve what they cannot
measure; Paul McKenney answered that they can always improve things
accidentally.  That led Zhao to rephrase his point: fragmentation, he said,
is a form of entropy, which is typically measured by temperature.  But
fragmentation is a two-dimensional problem that cannot be described by a
single number.  Any proper description of fragmentation, he said, will need
to be multidimensional.  Jan Kara said that a useful measurement would be
the amount of effort that is going into memory compaction, but Zhao
repeated that a single number will never suffice.


John Hubbard disagreed, saying that it should be possible to come up with a
single number quantifying fragmentation; Zhao asked how that number would
be interpreted.  Hocko said that there is an important detail that would be
lost in a single-number measurement: the view of fragmentation depends on a
specific allocation request.  Movable allocations are different from
GFP_KERNEL allocations, for example.  He said that, in any case, a
precise number is not needed; he repeated that the pressure-stall
information shows how much nonproductive time is being put into memory
allocations, and thus provides a good measurement of how well things are
going.


As the session wound down, Chamberlain tried to summarize the results,
which he described as being "not a strong argument" for any given
measure. Zhao raised a specific scenario: an Android system running three
apps, one in the foreground and two in the background.  There is a single
number describing fragmentation, and allocations are failing; what should
be done?  Possible responses include memory compaction, reclaim, or
summoning the out-of-memory (OOM) killer; how will this number help to make
this decision?  Chamberlain said that he is focused on the measurement, not
the reactions at this point.  Zhao went on for a while about how
multi-dimensional measurements are needed to address this problem before
Hocko said that the topic could be discussed forever without making much
progress; the session then came to a close.
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David Vernet kicked off the BPF track at 2024's BPF track at the
Linux Storage,
Filesystem, Memory Management, and BPF Summit
with a
talk about polymorphic kfuncs — or, with less jargon, kernel functions that can
be called from BPF which use different implementations depending on context.
He explained how this would be useful to
the sched_ext BPF scheduling framework,
but expected it to be helpful in
other areas as well.




Alexei Starovoitov gave a talk later in the conference about the history of BPF,
including

the origin and motivation for kfuncs — stay tuned for an article on
that. For now, knowing more about kfuncs is not really needed
to understand Vernet's problem and proposed solution.




There are 151 kfuncs in the kernel as of version 6.9, so it should probably not be
too surprising that they vary wildly. Some kfuncs, Vernet pointed out, are
used for extremely common, basic functionality
— such as the functions for acquiring and releasing locks. These
kfuncs have the same meaning and implementation in every possible context,
because what they do is fairly simple.
Other kfuncs, however, can have context-specific semantics. Some may only have
"any meaning at all [...] within specific contexts", Vernet said.
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One example of this is the functions for manipulating dispatch queues — structures
used in sched_ext to store lists of pending tasks. Vernet called them the basic
building blocks of scheduler policy. One of the main functions for manipulating
them from BPF, scx_bpf_dispatch(), always has the same meaning: adding a
task to a different queue. But when called from different BPF callbacks, there
are subtle variations in how the function can be used.




When called from a select_cpu() or enqueue() callback,
scx_bpf_dispatch() cannot drop the run-queue lock relevant to the task,
and can only dispatch tasks to the CPU that triggered the call.
Furthermore, only tasks that are
being woken or enqueued can be dispatched.




In contrast, when called from a dispatch() callback,
scx_bpf_dispatch() is free to drop the run-queue lock, dispatch to any
CPU, and dispatch multiple tasks. The difference is that dispatch()
is called by a CPU that is about to otherwise go idle, and so there is no
existing work on the CPU that needs to be carefully worked around.




In both cases, scx_bpf_dispatch() presents the same logical API, but
the differing constraints mean that the implementation in these two cases is
quite different. Right now, the code tracks which case it is in with a per-CPU
variable, and then uses that to choose which implementation to use. "So you can
work around it," Vernet admitted, but he wanted to see if the implementation
could be better.



Vernet's proposal



Right now, every kfunc is associated with a

BPF Type Format (BTF) ID. This is an
ID used to represent the kfunc in the debugging information for the BPF program,
but it is also used with the BPF instruction that calls a kfunc to indicate
which one it wants to invoke. When the BPF program is
loaded and then just-in-time compiled, the BTF IDs get resolved, and the
resulting code can call them directly.




Vernet suggests extending this mechanism by having the BPF verifier support multiple
kfuncs with the same ID — whenever it encounters a call to a kfunc, it would ask
the subsystem associated with that kfunc ID what the real kfunc should be (using
a new callback). The
subsystem would then reply with a "concrete" kfunc ID, and loading would proceed
in the same way. This approach moves the tracking of the context of a call from
run-time to load-time, and eliminates the need for tracking the state in a
per-CPU variable.




Vernet said that the advantage of this approach is the ergonomic API it
presents, and the control it gives subsystems over how their kfuncs can be
called. But the approach does have its drawbacks. For one thing, adding
additional callbacks in the verifier threatens to make one of the most
complicated parts of BPF even more so. For another, it would use load-time logic
for what is really a static configuration — if the compiler understood the
different contexts that the kfuncs care about, the correct kfunc implementation
could be chosen at build-time.




A build-time configuration would be nicer, Vernet stated, but it would be "kind
of a pain in the neck to implement". He suggested that implementing it
statically was probably not a high priority. Vernet did think any mechanism for
polymorphic kfuncs would probably be useful to areas of the kernel other than sched_ext.



Discussion



The other attendees had questions about Vernet's proposal. One member of the
audience pointed out that there is already a similar mechanism for BPF helper
functions (a different kind of kernel function callable from BPF
programs, with a different interface), and asked that Vernet "look at this more
holistically".
Vernet replied that the equivalent aspect of helper functions lets the
implementations differ depending on the BPF program type
— so the same helper function can be implemented
differently for a BPF program attached to a trace point or registered as a
callback. But that approach won't work for his use case, because the program
types in question are not sufficiently granular. As far as the verifier
is concerned, all of the callbacks involved in sched_ext are of the same type,
because they are all struct_ops programs (a mechanism where different parts of
the kernel can define a struct full of function pointers to which BPF programs
can be attached). He wants to be able to handle calls
from different struct_ops programs differently — which almost certainly requires
information the verifier doesn't have,
since it is the other subsystems or modules which
define struct_ops callbacks that would know which functions should be handled
differently.




The discussion went back and forth a little bit, with the other attendee trying
to identify ways that the mechanism could be generalized beyond struct_ops
programs. Vernet agreed that "if
we can abstract it that would be much better for sure," but didn't seem to think
that the existing helper mechanism was a suitable basis for that.




Another member of the audience asked whether it would be possible to have kfuncs
that behave differently based on the type of their arguments. The motivating
use case would be to enable different data types being inserted into a BPF map to
be handled differently. "I want to skip the ownership check when the argument is
an sk_buf", they explained. Vernet agreed that this would be
technically feasible, since the verifier knows the types of the arguments to the
kfunc. The question, in Vernet's eyes, is whether this mechanism would be confusing.




The first participant in the conversation
suggested that this use case could be served just by adding
new kfuncs and letting the developer use the right one. The second commenter
pushed back, saying that they did not want to introduce many new kfuncs for what
is effectively the same behavior — especially not when it seems likely that
there will be more types that need special handling to keep in maps in the future.
Vernet agreed that it makes sense to give kfuncs the flexibility to decide what
they want to do.




That was the end of the discussion at the time, so it remains to be seen whether the
proposal will be adopted, and if so in what form.


(https://lwn.net/Articles/974102/)
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Vineeth Pillai gave a remote talk at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit explaining how BPF could be
used to improve the performance of virtual machines (VMs). Pillai has

a patch
set designed to let guest and host machines share scheduling information in
order to eliminate some of the overhead of running in a VM. The assembled
developers had several comments on the design, but seemed overall to approve of
the prospect.




VMs have a variety of potential performance footguns, but a particularly
persistent one is "double scheduling". When using KVM, the implementation of a
virtual machine hypervisor in the Linux kernel, virtual CPUs correspond to
threads. This means that the host system's scheduler will assign the
thread for a given virtual CPU to a physical CPU, and then the guest system's
scheduler will assign threads to those virtual CPUs. This results in a certain
amount of unavoidable overhead just from running two schedulers, but it also
increases the amount of jumping around between physical cores that processes on
the guest need to tolerate.




This problem can be partially mitigated using CPU pinning, but that is a manual
solution that still doesn't address the more subtle aspect of double scheduling:
that useful information is lost between the two schedulers. Pillai and his
collaborator Joel Fernandes
have been working on a solution that allows the guest and host to
share scheduling information, allowing the host scheduler to make more
intelligent decisions about where to put vCPU threads and how to schedule them.




To make this work, their proposed system would use memory shared between the
guest and the host. The guest runs a pvsched driver that allocates
the necessary memory and shares it with the host. The driver then streams
relevant scheduling information into that memory, and reads any information that the
host wants to provide in return. The most recent version of the patch set is
version 2, published in April, but Pillai is
already working on a version 3 to address comments from the KVM maintainers.




On the host side, this scheme is integrated into the scheduler using BPF. The
BPF program reads information from KVM, including the PIDs and
assigned physical CPUs of the virtual CPU threads, and the location of the
guest's shared memory, from a BPF map.
The BPF program can then make scheduling decisions, and
call hooks in the scheduler to override its decisions about how to schedule the
virtual CPUs, Pillai said.




David Vernet asked whether it would make sense to define a (supposedly
immutable) user-space API around the pvsched driver, or whether it
would make sense to do communication wholly over a BPF channel. BPF interfaces
are not considered part of the kernel's API stability promises — but the KVM
interface to guest VMs is. Pillai responded that the idea of using a BPF-to-BPF
channel makes sense. Vernet later suggested adding a new BPF map
type that goes directly between the host and the guest.
Pillai concurred with the idea of a guest-to-host map type.




Pillai said they did have one question about the design for the assembled
developers — should their patch set use struct_ops callbacks or raw
tracepoints to hook into the KVM subsystem? Vernet questioned whether Pillai
was proposing calling kfuncs (to manipulate the scheduler) from inside a
tracepoint. Pillai agreed that he was. Steven Rostedt pointed out that calling
kfuncs from some tracepoints could deadlock the scheduler, so you would need
some kind of allowlist of which tracepoints could be used this way.




Vernet agreed, suggesting that you could use a per-CPU variable to check whether
the BPF function associated with a tracepoint was being called from one of the
allowed locations.
Rostedt responded by asking whether this was something that the verifier could
check. Vernet indicated that this was not yet possible — and that it was an
example of the need for more granularity around deciding how kfuncs can be
called, as he suggested in his earlier session on
polymorphic kfuncs.




Rostedt pointed out that an advantage of using tracepoints is that there would
be no need to add anything to the KVM subsystem to support it, since
vmm_enter() and vmm_exit() (functions that bracket any code
being run in the virtual machine) already have tracepoints. Pillai
clarified that those tracepoints are too late for their purposes. Rostedt
suggested that it could make sense to ask the KVM maintainers whether those
could be moved.




The audience had some concerns about the entire idea of opening up the ability
to override the scheduler in this way. Rostedt noted that once the possibility
exists for BPF to change the scheduler properties of a thread, there will be more uses for
that than just this KVM change. Vernet said that this was a question for the
scheduling folks, pointing out that user space can already do it "but they
probably don't want BPF setting scheduler knobs".




Despite some questions about the implementation, everyone seemed receptive to
the idea of eliminating the double-scheduling problem. When Pillai finishes
the third version of the patch set,
we will see whether the KVM and scheduler maintainers feel the
same way.


(https://lwn.net/Articles/974363/)
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David Vernet's second talk at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit was a summary of the state of
sched_ext, the extensible BPF scheduler that LWN
covered in early May. In short, sched_ext is intended as a platform for
rapid experimentation with schedulers, and a tool to let performance-minded
administrators customize the scheduler to their workload. The patch set has seen
several revisions, becoming more generic and powerful over time.
Vernet spoke about what has been done in the past year,
and what is still missing before sched_ext can be considered pretty much
complete.



A year of improvements



Vernet opened the talk with a bit of background on sched_ext, and then
went through a quick list of improvements made in the last year. First on
his list was better debugging support, including hooks for dumping
information about the running sched_ext scheduler to user space. He gave a demo,
showing how to dump the list of tasks being managed by the scheduler and their
states. He then spoke
about the work done to integrate sched_ext more tightly with the CPU-frequency
and scaling code. That work involved adding kfuncs to let BPF control the CPU
frequency, but also improving the tracking code to make use of the current
frequency when accounting how long a task ran for. The pieces are all in place
now for sched_ext schedulers to implement
per-entity load tracking (PELT), Vernet said.




Other improvements include some changes to the dispatch API, hotplug support,
and better backward compatibility. The sched_ext code has also motivated
expanding BPF's support for kptrs (pointers to kernel objects).




Vernet spoke next about the improvements to the schedulers themselves,
highlighting two in particular. scx_rusty is a hybrid BPF/user-space
scheduler; it handles load balancing and statistics in user space, with the
hot-path decisions made in BPF. scx_rusty improves on

the new EEVDF scheduler for
latency-sensitive tasks, such as gaming, by using slightly different heuristics.
EEVDF uses a task's eligibility and time-slice length to determine when to schedule
it. Unfortunately, slice length is not responsive to the actual workload.
It can be configured by an administrator, but often isn't, particularly because
it can often be hard to tell what slice length is appropriate for a workload.
scx_rusty uses the length of time for which a task actually ran,
instead of its static slice length, which lets it schedule tasks that only run
for a short time before blocking more frequently than tasks that use their
whole time quantum. The scheduler also considers whether the task often blocks
waiting for other tasks (indicating a consumer), wakes other tasks (indicating a
producer), or both (indicating the middle of a pipeline).
It factors this information in to the virtual deadline calculated for the task,
slightly prioritizing tasks that block frequently, and greatly prioritizing
tasks that wake other threads.




These improvements combine to make scx_rusty noticeably more performant
for games. Vernet showed another demo of a game experiencing lag under EEVDF,
which immediately disappears upon enabling scx_rusty. Normally,
interactivity is a tradeoff against throughput. Vernet claimed that
scx_rusty actually also has slightly better throughput than EEVDF,
but didn't cite specific numbers.




The other scheduler Vernet highlighted was scx_layered, a
statically-configured scheduler. Users can sort processes into "layers" by
factors like the name of the executable, the process's control group,
or other metadata. Each layer
can then be statically configured with different properties. He said that Meta
uses the scheduler for a lot of web workloads, where the ability to have
fine-grained control over scheduling was valuable.




There are other sched_ext schedulers in active development, including
scx_lavd, a scheduler designed specifically for the Steam Deck, and
scx_rustland, which delegates scheduling decisions to user space. Since
last year, many of the sched_ext schedulers were moved into

a separate GitHub
repository from

the main sched_ext code. Vernet said the scheduler repository was intended to have a low
barrier to entry, calling for people to "submit your scheduler, do whatever",
hopefully leading to an exchange of ideas. The repository also has some helpful
libraries and Rust crates for writing schedulers.
Vernet was careful to point out that the schedulers moved to the separate
repository remain GPLv2 licensed, even if they are no longer intended to become
part of the kernel sources —
and, in fact, the BPF verifier refuses to load code that does not claim to be
GPLv2-licensed.



What's coming



Vernet then turned to what remains to be done. "It's incredible what you can do
in schedulers already," but there are still areas to work on, he said. Some
examples of rough edges right now include the facts that BPF programs can't hold
a spinlock around a kernel function call, nested structures that contain pointers to
kernel objects confuse the verifier, and BPF programs still have an incredibly
small stack size (512 bytes), which is sometimes hard to work around.
He also commented that it would be nice if the build system could be made to
produce bindings that are more amenable to safe backward compatibility.




Despite
that, Vernet called the situation on the BPF side "really really encouraging,"
and said that the most helpful thing people could do at this point would be to
improve existing schedulers, particularly adding tests. He also highlighted a
few different areas of upcoming work, including restructuring things so that a
scheduler can be attached to a specific control group. That is one use case for
larger BPF stacks, because it means that schedulers could be called recursively
(since control groups can be nested). Another upcoming item is managing idle
policies — currently, these are managed separately from the scheduler, but
Vernet is "not convinced that they should be". All of the recent improvements have
had some spillover benefits, as well. The recent cpufreq tuning has uncovered
bottlenecks elsewhere in the code, and the sched_ext work has motivated
other improvements to BPF that are likely to be useful elsewhere.




Vernet concluded by asking people to join the conversation on the mailing list
if sched_ext was useful to them, noting that it will be the users who
ultimately cause the feature to be merged. At that point, discussion opened up more
widely, with several people having questions about Vernet's summary.




One audience member asked what Vernet was working on next in terms of core BPF
programs. He responded with two main items: stack allocation
(alloca())
for BPF programs, and making it possible to attach struct_ops programs to a
control group, instead of having them all be global. Vernet also intends to make small
usability improvements wherever possible. He called out holding a spinlock
around a call to a kfunc as an example, saying that this is what prevents people
from implementing EEVDF in sched_ext for rapid experimentation.




Another participant asked what Vernet thought about tail-end latency (how long
the longest operations take) versus
generic latency (how long operations take on average),
and whether that presented any areas for scheduler improvement.
Vernet clarified that for gaming, people mostly care about tail latency.
scx_rusty, the scheduler he demonstrated,
reduces the time slices it gives out when the system
is overloaded in order to help with that. But Vernet doesn't think that
improving tail-end latency needs to come at the expense of generic latency or
vice versa: "I think we could get a win on every front." The audience member was
skeptical about that, saying that existing schedulers have a lot of optimization
put into them. Vernet remained optimistic, however, saying that EEVDF is
relatively new, and therefore there may still be places to make improvements.




A third audience member noted that they had looked at running EEVDF on
Chromebooks for the upcoming Power
Management and Scheduling in the Linux Kernel (OSPM) conference, and had
seen a big reduction in tail latency. Vernet asked what version of the kernel
that was, to which the audience member responded that they had actually
backported EEVDF to 5.15 and disabled the eligibility checks. Vernet replied
that EEVDF's eligibility mechanism hurts the latency of the system, but without
it the scheduler doesn't actually bound lag. He continued to say that ideally
the perfect scheduler would adapt to what the system is actually doing.




Sched_ext has continued improving, becoming increasingly tempting for
workloads that have been less well-served by traditional schedulers, but there
remain some bumps in the road before it becomes as useful as it could be. Minor
BPF improvements will open up much more flexibility for future schedulers, but
the big remaining obstacle is getting the code merged at all — even though the
topic was hardly touched on.
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Kui-Feng Lee spoke early in the BPF track at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit about some of the
recent improvements to BPF. These changes were largely driven by the
sched_ext work that David Vernet had covered in
the previous talk. Lee focused on changes relevant to struct_ops
programs, but several of those changes apply to all BPF programs.




There are several mechanisms to attach BPF programs to the kernel at various
points. One such mechanism is struct_ops, which
lets a subsystem define a structure full of function pointers that can then have
functions defined in BPF (only from the same compiled program)
attached to them. When a user writes a BPF program, they
declare an instance of that structure in a special section of the compiled
program. When the BPF program
is loaded, the kernel uses the contents of that section to populate the
structure on the kernel side. BPF uses a different calling convention than the
kernel, so the struct_ops structure is actually filled with function
pointers to a set of newly allocated trampolines that perform the conversion.
This is a flexible mechanism, but sometimes
not quite flexible enough — occasionally, the user wants to override the value
of some member of the structure at run time, based on the current state of the system.
The first new feature Lee spoke about addresses that problem by allowing
user space to "shadow" members of the structure. The user-space loading code

now has functions available
to override struct_ops members before loading
the BPF program.




[image: [Kui-Feng Lee]]



The size of the struct_ops structure has been fairly limited for a
while, because BPF function pointers can't just be put in the structure
directly. The BPF subsystem uses trampolines to convert between the kernel's
calling convention and BPF's calling convention. Until recently, the BPF code
has only allocated one page for trampolines. On x86, this limits
struct_ops structures to 20 entries. Now, Lee said, the code supports
up to eight pages for trampolines, greatly increasing the usable size.




Another small feature is support for verifier-tracked null pointers as
arguments. Previously, the verifier assumed that arguments passed to BPF
functions by the kernel were valid pointers — so it would let those values be
dereferenced without a check, potentially causing problems if the kernel passed a
program a null pointer instead. Now, developers can annotate arguments to BPF
functions as being nullable, and the verifier enforces that they must be checked
before they can be dereferenced.




The BPF code has also been changed to allow more flexibility in where
struct_ops structures can be defined. Initially, only non-modular
kernel code could define the structures, Lee said. Recently, that restriction
has been relaxed, and now kernel modules can define their own
struct_ops types. He called out one of the kernel selftests — bpf_testmod.c
— as a good
example of how that works.




Lee wrapped up by talking about mechanisms to support compatibility.
APIs and types evolve over time,
and BPF programs need to be able to cope with that. In the case of
struct_ops, two backward-compatible ways to make changes are to add new
operators, or to add arguments to existing operators.
Lee made the point that the verifier checks a program's behavior, but it does
not actually check the program's signature. So in the case of adding new
arguments to a function, old programs won't touch the new arguments, which is
valid behavior. In the case of adding new operators, things are slightly more
tricky. But as long as they are added to the end of the structure, everything
will still work out — the type in the kernel will have more fields than the
corresponding type in the BPF program, but

libbpf zeroes out the entire
structure before loading. It also ignores trailing fields that are zeroed out in the
BPF program but absent in the kernel. So subsystems and modules are free to add
to struct_ops interfaces without requiring existing BPF programs to be rewritten.




One member of the audience asked whether there was any existing tooling to check
function signatures as opposed to behaviors. Lee replied that there was not.




That isn't the only way BPF supports backward-compatible interfaces, however;
another somewhat magical feature is names with suffixes. Specifically, if libbpf
sees a suffix attached to a type with three underscores, Lee explained, it
ignores everything after the underscores. This means that a BPF header could
define two structures player___v1 and player___v2, and they would
both be mapped to player in the kernel. This lets a BPF program
implement multiple versions of the same interface, should that turn
out to be necessary.




A remote participant noted that all of this supported decoupling kernel versions
from BPF programs, but asked Lee whether there were any mechanisms to support
decoupling in the other direction, i.e. to let a BPF program not need to know
what module is loading it in order to call generic functions from that module.
Another member of the audience replied that there was no special functionality
to support uses like that, but that it may be achievable in practice. Different
kernel modules can define kfuncs with the same name and signature, so long as
only one is loaded at any given time. A BPF program that communicated only through such
kfuncs could potentially be used by multiple different kernel modules.




While these features are individually fairly small, they still represent an
increasing amount of attention being paid in the BPF space to forward and
backward compatibility. We will have to see whether this represents a change in
the position that BPF remains an unstable kernel-to-kernel interface.


(https://lwn.net/Articles/974848/)

[bookmark: 974945]
LLVM improvements for BPF verification



           By Daroc Alden
May 27, 2024
           

LSFMM+BPF



Alan Jowett gave a remote presentation at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit about what features could be
added to LLVM to make writing BPF programs easier. While there is nothing specific
to LLVM about BPF code (and the next session in the track was led by GCC
developer José Marchesi about better support for that compiler), LLVM is currently the most
common way to turn C code into BPF bytecode. That translation, however, runs
into problems when the BPF verifier cannot understand the code LLVM's
optimizations produce.




Jowett began by talking about how LLVM processes code internally. First, the C
code is translated to
LLVM intermediate representation
(IR). Then, several passes
of optimizations gradually turn the IR into a more efficient version. Finally,
the code generator creates BPF bytecode corresponding to the IR. The problem
with this process is that LLVM has had many years to develop sophisticated
optimizations. It is not uncommon, Jowett said, for LLVM to produce code that
is correct, but that the BPF verifier cannot understand — a problem LWN has covered before. For that reason,
developers sometimes have to use inline BPF assembly to circumvent the optimizer in
order to have their programs accepted.




Before opening up discussion of possible solutions to the problem, however,
Jowett first covered some other things that would be nice to see from LLVM. One
example is likely/unlikely branch hints that may be present at the source
level, but which are lost by the time a program is translated to bytecode.
Another possibility Jowett raised was support for code-coverage information,
possibly as a prelude to supporting profile-guided optimization of BPF programs.




Jowett then presented a few rough ideas for how it might be possible
to prevent LLVM optimization passes from breaking the verifiability of BPF code.
One solution might be to move the verifier into the compiler, not as the
authoritative source, but as a check to prevent optimization passes from making
changes that the verifier cannot understand. Jowett did not propose using the
kernel's BPF verifier, however — perhaps because of the licensing problems that
would pose — but rather the PREVAIL
verifier, an MIT-licensed verifier produced as an academic project
that runs in polynomial time (as opposed to the
kernel's exponential time).




Using a different verifier is not a perfect solution, however. Jowett pointed
out that PREVAIL's design means that it will not verify programs with "correlated branches",
where taking one branch always implies that another branch should be taken as
well. This is a somewhat common pattern in BPF programs that conditionally
acquire and release locks, for example. This pattern can also be introduced artificially
by the LLVM optimizer when it tries to avoid repeating tests.




I asked Jowett how
he planned to use the PREVAIL verifier inside LLVM's optimization passes, since
the former operates on BPF bytecode and the latter operates on LLVM IR. Jowett
acknowledged that it would be a problem. Marchesi noted that something like that
might be possible in GCC, which supports undoing optimization passes — the
compiler could run code generation repeatedly during optimization, and back out
the results of any passes that made the generated code fail the verifier.
Another audience member noted that they had code that had to run on many
possible kernels with different verifiers, and that therefore including any one
verifier was insufficient. Dave Thaler indicated that cross-platform BPF
compatibility was something that he had a session about later in the day.




Jowett suggested some less intrusive alternatives, such as permitting more
fine-grained control over which passes the optimizer runs, allowing developers
to assert that some code compiles in a certain way, or just making the
optimizer smarter, before opening the floor for suggestions. Yonghong Song, an
LLVM developer, said that he had discussed allowing fine-grained control over
the optimizer passes with the upstream project, and with the GCC developers at
the 2023 Linux Plumbers Conference. In short, it would be hard. The compilers
could add a flag to let the optimizer know it needs to do special
verifier-friendly things, but that has not yet been implemented.




Jowett asked
whether Song had any thoughts about code-coverage instrumentation, or whether
perhaps BPF programs were too small to benefit. Song thought code coverage was
not likely to be extremely useful, but it may still be useful, and invited
people interested in the idea to talk with him about it.
An audience member suggested that perhaps BPF programs could get code-coverage
information already by analyzing the verifier log — which records every
instruction it analyzes. Jowett indicated that this was not sufficient, because
it does not actually provide any information about whether a particular branch
is covered at runtime. Another audience member indicated that they had written a
tool that increments counters in a BPF map for each instruction executed, but
that the tool had various limitations.




During the general discussion toward the end of the session, Marchesi asked
whether Jowett's idea of preserving likely/unlikely branch hints would require
changes to BPF bytecode. Jowett indicated that it would. Another participant noted
that they were unsure whether a smarter JIT would be worth it, saying that a
more complicated JIT was "really scary" from a memory-model perspective. The BPF
JIT runs after the compiler's and verifier's safety checks, so a bug in the JIT
is much more likely to break things than an optimization done in the compiler.




Since the group didn't appear to come to much of a consensus, it seems likely
that this will remain a topic of discussion. Modern C compilers are, in some
ways, a bad fit for BPF; the verifier cares about many properties of programs
that have not been a concern for historical targets. Whether and how the BPF
developers will be able to overcome this wrinkle remains to be seen.
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The GCC project has been working to support compiling to BPF
for some time. José Marchesi and David Faust spoke in an extended session at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit
about how that work has been going, and what is left for GCC to be on-par with
LLVM with regard to BPF support. They also related tentative plans for how
GCC BPF support would be maintained in the future.




Marchesi started with a brief overview of some of the recent work in GCC. In
December 2023, the project rewrote the BPF-generation code to not use GCC's
venerable

CGEN library, which generates code generators from a description of the CPU.
Marchesi says that the hand-written
implementation of BPF code generation is much better; CGEN is abstract and
concise, but BPF is "so weird [...] that torturing CGEN into supporting it was
challenging".
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GCC has also added support for BPF's pseudo-C syntax (a representation of BPF
assembly that looks more like C than a traditional assembly language, such as
the other BPF representation, does), BPF v4
instructions, converting short jumps into long jumps where appropriate, and
platform-specific flags. GCC now puts the version of the BPF CPU into the
platform-specific flags of the ELF object it produces. The disassembler uses
that information to show the correct version of instructions, and
readelf displays that information when inspecting an ELF file. Marchesi
asked whether LLVM recorded that information anywhere. LLVM developer Yonghong
Song replied that it didn't. Marchesi asked whether Song objected to recording
version information in this way; Song did not.




Marchesi continued the list of recent changes to GCC. He noted that
bpf-helpers.h (a header file providing some macros for writing portable
BPF programs) had been removed, since GCC now supports BPF's special

three-underscore type suffixes. GCC also supports

"compile once — run everywhere" (CO-RE), where the user-space BPF loader performs
relocations on the program before loading it. CO-RE is now enabled by default.




That isn't the only change that brings GCC's output closer to LLVM's; GCC now
produces

BPF Type Format (BTF) debugging information by default (when debugging
information is enabled). It also emits pseudo-C BPF code by default, which
Marchesi said "I despise with my whole soul". A lot of inline assembly in BPF programs uses
the pseudo-C syntax, however, so GCC has to support it.




Another place where Marchesi had questions for the assembled developers was
around support for

memmove(),

memcpy(), and

memset().
On most platforms, GCC generates a call to the library implementing the C
language runtime.
This isn't possible in BPF (which lacks run-time libraries)
so currently GCC inlines
the functions instead. Unfortunately, BPF also doesn't have unrestricted loops,
so this only works when the loops inside the functions can be unrolled. But
that can cause quite large code when operating on large structures,
possibly much more than programmers are expecting.




GCC has a new option to emit
an error if inlining these functions will produce code larger than a
user-specified threshold, but Marchesi wanted to know how Clang handles this.
Song indicated that Clang does the same inlining, but currently has a hard-coded
limit for the size of the generated code. Marchesi suggested that if the Clang
developers do
ever wish to make it user-configurable, that they adopt the same name as GCC.




David Vernet suggested that GCC could perhaps emit BPF loops using bounded
iterators (which the Linux verifier understands, but which some other BPF
implementations do not) on platforms that support it. Marchesi agreed that this
was possible, saying that the compiler doesn't really care what the generated
code looks like as long as it can be verified.




Marchesi then went on to say that GCC now defines the same BPF feature macros —
based on whether a particular class of instructions is available on a given BPF
CPU version — that LLVM does. He asked the room whether those feature macros
were covered by the work being done to standardize BPF, saying that now that GCC
implements them, they need to be documented in the GCC manual, but he was unsure
if there was an authoritative source to refer to. Dave Thaler indicated that he
would talk about that in his session, right after the current one. That session
was about the recent efforts by the IETF working group to standardize the BPF
ISA, including standardizing ways for BPF implementations to advertise different
optional functionality to compliant compilers.




Having covered many small compatibility features, Marchesi now arrived at "the
exciting part" of the session. With all of this work combined, GCC now compiles
100% of the kernel's BPF self-tests, as well as the BPF components of several
other projects such as systemd and DTrace.
There are still 108 run-time failures in the kernel self-tests, but
"it looks like GCC is actually generating code that can be verified".




This news
was well received, and a member of the audience suggested it might now be
appropriate to add GCC to the BPF continuous integration (CI) system
to prevent regressions; Marchesi agreed,
asking whether it was worth having test runners for different BPF CPU versions. The
consensus seemed to be that it was not. Marchesi
indicated that the next milestone for GCC would be to actually eliminate those
run-time failures.




Marchesi indicated that the work he had been discussing was currently not in a
GCC release, but that it would be incorporated into the next binutils release in
June or July, and the GCC 14.2 release in August.



The future



At this point, Faust took over and the session turned to the future of BPF
development in GCC.
First on the agenda was improvements to inline assembly.




Inline assembly isn't as simple as just dropping some assembly code directly
into the compiler's output. When information needs to pass between C and
assembly, the programmer needs to indicate which registers correspond to which
variables. Currently, GCC warns about using a variable that is shorter than the
given register — even if the assembly code never actually touches the upper part of
the register. To fix this, Faust proposed adding "w" and "R" register suffixes
to indicate the lower 32 bits or full 64 bits of a register, respectively. These
could also be used with immediate values, to indicate how large an of immediate
value GCC
should use when assembling the output. Faust asked the audience what they
thought of that design, and there were no particular objections.




Other future work includes ensuring that, once the IETF standardization
process actually produces a formalized memory model, GCC follows it, adding
support for BPF's may-goto instruction, and pruning
excess BTF debug information. BTF has a few needed improvements,
because it currently doesn't work alongside link-time optimization. Binutils is also
missing support for BTF, meaning it doesn't show up in objdump,
nor is it deduplicated by the linker like other debugging-information formats
are.




Improving GCC's BTF support is no easy task, however. Internally, GCC treats
DWARF as the canonical debugging-information format, and generates BTF from
that, Faust explained. One
audience member asked whether that was really the case — does GCC not have
an internal representation for debugging information? Marchesi clarified
that GCC actually uses a slightly tweaked version of DWARF that he called "internal
DWARF", but that otherwise GCC really is limited to what can be represented
in DWARF. Unfortunately, the upstream DWARF developers are pretty resistant to
accepting new features found in BTF, such as type and declaration information.
They believe that doing so would bloat the DWARF format, for no real gain.




Vernet noted that DWARF is already a fairly heavy format, so it's funny that
size would be the basis of the objection. Marchesi elaborated that the way DWARF
is designed makes it nearly impossible to extend without breaking backward
compatibility, which means adding new features requires hacky workarounds that
introduce extra bloat. Faust noted that implementing BTF type tags in the
natural way would cause any DWARF reader that didn't know how to deal with them
to be unable to parse the file.




Marchesi then turned the topic away from the new planned features, and toward
the ongoing maintenance of BPF support. He began by stating that the GCC developers
take producing verifiable programs seriously — a challenging prospect
since both the BPF verifier and GCC are moving targets. Ideally, Marchesi said,
the GCC developers would like to avoid people needing to make private forks
or maintaining and packaging one toolchain per kernel. In order to do
that, GCC needs to adopt a maintenance process that works for BPF.




The GCC
developers are considering introducing a special maintenance branch for BPF
where bug fixes are applied, but only those that seem unlikely to interfere with
producing verifiable programs. He emphasized that this is just an idea, not yet
set in stone, and asked everyone else what they thought about the issue.




Alexei Starovoitov noted that the BPF CI already catches similar regressions in
LLVM, usually with plenty of time to fix them before a release. He also said: "I
don't think we've ever had a case" of a bug fix breaking existing BPF code's
verifiability. Marchesi asked how often Clang is released, noting that GCC is
released once a year. Song said that Clang has two releases per year.
Starovoitov said that once GCC is covered by the CI, the GCC developers will
have plenty of time to fix any issues.
He thought dedicated maintenance branches sounded
nice, but that they were probably not worth the effort.




Thaler said that there was a problem with compilers breaking BPF programs — with
eBPF for Windows. Vernet replied that people who need to worry about that should
be running Clang in their CI and catching it early. Thaler said that this
doesn't fix the problem — if they upgrade the compiler and the tests fail, then
they remain stuck on an older version.




Another audience member brought up a different use case for an out-of-tree
compiler version: Android. They noted that Android user-space software
(including BPF loaders and BPF programs) can remain on a device for years. This
would not be as much of an issue if Android were not also working to update
kernels more often. They said that this had required Android to stick with a
specific Clang version, one requiring out-of-tree patches. Marchesi asked
whether, having had that experience, they had suggestions for how to make the
situation better. The audience member replied that they hadn't thought about it.
Marchesi asked everyone to please let him know if they did come up with any
clever solutions.




Marchesi then went through some last notes before time for the session ran out.
He announced that the

Godbolt Compiler Explorer now supports GCC BPF, and then
briefly covered GCC's support for non-C languages compiling to the BPF backend.
In short, it may work, but isn't supported. "In practice, every BPF program
needs BTF", which isn't available for other languages.




Thaler noted that this
wasn't really true, because eBPF for Windows doesn't use "call by BTF-id", the
core instruction that makes BTF mandatory, which the Linux kernel uses to call
kfuncs. Vernet asked whether BTF could be extended to support other languages.
Marchesi said that he had spoken to some Rust developers last year, and that
they had said you would need to be careful to only use the subset of the type
system that BTF can express. Vernet asserted that the IETF standardization
process should probably consider non-C languages when it gets around to
standardizing BTF.




At that point the session was threatening to put the BPF track, which had
previously been running on time, behind schedule. After
a few more quick questions from the audience, the session wrapped up.


(https://lwn.net/Articles/975412/)
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While BPF may be most famous for its use in the Linux kernel, there is actually
a growing effort to standardize BPF for use on other systems. These include

eBPF for Windows, but also

uBPF,

rBPF,

hBPF,

bpftime, and
others. Some hardware manufacturers are even
considering integrating BPF directly into networking hardware. Dave Thaler
led two sessions about all of the problems that cross-platform use inevitably
brings and the current status of the standardization work at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit.




Thaler opened the first session (on the first day of the summit) by discussing
the many platforms that are now capable of running BPF. With multiple compilers
and runtimes, there are inevitable compatibility problems. He defined
the goal of the

ongoing IETF BPF standardization work as trying to ensure that
any compiler can be used with any compliant runtime. He then went into a bit
more detail about what "compliant" means in this specific context, which
required first explaining a bit of background about the structure of the
standardization documents.
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In his later session, Thaler would go into more detail about the exact state of
the first IETF draft from the working group; for the initial session, he merely
stated that the working group had produced

a draft instruction set architecture
(ISA) specification for BPF. That
draft defines the semantics of all of the BPF instructions. One wrinkle is that
different implementations may not actually care about implementing every BPF
instruction. For example, BPF started off with some instructions that are
particular to its initial use case as a packet-filtering language; those
packet-filtering instructions might not actually be useful to BPF code running in other contexts.




The draft ISA splits the defined instructions into sets of "conformance groups".
A compliant runtime, then, is one that correctly implements the specified
instructions for all of the conformance groups it claims to support. Splitting
things up in this way helps runtimes (and compilers) communicate exactly what
they support, Thaler explained.




The draft ISA splits the existing instructions into
groups largely modeled after the RISC-V ISA: atomic32, atomic64, base32,
base64, divmul32, divmul64, and packet. Some of these groups include other
groups — for example, any implementation claiming to implement base64 must also
implement base32. In fact, all of the 64-bit groups include their
32-bit counterparts. Any new instructions that get added to BPF in the future will
be added to a new conformance group, so existing groups will never be modified.
That means that once an implementation has become compliant, it doesn't
necessarily need to stay up to date with new changes to BPF; it can continue
claiming compatibility with the old instruction groups and leave things there.




Thaler also described the process that the working group has settled on for
deprecations. If a group of instructions needs to be deprecated for whatever
reason, they'll be added to a separate conformance group, and then new
implementations can explicitly exclude that group and still be
considered compliant. A compiler processing a BPF program will need to receive a
set of conformance groups implemented by the target (either via compiler flags
or other configuration), and take care to emit only supported instructions. The
base32 group, which must be supported by all implementations, is
already fairly broad, so code generation should not be much of an issue.
Hopefully the end result for users will be seamless
compatibility.




Instructions are not the only component of BPF, however. Another area requiring
standardization is the platform-specific application binary interface (psABI),
which includes details such as which
registers are saved across a call, which register contains the frame pointer, how
large the stack is, and other details, Thaler said. This is all a lot more up in the air, because the
working group has not put together a draft of a psABI specification yet. He
also floated the possibility that there might end up being multiple psABIs, in
which case compilers would need to either choose one to support, or allow some
way to specify which one would be used for code generation.




José Marchesi objected to the idea that the frame pointer was a
choice that ought to be left to the psABI — BPF uses automatic stack allocation,
meaning that the runtime manages the frame pointer in BPF register r10.
Thaler responded that the ISA doesn't actually say that; the unwritten psABI
would need to say that. Marchesi wasn't satisfied with that explanation, since
r10 is treated differently from the other registers. In particular, it
is read-only. There was some additional discussion of the point, but other
members of the audience didn't seem to agree with Marchesi that the behavior of
r10 ought to be specified in the ISA.




At that point, Thaler moved on to addressing another point of compatibility
unique to BPF: the verifier. There already exist multiple BPF verifiers, notably
the one in the Linux kernel and the PREVAIL
verifier. A compiler hoping to
produce portable BPF code would need an actual description of what code is or is
not verifiable. That is something the working group has been considering, but
has not yet written any draft specifications about.



The state of the standard



In his second session, late on the last day of the summit, Thaler updated
everyone on the current state of the ISA standard. He began the session by
explaining what it is the working group is chartered to do: produce a set of
standards and informational documents on several specific topics. How the working
group does that is up to them — so they could work on these documents in
parallel, but have generally been pursuing them in priority order.




Because having an ISA is foundational to being able to discuss other topics such
as the psABI and requirements for the verifier, the ISA is the first document
the working group has been focusing on. At the time of the session, the ISA was
"almost done", with the last call for comments ending the next day. As of this
writing, the ISA is on the agenda for

the June 13 meeting of the Internet
Engineering Steering Group (IESG).




To people not well versed in IETF minutiae,
that might not provide a clear picture of what the state of the document
actually is; Thaler provided a brief overview of the remaining process as it
applies to the BPF ISA.
At the June 13 meeting, the IESG will vote on the proposed document. If it fails
to pass, any questions or comments will go
back to the working group, the document will be revised, and then it will return
to the IESG at a later date. If the vote passes, the document enters the RFC
editor's queue. The RFC editor converts the document to the specific format for
RFCs, updates any references, and assigns it a tentative RFC number. Then the
authors have a final chance to review the RFC editor's changes before it is
published, and the assigned number becomes final.




In parallel, the document also needs to be reviewed by the Internet Assigned
Numbers Authority (IANA), because IANA will become responsible for managing the
official list of conformance groups. Thaler described IANA as comprised of "process people",
who are unlikely to raise any objections to the document as long as the
procedure described for registering new conformance groups does not have any problems.




All parts of that process are fairly fast, except waiting on the IESG, which
only meets every two weeks. So it is quite likely that the BPF ISA may be an
official RFC by the end of June, he said. David Vernet, the chair of the working group,
asked Thaler whether there was anything that the assembled BPF developers could
do to prevent delays. Thaler said that there was not, since it was all waiting
on the IETF — except for providing fast responses to feedback.




In particular, Thaler had already received some feedback during the last call
for comments. Since the comment period was scheduled to end the next day, he
thought that if the attendees quickly replied to these concerns, there would likely not
be any other delays. He went through the feedback, most of which was minor and
already incorporated. One piece of feedback
prompted actual discussion, however. Eric Klein had
suggested that the ISA should not define the range of registers available to BPF
programs, saying that should be moved to the (not yet written) psABI instead.
This suggestion was not well received.




Several audience members, including Marchesi, spoke up to say that the number of
registers a CPU has should always be part of the ISA. One audience member asked
how compilers are supposed to produce code for a platform without knowing how
many registers there are. Marchesi and Alexei Starovoitov separately mentioned that
there were some details of how registers were used, such as the use of
r0 for return values, or the use of the frame pointer, that did not
necessarily need to be included in the ISA, but still thought the number of
valid registers was important to include. Thaler noted everyone's responses, and
intends to keep the number of registers (currently eleven — ten general purpose
and one read-only frame pointer) in the ISA.




Vernet then questioned why they should standardize on eleven registers — other than
to match the existing behavior of BPF implementations. Another member of
the audience said that was a "very good question, but not one that should affect
the standard", given that this is what all existing portable BPF programs do.
Marchesi suggested that the ISA could say that the instruction encoding has
space for up to 16 registers, but that the exact number depends on the
implementation, with a minimum of eleven.
Several other people pushed to move on with eleven as-is, noting that if this were
a real issue it would have come up at some point before the final 48 hours of
the last call for comments on the ISA.




Once the ISA is standardized, the next step (although he was clear that this was only a
rough order), will be an informational standard describing the expectations for
a BPF verifier. This might include ensuring properties like not using undefined
instructions, not dereferencing invalid pointers, or ensuring that programs
terminate. Marchesi noted that it would be convenient for compilers if the
document took the form of a numbered or named list of rules, so that compiler
error messages (and internal code) can reference them by name. Starovoitov
thought that those kinds of requirements belonged in a separate document; Thaler
concurred, noting that a compiler expectations document was later in his list.
Other upcoming tasks for the working group includes standardizing the BPF Type
Format (BTF), and informational documents on producing portable binaries —
including documenting compiler expectations for verifiable code, and the psABI.




Thaler spoke a bit about his preferred form for the psABI work, and then moved
into one last topic for the audience to help with: an ELF profile for BPF. He
has

a draft proposal, but he has concerns about
the right way to perform the standardization. ELF is not an IETF standard —
it is defined as part of

the System V specifications. So, he asked, what is the right way to
register BPF-specific ELF information (like the BPF CPU identifier in the ELF headers)?




The consensus among the audience was that System V was

pretty much defunct, and
that sending an email claiming the BPF CPU
ID to the System V mailing list should be sufficient. With that, the session came to a
close.


(https://lwn.net/Articles/975830/)
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There are few topics as arcane as memory models, so it was a pleasant surprise
when the double-length session on the BPF memory model at the
Linux Storage,
Filesystem, Memory Management, and BPF Summit turned out to be
understandable. Paul McKenney led the session, although he was clear that the
work he was presenting was also due to Puranjay Mohan, who unfortunately could
not attend the summit.
BPF does not actually have a formalized memory model yet;
instead it has relied on a history of talks like this one and a general informal understanding.
Unfortunately, ignoring memory models does not make them go away, and this has
already caused at least one BPF-related bug on weakly-ordered architectures.
Figuring out what a formal memory model for BPF should define was the focus of
McKenney's talk.




LWN has written about memory models for kernel
code before. Briefly, accessing memory is so slow that modern CPUs put a
great deal of effort into minimizing and parallelizing requests to memory. This
often takes the form of caching, but can also involve reordering memory
accesses. This means that, from the point of view of a thread running on another
CPU, memory operations can appear to occur out of order. A memory model says
which reorderings are permitted, and which instructions programmers can use to
control this behavior. "Strong" memory models are those that permit fewer
reorderings (and therefore often require less explicit synchronization), while
"weak" memory models are more permissive.




McKenney opened the session by noting that — in an example of weak ordering
typical of memory-modeling work — the patches he hoped to result from the
talk had actually already been sent to the mailing list. Mohan had done
an impressive amount of work in the week leading up to the summit, including

fixing several problems with atomic instructions in BPF on weakly-ordered
architectures and

adding code to
herd7, a memory model simulator,
in order to show the changes were correct.




After acknowledging Mohan's work, McKenney then walked the attendees through the
common assumptions embedded in BPF code about memory ordering, which amount to an
informal memory model. BPF has a set of atomic instructions — notably
xchg and cmpxchg — that provide full ordering. All CPUs and
tasks agree that the side effects of all instructions that come before an atomic instruction
are visible before it, and all effects of subsequent instructions are not
visible until it has been executed. McKenney noted
that this was "straightforward, but really important". Other atomic instructions,
such as atomic adds, are unordered, unless they specify the optional
FETCH flag.




The other source of memory ordering guarantees in BPF is jump instructions.
Unconditional jumps don't affect ordering, but conditional branches do under
some circumstances. When there is a load instruction, the result of which is
used in the comparison for a branch, and then that value is stored following the
branch, the store is guaranteed to occur after the load. McKenney noted that
this was a pretty subtle point, and means that optimizing BPF programs requires
some care. Alexei Starovoitov interjected: "Don't run BPF assembly through an
optimizing compiler", which produced some chuckles.




Those properties form the bare minimum of what most BPF programs currently assume
about ordering. But in the absence of a formalized model, it's impossible to say
whether any given bug resulting from memory operations being reordered
is a bug in the BPF program, the compiler, or the BPF just-in-time compiler (JIT).
McKenney has four main goals for a formal memory model: it should operate at the
level of individual instructions, so that it is directly applicable to the JIT;
it should be consistent with the 
Linux kernel memory model (LKMM); it should support
low-overhead mappings to supported hardware; and it should be able to grow as
BPF does.
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These goals pose some challenges. In order to be efficiently mapped to different
kinds of hardware, the memory model should avoid forbidding reorderings that
those architectures permit — which necessarily means that it will end up being a
"weaker" memory model than any of those architectures alone. The benefit is
that, if the formal model is successful, the JIT should not need to emit
synchronization instructions or memory barriers in most cases.




McKenney thought that some people might wonder: don't we already have the Linux
kernel memory model? Why not just map BPF assembly to LKMM C? Unfortunately,
that doesn't really work, he said, at least not trivially. High-level languages like C
and low-level languages like assembly have different event structures that make
a simple mapping impossible. Assembly also has additional constraints around
individual registers or similar low-level constructs that the LKMM doesn't
address. He did think starting from an existing memory model was a good idea,
however, since the basics of any memory model are likely to be fairly similar.




Of the existing memory models, McKenney considered a few alternatives. X86 is
much too strong, and PowerPC is not actively developed (and missing atomic
instructions). Ultimately, he chose ArmV8 as a possible starting point, since it
is actively maintained and full-featured. The downside is that it includes some
irrelevant hardware features, and that it is still stronger than PowerPC, so
some changes will be needed.




McKenney showed the attendees a few selected sections of the ArmV8 memory model
specification, to give a feeling for what adapting it would be like. Then he
went into a series of examples of things "that kinda hit me over the head really
hard" — unintuitive consequences of the model that would need to be considered
while adapting it to BPF.



Examples



The first example dealt with dependencies between loads and stores. Suppose that
there are two reads (called R1 and R2), and one write (called W1). In the
program, the instructions occur in the order R1, R2, W1. When executed,
R1 reads from some
known address (a pointer), returning a second address that R2 reads from. W1
writes to a different address.
The question is: is the CPU allowed to re-order the write to occur before the
reads? After describing the scenario,
McKenney paused to give the experienced kernel developers in the room
a chance to guess.




As it turns out, both ArmV8 and PowerPC forbid that reordering, but the LKMM
doesn't. The reason has to do with aliasing — the CPU, when it is
executing those instructions, can't know whether R2 and W1 will access the same
location until read R1 actually resolves. So of course W1 can't occur before R1,
because that might cause R2 to read the wrong value. The LKMM, however, operates
on a more abstract level. If the pointers involved in this scenario are passed
in as arguments to a function written in C, the LKMM is allowed to assume that
they don't alias. Since they don't refer to the same location, reordering W1
before R1 doesn't cause any problems.




In this case, BPF is in a position more like a CPU than like the C abstract machine. The JIT
could theoretically know whether two accesses alias, but that would seriously
complicate code generation, so it makes more sense to adopt the same restriction
as ArmV8 and forbid the reordering.




The second example was somewhat more esoteric. Suppose that you have two
threads and one variable X. One thread reads X twice, in read operations R1 and
R2. The other thread writes to X, with an operation W1. Suppose that R2 occurs
before W1 (i.e., it doesn't see the value written). All the operations use the
platform's equivalent of 
READ_ONCE() and WRITE_ONCE(), i.e.
atomic reads and writes with weak ordering guarantees. Does R1 also necessarily
occur before W1? [McKenney
clarified in the comments that this is not
quite the correct framing. The proper question is: does R2 being unable
to read a value older than the value read by R1 have any other ordering consequences?]
After a moment of silence, one audience member pointed out that
the answer can't possibly be "Yes", because otherwise McKenney wouldn't be
asking, producing another round of laughter.




And indeed, on PowerPC, operation R1 is allowed to read the value written by W1,
even though R2 doesn't. even though R2 might read a value later than that of R1,
that doesn't impose additional ordering consequences.
To prove it, McKenney showed the scenario running in
herd7, showing that it found a proof that the reordering is possible. The
scenario did need to include a few additional complications in order to actually
make the test meaningful, and McKenney spent a while walking through the
requirements to actually measure the scenario so that the audience could
understand what was happening in the example. "If you're serious about
understanding this — which I'm not sure you should be —", McKenney advised, "you
can consult the example in

the book", referring to his book about parallel programming.




McKenney noted that this is an example of PowerPC being exceedingly weak — ArmV8
forbids the same reordering. The BPF developers probably prefer to go with
PowerPC's version, however, so that they can avoid emitting extra memory
synchronization instructions during code generation. BPF doesn't currently have an
equivalent of READ_ONCE() and WRITE_ONCE(), so the example
doesn't necessarily apply, but it's something to remain mindful of.




In short, even starting from the ArmV8 specification will require a certain
amount of adaptation and careful thought, McKenney summarized. He then showed
some of the support for BPF code in herd7. Mohan is working to extend that
support, which will probably prove useful for validating any proposed formal
model. The session ended with some discussion about where the memory model
should live once it was written. McKenney plans to get it into the kernel's
tools/standardization or documentation directories, but isn't
particular about where exactly it ends up.


(https://lwn.net/Articles/976071/)
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Alan Jowett returned for a second remote presentation at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit to compare the performance of
different BPF runtimes. He showed the results of the MIT-licensed BPF

microbenchmark suite he has been working on.
The benchmark suite does not yet provide a good direct comparison between all
platforms, so the results should be
taken with a grain of salt. They do
seem to indicate that there is some significant variation between
implementations, especially for different types of BPF maps.




The benchmarks measure a few different things, including the time taken to
actually execute various test programs, but also the overhead of transitioning from the
kernel into the BPF VM, and the performance of calling helper functions. It is
important to measure these things in a platform-neutral, repeatable way, Jowett
said. The benchmark suite uses libbpf to load BPF programs, which uses "compile
once — run everywhere" (CO-RE) to run the same ELF artifacts on the different
supported platforms.




There are several different kinds of BPF programs included in the benchmark
suite, including an empty (no-op) program, programs that exercise various helper
functions, and programs that test the performance of BPF maps, including trie
and hash-table maps. Measurements are taken on multiple CPU cores in parallel,
to make testing the performance of concurrent maps more meaningful.




The

eBPF for Windows project uses the benchmark suite as part of its daily
continuous-integration (CI) setup to
track performance regressions. The CI also runs the same tests on Linux,
but he said that these weren't a good comparison because of
infrastructure issues — the GitHub runners the CI uses can't specify a
particular Linux kernel version. He also noted that there would be some variation because
Windows uses ahead-of-time (AOT) compilation of BPF, rather than just-in-time (JIT)
compilation as Linux does.




Despite that, Jowett thought that there were some valuable lessons to be drawn
from the benchmarks. He said that AOT compilation outperforms JIT compilation,
which itself outperforms interpretation. Alexei Starovoitov challenged that
assertion; he said that
the JIT being tested on Windows — which was Jowett's basis for comparison, given
the Linux infrastructure issues — was fairly dumb, and was not enough to make
generalizations about Linux's JIT. Jowett acknowledged that, and pointed out some ways that
the Windows JIT could not be improved.




Jowett also showed some measurements demonstrating that least-prefix-match trie maps have
faster updates than hash tables, and that Windows had trouble matching the
performance of Linux's

least-recently-used (LRU) tables. He noted that maintaining a global consensus
on the age of keys in the table "is expensive".




With the difficulties Jowett had measuring Linux performance, however, it seems hard to
say how eBPF for Windows and the Linux BPF implementation compare. Perhaps when
that is resolved this work will prove a useful tool to highlight potential
performance improvements.


(https://lwn.net/Articles/976317/)
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BPF was first

generalized beyond packet filtering more than a decade ago. In that time, it
has changed a lot, becoming much more capable.
Alexei Starovoitov kicked off the second day of the BPF track at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit by leading a session
discussing which changes to BPF are going to come in the next ten years as it
continues evolving. He proposed several ideas, including expanding the number of
registers available to BPF programs, dynamic deadlock detection, and relaxing
some existing limits of the verifier.




Starovoitov started with a recap of the last ten years of BPF development.
BPF's initial use case was for networking — hence the name
"Berkeley Packet Filters". In 2015, this expanded into a new generation of
tools, including using it for tracing. Everything in BPF has evolved for a
reason, he said. Once support for BPF existed in the kernel, user-space tools
like

katran and
Cilium started popping up to take advantage of it.
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As tracing tools evolved, they needed access to kernel headers in order to
understand how the data they were seeing was laid out. This led to things like
the BPF Type Format (BTF), "compile once — run everywhere" (CO-RE), and teaching
Clang how to do symbolic field accesses instead of using a known offset, he
explained. Other BPF usability features were also introduced by necessity.




In C, the natural representation of global variables is to store them in .data
sections (or .bss, .rodata, etc.). For BPF programs, however,
it often makes sense to share global variables with user space for configuration
or reporting purposes, which means
that data needs to be stored in a BPF map. Even if the globals are stored in a
BPF map, however, userspace still might not know how they are arranged.
The
solution is BPF's

skeleton support that generates types that match how the
compiler lays out global variables, making them easier to access programmatically.




The way BPF code is written has also changed a lot. Initially, the verifier had
no support for function calls — meaning that programmers had to annotate all of
their functions with always_inline. That is no longer necessary,
but many users don't seem to know that because of the variety of old examples
floating around the internet. "I feel we need to do something in terms of
evangelizing the better practices," Starovoitov said. Loops are in a similar
situation; they were not supported initially, but over time have become
increasingly usable. Yet there are still patches submitted to the mailing list
today that use

bpf_loop(), even though

open-coded iterators (a better
replacement) were added two years ago.




The interfaces used by BPF code have also seen some changes. The initial
mechanism for BPF to call into kernel code was helper functions. These are
considered a stable interface, so it's hard to experiment with new
possibilities. They've been supplemented by kfuncs, which are an unstable
interface that can be augmented from anywhere, including kernel modules. At the
time of Starovoitov's talk, there were 211 helper functions and 164 kfuncs in
the kernel.




For kernel code calling into BPF, the same flexibility is offered by the
struct_ops mechanism. The feature was first introduced for

sched_ext,
but has turned out to have many users across the kernel. Implementing the
feature did take some time, Starovoitov said, because the necessary translation
to and from the BPF calling convention is not trivial. But overall, struct_ops
has been an incredibly useful feature.




It is also not the only change to BPF driven by sched_ext; the necessary
integration with the scheduler means it drove many features that improve data
sharing between the kernel and BPF programs. The most notable is perhaps

kptrs,
which are direct pointers to kernel data structures that rely on the BPF
verifier to track ownership and lifetime information.




The general trend has, of course, been toward making BPF programs more capable.
The most recent changes that Starovoitov discussed were

BPF arenas and

cond_break, which represent a big step toward BPF being able to implement
arbitrary algorithms and data structures. Adding these means that extending
BPF no longer needs as many kernel changes, and it also turns a lot of static
verification into runtime verification, Starovoitov said. Now that these are in
place, there will start to be more BPF libraries. Libraries for regular expressions and hash
tables already exist — a string manipulation library is probably next.



The future



Right
now, library code is reused between BPF programs using the oldest
library-management technique: copy-and-paste. That needs to change, he said. BPF
developers need some way to distribute shared BPF code as libraries — ideally,
an approach modeled on Rust or Python, where libraries are distributed as source
only. C and C++ don't really handle dependency management well, and BPF should
learn from their mistakes.




Not every desirable library can be written in BPF today;
there are some additional enhancements necessary to enable truly arbitrary
algorithms. sched_ext can't do everything users might want — notably,
reimplementing

EEVDF (the current default Linux scheduler) —
because of the current limits on locks. Only one lock can
be held at a time, and the program cannot call kfuncs while it is held. Worse,
bugs in the verifier code that ensures this property could potentially cause deadlocks.
What BPF needs, Starovoitov asserted, is another line of defense, so that locks
taken by BPF programs (or the core infrastructure of the BPF VM) can't interfere
with the kernel. Once that is possible, run-time deadlock detection can be
implemented, and then it will become possible to relax the restrictions the
verifier currently puts on locks.




Many people see relaxing the verifier's requirements as something necessary to
make BPF Turing-complete but contrary to popular belief, it already is, he said.
BPF arenas are
almost the last feature required to demonstrate this fact by implementing an
interpreter in BPF. The only missing part is support for jump tables and
indirect gotos. Writing an interpreter in BPF is a "toy motivation" that he does
not actually expect anyone to want to do, Starovoitov
clarified, but jump tables are something BPF will need to remain relevant.




Related to indirect gotos is support for tail calls. BPF does already have
bpf_tail_call(), but Starovoitov called that a hack, saying it was
cumbersome to use. A cleaner solution would be to use a dedicated
instruction for indirect calls — which BPF has actually had since the beginning,
as long as the call targets are global functions. The missing component is
verifier support; the verifier needs to be changed to understand the concept of
"the address of the instruction".



Efficiency



Even if there is little else needed to make BPF more flexible, there are plenty
of things that could make it more efficient, such as dedicated bit-manipulation
instructions or changes to the calling convention, Starovoitov explained.
In particular, a function
attribute that can be used to mark functions that don't need to use caller-saved
registers could let compilers be smarter about register allocation and reduce
the number of registers spilled to the stack. Another possible idea for better
register allocation is just to increase the number of available registers. When
BPF was first being developed, x86 was the dominant architecture under
consideration; it does not offer many registers compared to other
architectures. For modern BPF, the Arm and RISC-V architectures are important
contenders — but BPF programs can't take advantage of the larger number of
available registers.




Starovoitov mentioned a few ways that the BPF developers could approach the
problem, such as switching to virtual registers and doing register allocation in
the kernel. Other possibilities include rejecting programs that use too many
registers for a given architecture, fat binaries compiled for different numbers
of registers, or having the verifier track spills to the stack and convert them
to registers when possible.
David Vernet pointed out that BPF's instruction encoding only has 4
bits for registers, so using more than 16 registers would be difficult.
Starovoitov replied that new instructions could potentially add more space for
registers, noting that he feels that the restriction on the number of registers
is showing its age.




Increasing the number of available registers could also open the door to passing
six or more arguments. Right now, BPF has a maximum of five arguments per
function, because only five registers are used for passing arguments. That could
be worked around by using the stack, but extra registers would be an easier
solution. The key constraint around changing the BPF calling convention is
making sure it can be efficiently mapped to the kernel's calling convention, so
the right solution is not immediately obvious.



More uses



Starovoitov mentioned one final pie-in-the-sky idea for better interoperability
between BPF and the kernel: with extra registers and an expanded calling
convention, it might be feasible to compile the kernel to

the BPF ISA. That
would open the door to a number of previously unimagined applications, such as
using BPF debugging across the whole kernel.




There are other more feasible improvements, though, such as permitting

alloca(). BPF programs are currently restricted to a stack of 512
bytes, which makes using alloca() impractical, since there is not much
space available for allocations. While it may be
possible to expand the size of the BPF stack, another solution is to use a
"divided stack" that tracks return
addresses and local variables on separate stacks. The 512-byte stack that the
kernel is aware of could then be saved purely for function calls, with a larger
stack allocated (perhaps in a BPF arena) on the fly.




Vernet questioned how desirable alloca() was in BPF programs, noting
that it creates a bunch of extra instructions compared to using a static
allocation — and, in fact, alloca() is forbidden in the kernel for that
and other reasons. Starovoitov acknowledged that it was forbidden in the kernel,
but didn't think that was relevant to BPF programs. alloca() is much
cheaper than a heap allocation, and can be guaranteed to succeed. BPF programs
might find it useful for holding structures that vary in size depending on the
size of kernel structures, a complication that comes up fairly frequently.




Of course, all of this future flexibility and dynamism will come at a cost. "Not
everything can be done statically," Starovoitov said.
Making BPF programs safely cancellable, with
run-time timeouts to augment program verification, will probably become
necessary. Starovoitov said that work was already in progress. Debugging all
of these new features is not likely to become a problem, however, because BPF
already has good observability. BTF debugging info is
a good match for C code (and kernel code), and existing tools like

bpftrace use it to great effect. One thing that is missing is
letting these same observability tools work in user space. Starovoitov noted
that it is a chicken-and-egg problem: user-mode BPF probes are not fast, so
why bother supporting them? But they won't become fast without additional
support. Also, many languages used in user space don't match BTF semantics as
well, which may require changes to the format.




A potential side effect of making BPF more capable is making more work for the
verifier. Currently, the verifier has a one-million-instruction limit, just to
bound the amount of time it will spend on a pathological BPF program. For large
programs, however, any verifier or compiler change could potentially make it hit
the limit, which is a "horrible user experience". There is no real solution yet,
Starovoitov said, but the problem is something that BPF developers must
consciously focus on in order to fix. There are some workarounds, such as
testing compiler changes in the BPF CI. Another possible solution would be to
relax the limit, and let the verifier go beyond one million instructions if it
can tell that it is making forward progress.




The last idea Starovoitov introduced was making BPF into a
kernel module. He noted that the main problem for vendors shipping
products that need BPF is the variety of different kernels in use; it is
difficult to make a BPF program work across all of them. One potential solution,
he explained, would be to make it possible to upgrade the BPF subsystem
independently of the base kernel. That would, itself, be a significant challenge
— the existing kernel module mechanism is not enough to support it — but it
could solve some persistent problems.



Questions



Starovoitov finished by saying that he thought BPF's next growth areas were
likely to be in Linux security modules (LSMs), other security use cases, and continuing
improvements to sched_ext. The audience had several questions. One person asked
whether Starovoitov thought BPF was harder or easier to use now, after a decade
of changes. Starovoitov replied that the BPF developers have made it much easier
to use, but that they couldn't actually simplify some of the core design behind
BPF because of stability guarantees, so it wasn't as easy to use as it could be.
Another person asked whether Starovoitov expected BPF to see growth outside the kernel.
Starovoitov replied that the main power of BPF is in observability and safety.
There may be use cases that call for that combination outside the kernel, but
user space as a whole would not benefit from BPF, he said.




Another member of the audience asked about how to communicate all of this to the
many BPF users who were not present at LFSMM+BPF; they suggested doing outreach
to other conferences to help spread some of these ideas. Starovoitov said that
he agreed completely that this was a good idea, but that he is not specialized in
doing evangelism. He called on the other people present in the session to help
spread the word.




BPF has grown remarkably quickly, and there's no particular sign that it will
stop. Many users are finding value in the greater observability and
configurability it brings to the kernel. At the same time, it is clear that
there are still big plans to change BPF. It may look quite different in another decade.


(https://lwn.net/Articles/977013/)
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The BPF verifier is a complex program. This has the unfortunate effect of making
it simultaneously more difficult for contributors to work on, and more likely
to harbor unknown bugs. Shung-Hsi Yu had two concrete proposals for how to
simplify the verifier to make it easier to maintain that he presented at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit. Yu proposed changing how the
verifier tracks partially known values and cleaning up the interface to
hide the details of the value-tracker's internal representation.
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One of the core functions of the verifier is value tracking — inferring the set
of possible values that a variable can hold, in order to ensure that accesses
remain within bounds. Since any value could potentially be used to compute an
array index or other quantity the verifier is interested in knowing, the value
tracker needs to follow every value in the program.
The verifier stores information on possible values in the
bpf_reg_state structure, which tracks two related kinds of information.
The first is "known bits", which uses a mask to indicate when individual bits of
the value are known exactly:




    struct tnum {
        u64 value;
        u64 mask;
    }




The second is the valid range of the value, tracked
as both signed and unsigned 32- and 64-bit quantities:




    struct bpf_reg_state {
        ...
        struct tnum var_off;
        s64 smin_value; /* minimum possible (s64)value */
        s64 smax_value; /* maximum possible (s64)value */
        u64 umin_value; /* minimum possible (u64)value */
        u64 umax_value; /* maximum possible (u64)value */
        s32 s32_min_value; /* minimum possible (s32)value */
        s32 s32_max_value; /* maximum possible (s32)value */
        u32 u32_min_value; /* minimum possible (u32)value */
        u32 u32_max_value; /* maximum possible (u32)value */
    }




This choice of what information to track represents a tradeoff between accuracy
and efficiency. If computers had overabundant memory,
the verifier could just track the set of possible
values directly using a generic set data structure. The downside of that approach
would be the significantly increased memory overhead compared to the bytes required
to store a bpf_reg_state.
The downside of the more efficient approach is that it can't represent all
possible sets of values, so sometimes the code needs to make a conservative
over-approximation, which can snowball and make the verifier fail to figure out
bounds that it theoretically could have. For example, the verifier can't
currently handle a disjoint range, like a value that must be between one and
four or eight and ten. Instead, it would track the range as just one to
ten.






In practice, tracking both known bits and
possible ranges provides a good tradeoff. Either one alone would fail to capture
important properties that the verifier cares about, but together they aren't too
large or complex to work with. They can represent possible sets of
values such as "a multiple of eight between zero and 64", which is a good fit
for tracking the alignment and bounds of an array access.



Track fewer bounds



Yu has a proposal that could simplify the actual implementation of
bpf_reg_state significantly, while still keeping the same precision:
stop tracking the signed versions of the ranges separately. Right now, whenever the
verifier updates one range (such as inferring a new smin_value from a
conditional branch),
it needs to perform a complex synchronization to make sure the
change is reflected in every range. Right now, that synchronization involves
propagating information in 20 different directions, Yu said. This is necessary
because the code doesn't track which fields have been updated, so synchronizing
the bounds after processing a chunk of code involve sharing information from
each of the five tracked constraints (four ranges and a tnum), to each of the
other four.




Instead of tracking ranges in the current way, Yu proposes tracking
ranges using a variant of the approach he
discussed in October
2023. Essentially, the maximum would be allowed to be lower than the minimum.
The range represented this way always starts at the minimum and ends at the
maximum, but it might wrap around part way through. This means that the range
(minimum: 0xFFFFFFFC, maximum: 4) represents the signed range (-4, 4) while
simultaneously representing the unsigned ranges (0xFFFFFFFC,
UINT32_MAX) and (0, 4). The existing code doesn't handle disjoint ranges like
that, so Yu plans to add some conversion functions that convert from the new
representation for use by the old code.




Storing ranges this way has a few benefits. The biggest one is that there is no
need to synchronize knowledge of signed and unsigned bounds — they are
automatically synchronized, simply by virtue of the representation. That also cuts
down on the amount of information the verifier needs to propagate between the
known-bits representation and the range representations, bringing the code down
to only six directions of information flow (from each of the three bounds to
the two others). Yu hopes that this will make the
verifier code that handles value tracking much easier to work with, and also to
formally verify.




Yu plans to get the changes into upstream in a few steps; initially, there will
be conversion functions and the main verifier code will remain largely
unchanged. Then, he plans to change the most critical parts of the
value-tracking code to use the new representation natively, followed by adapting
the kernel selftests. Finally, the last uses can be removed along with the
conversion functions.




Yu's second proposal for simplifying the value tracker is to introduce a more
abstract interface for working with tnum and range values. The
proposals can be implemented independently, but they would certainly complement
one another. Right now, working on the verifier code requires knowledge of the
internal details of tnums and ranges; but the most common operations to
perform on these values are just intersections and inclusion checks, Yu said. If
those were pulled out into their own functions, a lot of the actual
value-tracking code could be substantially simplified.




Those aren't the only possible ways to ease maintenance of the verifier,
however. The session ended with a discussion of how to improve the
documentation, what aspects of the verifier could potentially be standardized,
and how these proposals would impact formal verification. The verifier has
certainly earned its reputation as a tricky piece of code to maintain, but it
seems like the kernel's BPF developers have a plan to start changing that.
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The kernel has a lot of code paths that are normally disabled: debugging print
statements, tracepoints, etc. To support these efficiently, there
is a common mechanism called

static keys that provides a way to enable or disable a
code path at run time, with effectively no overhead for disabled
branches. BPF programs have not been able to take advantage of static keys so far,
because they aren't compiled into the kernel.
Now, it looks like BPF may be getting support for a similar mechanism —
and the design could also provide one of the components needed to support

jump tables, another missing feature.
Anton Protopopov presented his plans to add static keys to BPF at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit.
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Static keys in normal kernel code work by using self-modifying code. An
static_branch_unlikely() directive in the source is compiled to no-op
instructions of the appropriate size to hold a jump instruction instead (five bytes
on x86_64). At run time, when the kernel wants to enable the branch, it
overwrites the no-op instruction with a jump instruction to the code for the
branch. The same technique doesn't work for BPF for several reasons. For
one, the existing static-key support is, as the name would suggest, static. It
is configured at build time, which won't work for BPF programs, since they
aren't linked into the kernel. For another, there are security concerns with
allowing self-modifying code, meaning that the modification should not be
implemented in BPF itself.




Protopopov's proposal sidesteps both of those issues.
He would like to add two new BPF
instructions: goto_or_nop and nop_or_goto, depending on
whether the chosen branch is enabled or disabled by default. New instructions
are needed because the verifier will need to be taught to still consider both
branches, even though the instructions themselves choose one branch or the other
unconditionally. Then, the places where the new instructions occur will be
associated with some static key. Since BPF represents many things with maps,
Protopopov suggested using a new map type. When a map of that type is updated, the relevant
instructions will be patched to the other variant.




There are a few complications with this approach; one is the fact that the
just-in-time (JIT) compiler doesn't know in advance how long the code it
generates will be,
so the offset that needs to be patched can't be calculated ahead of
time.
Protopopov described his plans for how this would be
reflected in the new map type. Before the program is loaded, the map would hold
BPF instruction offsets. On load, the map becomes read-only to user space, and
the locations in the map are updated as relocations and JIT compilation are
performed. The verifier will need some way to access the map as well, to check
that the modifiable locations only point to the new instructions.




Protopopov finished by describing how user space could make a

bpf()
syscall to update the state of a static key.
David Vernet remarked that the mechanism sounded like it would be useful for

sched_ext, especially if the ability to update a static key were made available
as a kfunc, noting that other schedulers use static keys a lot. Protopopov
replied that the patching code has to take a mutex, so not all code could
necessarily use it. Alexei Starovoitov asked about how user
space would indicate which static key it was interested in. Protopopov indicated
that the instruction map could hold multiple separate keys, so user space would
just indicate which one it wanted to update.




Joe Stringer asked whether, if a BPF program were running while the static key
was being updated, the code could see it as being in an inconsistent state.
Protopopov said that could happen, but that this didn't present too much of a
problem for use cases like debugging. For other uses, the programmer will have
to be careful not to rely on the value of a switch remaining the same for an
entire BPF function.




The discussion then turned to how to make the map available to the verifier. The
verifier already receives several file descriptors with information it needs, so
it would seem simple to add another. Unfortunately, the data passed to it is a
bit messy and makes this more complicated than it perhaps should be, Protopopov
explained.




A member of the audience questioned whether the proposal really needed new
instructions, noting that the instruction encoding is getting crowded and that
the verifier could tell which instructions were special by reading the map.
Protopopov pointed out that this would make disassembly pretty confusing, since
in that case
any goto or nop
instruction could potentially be a hidden branch. Starovoitov
said that two more instructions would not be a problem for the moment. Another
member of the audience asked why two new instructions were necessary;
Protopopov said that they were for code that was patched in or patched out by
default, respectively.




A security-minded participant said that they worked on a hypervisor that tests
static-key updates in the kernel, to check that the values being written make
sense. As part of that process, it hooks into the existing kernel mechanism,
suggesting that there is already plenty of information available. They asked why
BPF needs a separate mechanism to store locations to be patched.
Protopopov replied that the existing kernel
support was "too static", since it only applies to code that is actually linked
into the kernel.



Jump tables



Sometimes, one part of a program can transfer control flow to many other parts.
Switch statements are possibly the most common example. Small switch statements
are usually compiled to normal conditional branches, but larger switch
statements are sometimes compiled to a table of code pointers. The code uses the
value being switched on as an index into the table, and then jumps to the
resulting location. This technique — called a jump table — can be much faster
and more compact, although it is also harder on the branch predictor. BPF
doesn't support jump tables, however, because it lacks generalized indirect branches.




Since Protopopov's proposal would add a new type of map with all of the
infrastructure for tracking where BPF instructions end up in memory, it could
provide a necessary stepping stone toward supporting jump tables in
BPF. One possible design would be to add a "goto register" instruction, where
the verifier ensures that the register value is loaded from a map of the right type.




Currently, BPF programs that need to have something like a dispatch table need
to emulate it with a long chain of if statements. This is inefficient, since
many conditions need to be tested to find the right alternative. It
also presents a problem for the verifier, which restricts the number of branches
that it is willing to consider in order to avoid spending an excessive amount of
time on verification. Jump tables would make that limit much less restrictive,
because an indirect jump through a table would count as only a single branch.




Jump tables are frequently used to implement switch statements, especially in
bytecode interpreters, Protopopov said. Although he has a plan for the BPF side,
he's not sure how complicated implementing support for this style of jump table
in GCC or LLVM will be. Starovoitov said that he doesn't expect the change to be
difficult, since LLVM already represents switch statements in pretty much this
way. All that will be needed is having LLVM create a map for all the known
targets of a switch statement. Protopopov asked whether adding BTF
debugging information to it would be difficult; Starovoitov didn't think that
sounded difficult either.




Support for jump tables was one of the features Starovoitov had called out in

his earlier session as necessary to the continued growth of BPF. While there
were some questions about the design of Protopopov's proposal, it seems likely
that something like this will be implemented for BPF.
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On the final day of the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit, the BPF track
opened with a series of sessions on improving the performance and
flexibility of probes and other performance-monitoring tools, in the kernel and in
user space. Jiri Olsa led two sessions about different aspects of probes:
making the API for BPF programs attached to a probe more flexible, and making
user-space probes more efficient.




Olsa introduced an improvement to

kprobes; he

posted a new way to attach a single
program to the entry and exit hooks for a function. This is already technically
possible, but it's a pain to work with, because the BPF program has no way to
match entries and exits
up with one another. Olsa's new API, called kprobe_multi, will give the BPF program a cookie
to match calls to the entry and exit hooks with each other, as well as allowing
the entry hook to request that the exit hook be skipped if the event is not something the
BPF program is interested in.






The API is already merged into the kernel and supported for kprobes and

fprobes. User-space probes are a harder problem, but Olsa is working on getting
a version of his new API for those upstream as well. There are also some improvements he is planning for the
kernel side; he would like to reimplement fprobes on top of the
function-graph
(fgraph)
mechanism. Since kprobe_multi is built on top of fprobe, this would also change
how that API is implemented internally.




The reason to refactor the design like this is to consolidate the different
mechanisms in the kernel that trace returns from function calls, Olsa said.
Currently, there are essentially two parallel implementations: fprobe and fgraph.
The fgraph code maintains a shadow stack for each kernel task that it uses to
keep track of up to 16 trace functions. The shadow stack serves as an
alternative to the rethook mechanism that fprobes currently use.
It would require one extra page per
process, allocated when the process is first traced, but it would mean
kprobe_multi programs, fprobes, and fgraph code could all share the same mechanism.




One audience member asked whether the limit of 16 simultaneous traced functions
in fgraph meant that there would only be up to 16 kprobe_multi programs. Olsa
clarified that no, the fprobe instances for multiple kprobe_multi programs could
share an fgraph slot. One of the changes he has made is to introduce a hash
table that is used to make that mapping many-to-one.






Another person questioned whether
implementing kprobe_multi using fprobes, that are themselves implemented with
fgraph, which is in turn built on ftrace, was really necessary. Olsa explained
that there had been a lot of grumbling about having two separate tracing
implementations in the kernel, and that consolidating them actually made things
simpler. The audience member then asked whether having so many layers added too
much overhead from indirect calls. Another person suggested doing what
tracepoints already do to solve excessive indirection
— patch the traced code to use a

static call when there
is only one relevant tracepoint.




Overall, there were some doubts about whether the refactoring Olsa proposed was
actually warranted, but not much doubt that the kprobe_multi interface was a
useful addition.



Faster uprobes



Olsa also led the next session, this time focused on making user-space probes
faster. To set a uprobe, the user specifies an inode and an offset. When the
kernel loads that file into memory (or has it already loaded),
it patches the given offset with a
breakpoint instruction that triggers the probe. The exact details however, are
specific to a given architecture, so Olsa focused only on x86.




After executing the BPF program attached to the probe, the kernel then needs to
execute the original instruction that was replaced. Some instructions can be
emulated in the kernel, such as moving values between registers, performing
arithmetic, or so on. Other instructions need to be executed in their original
context, so the kernel will restore the original instruction, set the CPU's
debug flag to single-step instructions, return to the user space program, and
then put the breakpoint instruction back and disable the debug flag.




Some probes are handled a bit differently. Return probes use a return trampoline
approach: overwriting the return address on the stack with the
address of a trampoline that executes a breakpoint instruction and then returns
to the original address. In either case, both approaches add a certain amount of
overhead to uprobes; overhead that Olsa would like to minimize.




One audience member asked whether these techniques were compatible with
user-space applications that do non-standard things like perform their own
tracing using a shadow stack. Olsa answered that this would cause problems. For
example, programs written in Go have a shadow stack that would notice return
probes being inserted and crash the application.




Olsa then explained the benchmarks that he was using to actually measure the
overhead of uprobes. He focused on benchmarks involving three different
instructions, since those are all
common cases and use slightly different implementations: a nop
instruction, a push instruction, and a ret instruction. For
each one, he patched in a uprobe over the instruction, and then measured the
time it took to execute the uprobe. To speed return probes up, Olsa
would like to replace the breakpoint instruction with a new uretprobe()
system call. On x86, system calls are generally faster than triggering a breakpoint
— about a 31% speedup on Intel CPUs, and a 10% speedup on AMD CPUs in this case,
he noted.
The audience member wondered if the difference was because of the
speculative-execution side-channel mitigations
required by each platform, since Intel needs mitigations for both Spectre and
Meltdown, but AMD is only affected by Spectre.




Other probes will require a different approach. Unlike the return-probe work,
which has been implemented and measured, Olsa only has prototypes and ideas for the other
probes. One idea is to replace the use of a breakpoint instruction with a jump
to a trampoline that makes a system call. If it works, it should provide a
roughly equivalent speedup. Unfortunately, there are a lot of complications with
the idea.




The shortest usable jump instruction on x86 is five bytes, compared to one byte
for the breakpoint instruction, meaning that patching to include the jump
instruction could actually overwrite multiple instructions. Additionally,
five-byte updates aren't atomic; if another thread were in the middle of
executing the patched code while the kernel was editing it to deal with
instructions that require single-stepping, there could be unexpected application
crashes. Finally, the five-byte jump instruction only takes a 32-bit address —
so using that approach would potentially require multiple trampolines placed
throughout a process's address space.




Even with so many potential problems, there is a strong motivation to solve
them. Olsa noted that if you "ignore those issues and just try", it can result
in a 250% speedup. So with that context, he wanted to discuss whether anyone
had ideas about how to make the approach work. He opened the discussion by
suggesting a hybrid approach: write a breakpoint opcode, write the jump offset,
and then write the jmp opcode. An audience member thought that it may not be safe to do
that, pointing out that the only approach to editing code as it is being
executed that Intel claims is actually supported is
writing a breakpoint opcode. He also noted another problem with using a jump
instruction: since it is more than one byte, it's entirely possible that code
could jump into the middle of the jump instruction.




Andrii Nakryiko noted that if they had to deal with synchronization problems
anyway, it could make sense to use a longer jump instruction so that multiple
trampolines would not be needed. Shung-Hsi Yu asked whether changing the size of
the no-op instructions used would require changing the headers used by the
user-space tracing infrastructure. Olsa said that it might, but that something
needed to change for performance to improve.
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Andrii Nakryiko led a session at
the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit giving
a look into the APIs for capturing stack traces
using BPF, and how the APIs could be made more useful. BPF programs can capture the
current stack trace of a running process, including the portion in the kernel
during execution of a system call, which can be useful for diagnosing
performance problems, among other things. But there are substantial problems with
the existing API.




The existing way to get stack traces in BPF is to create a BPF map for containing
the elements of the trace, and then to call

bpf_get_stackid() from the BPF side, which returns a
unique ID for the map, Nakryiko
explained. Then in user space, the program could do a normal map lookup to
retrieve the stack trace. The kernel also captures and stores some related
information, such as the ELF build ID and the file offset, which helps identify
what program the stack trace corresponds to for offline analysis. This API
sounds fairly simple, but unfortunately it has a few quirks, he said.




It can capture either a user-space stack trace or a kernel stack trace, but not
both. The kernel supports capturing both, the BPF API just doesn't have a way to
indicate that you want both, Nakryiko said. There is also no way to know how
large the stack that was captured actually is; programmers just need to hope
their stack-unwinding code stops at the correct point. These are both flaws,
but they can't be too much of a problem, because nobody has complained.




The
final quirk is that the kernel performs automatic stack deduplication. If the
captured stack trace matches an existing one, the kernel returns the existing ID.
This behavior sounds great in theory, since deduplication can save space, but
the map used to store stack traces does not have any way to deal with hash
collisions. Stack traces are hashed and placed into the corresponding slot in
the map, but each slot can only hold one stack trace.
Accordingly, hash collisions (where the hashes are the same, but the traces are
not) are both frequent and unavoidable when
capturing many stack traces. The API does let the programmer specify whether
they wish to retain the old or new stack trace on collision, but that just
leaves them with two bad options: lose data or corrupt data. The hash-based
stack deduplication also makes clearing out entries from the map
inherently racy.




Nakryiko's proposed new API fixes these problems by letting the BPF program
handle memory management: it provides a buffer, into which the kernel captures
the stack trace, and then the BPF program is free to share that with user space
in whatever way makes most sense for the application. All but one use case at
Meta has switched to the new API, he noted. There are still some potential
improvements to be made, however. Right now, stacks are captured synchronously.
This is a problem, because the API can be called from anywhere, including a
context where page faults are not permitted.




If part of the program being inspected is paged out, that means the information
stored on those pages could be left out of the capture. This only affects
user-space stack traces, since the kernel always remains paged in. This is a
particular problem for programs that use DWARF-based stack unwinding, since the
DWARF debugging information is unlikely to be paged in when the capture is taken.




Nakryiko would like the new API to be asynchronous, so that it can wait for
necessary information (for user-space captures) to be paged in. That doesn't
work for kernel stack traces, however, because the kernel can't be
paused to wait the way that user space can be. On the other hand, capturing a
user-space stack trace can be postponed without changing the information
returned by waiting until just before the kernel returns to user space, since
the process is frozen until then. "Return to user space" is a nice context, he
said, since the kernel can wait for memory to be paged in, etc.




All of these separate constraints come together in the proposed API design.
Nakryiko proposes having a function that returns a unique ID for a stack trace.
The ID acts like a reservation — it is stable, and can be recorded, passed to
user space, etc. Once the ID is received, a stack trace is captured into the
reserved buffer. Kernel traces are captured synchronously, but user-space traces
are captured on return to user space. Looking the stack capture up in the
corresponding map returns EAGAIN until the capture is ready. The kernel
doesn't perform deduplication, making deleting elements work in a sensible way.
One audience member asked whether this meant that there could be identical stack
traces with different IDs, and Nakryiko confirmed that this was the case.
Daniel Borkmann noted that if the operations were asynchronous, it would also be
possible to grow the map itself, which is not true of the existing API.




Nakryiko did say that one part of the API was not yet thought out: how to let the user know
when a stack trace is ready. The trivial solution, he said, was to not send a
notification and force the users to poll. Slightly more complicated would be a
map-wide epoll notification whenever any trace is ready. Alternatively, each
slot in the map could have separate epoll notifications — but that would be a
wasteful use of file descriptors. Finally, the most efficient approach would be
to set up a BPF ring buffer into which IDs are put as they become ready,
permitting efficient notification and consumption.




One audience member pointed out that Nakryiko had pretty much just described the
mechanism behind io_uring, and suggested that might be an appropriate mechanism.
Nakryiko wasn't too sure about whether io_uring would be suitable, but
acknowledged the possibility. Another audience member asked whether they could
put a growable ring buffer in a
BPF arena. Nakryiko thought that would not be
helpful, since there are already many ring buffers in the BPF subsystem, and
reimplementing one in an arena wouldn't really help. He did note that if they
switched to putting the whole stack trace into a ring buffer, they could
potentially fit drop notifications in the ring buffer as well.




Yu pointed out that the API could use a callback instead of a notification: run
another BPF program on completion, and let the user decide how to notify user
space. This prompted an extended discussion about different mechanisms, and how
they traded off between flexibility and simplicity. Nakryiko did say that he was
against a mechanism that tried to move too much functionality out of the kernel,
since the kernel already has good built-in support for stack traces. One example
is how user-space return probes can corrupt the stack trace — the kernel has all
the necessary information to fix that up, whereas a more flexible mechanism
would leave it up to the user.




The discussion didn't reach a solid conclusion before the session time ended,
but there are already many
mechanisms in BPF and elsewhere in the kernel for notifying user space when an
operation completes, so it seems unlikely for that to remain a sticking point of
API design. BPF already has fairly good debugging support, given the tight
integration with the BPF Type Format (BTF)
and support for tracepoints in both the kernel and user
space; it looks like some of the work in progress could help
extend that support even more.


(https://lwn.net/Articles/978736/)
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Arnaldo Carvalho de Melo spoke at the 2024
Linux Storage,
Filesystem, Memory Management, and BPF Summit
about his work on

Poke-a-hole (pahole),
a program that has expanded greatly over the years, but which was relevant to the
BPF track because it produces BPF Type Format (BTF) information from DWARF
debugging information. He covered some small changes to the program, and then
went into detail about the new support for data-type profiling. His
slides include
several examples.




BTF gradually evolves alongside BPF. Over time, Carvalho has been adding
options to pahole to cope with the changes, but those options only make pahole
more difficult to use. It is sometimes difficult
to know what flag or combination of flags should be used for any given
invocation. So recently he
has added a --btf_features flag that takes a comma-separated list of
features, in order to centralize the different flags. Any unknown flags are
ignored, which could make emitting BTF using older versions of pahole less
painful. During development, the --btf_features_strict can be used to
produce warnings for misspellings.
The new approach has
slightly
simplified the Makefile that the kernel uses to generate BTF
information by replacing conditional statements with a static set of flags:



     --btf_features=encode_force,var,float,enum64,decl_tag,type_tag,optimized_func,consistent_func




Another recent change is the introduction of reproducible builds. Another
developer had sent in a patch that disabled parallel BTF encoding, because the
output could differ between runs.
Ensuring that the output of pahole is reproducible is important because the BTF information
gets encoded into the kernel image — so un-reproducible BTF meant
un-reproducible kernel images. Now Carvalho has added code to ensure
that parallel encoding threads emit information in the same order every time. New
reproducibility tests confirm that users can now have both parallel encoding and
reproducible builds, with minimal performance overhead.




BPF has had a

"call
by BTF ID" mechanism for kfuncs for some time, but previously there has not
actually been a way to see which kfuncs are available in a given kernel. Now,
pahole emits declaration information for kfuncs (when the feature
decl_tag_kfuncs is enabled), so interested code can iterate over all
the declarations. Carvalho has also been working on changing how BTF
handles kernel modules. Right now, the debugging information in
kernel modules references items in the kernel
by BTF ID, so that debug information for the whole kernel doesn't need to be
shipped with each module. This would not be a problem, except that the numbering
changes for each build of the kernel. Normally, this necessitates recompiling
modules alongside the kernel. But with a bit of extra effort, the kernel modules
can be built with ELF relocations in the generated BTF, so that they don't
always need to be rebuilt. An implementation of that is almost done and ready to
be merged, he said.



Data-type profiling



BTF already provides an easy way for performance-monitoring tools like

perf to trace which lines of code correspond to particular
instructions. That doesn't always tell the full story, though.
Modern CPUs have aggressive caching, and fetching values from memory is a serious
performance hit; it can make sense to analyze performance issues in terms of the
data a computation is interacting with, instead of the code being run.




Carvalho demonstrated two tools: perf mem, which
displays the time spent accessing memory broken down by the
individual members of each structure, and
perf c2c, which tracks false sharing and cache evictions. For
these tools to work, there needs to be some way to connect a memory access not
just to a line of code, but to the
particular type of the value involved.
The original version of
perf mem used DWARF debugging information to make that
connection. Now, BTF has enough information to be used for that purpose as well.
perf still prefers DWARF tables when they are available, but it does use BTF to
display information on kfuncs.




Carvalho went into some detail about how perf handles
disassembling programs; in short, it uses the

Capstone library, with a
fallback to objdump when Capstone is unavailable. Integration with objdump also
means that it supports all of the architectures that are supported by

GNU Binutils.




Daniel Borkmann asked whether these changes were already available, and Carvalho
de Melo said that they were. He is continuing to work on improvements, but the
basic functionality is usable now. José Marchesi asked whether it would cause a
problem if the kernel changed to generate BTF directly, instead of being
compiled with DWARF information and then using pahole to translate. Pahole has a
BTF loader, Carvalho explained, so it would not need to change anything
about how the tool is used. At that point, the session ran out of time.


(https://lwn.net/Articles/978727/)
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This photo is courtesy of the Linux foundation.
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